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Abstract
World Asthma Day on 7 May 2019 warns that air pollution can have a more significant
negative impact on people suffering from chronic respiratory diseases. The capital of
India, Delhi, is one of the most polluted regions globally, and children with asthma in
the region are highly vulnerable to air pollution. Existing studies have confirmed the
relationship between exposure to PM value and poor health but have not concluded a
causal relationship. In this project, we used data collected from asthmatic adolescents
in the DAPHNE study and wished to examine the exposure-response relationship by
subdividing PM value into different diameters of airborne particles (0.38-17µm). We
chose state-of-the-art causal discovery methods and considered various complex factors
such as humidity, temperature and activity level of the subjects to construct a complex
causal network. This thesis provides the first evidence that size fractions of airborne
particles lead to short- and long-term respiratory rate changes and contain a robust
causal relationship.
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Chapter 1

Introduction

1.1 Motivation

The World Health Organization (WHO) used a new air quality model in 2016, developed
by WHO in collaboration with the University of Bath in the UK, with an interactive map
highlighting areas within countries that exceed the WHO air quality limits. The model
confirms the alarming figure that 92% of the world’s population lives in areas where air
quality levels exceed WHO limits [21]. Dr Flavia Bustreo, Assistant Director-General
of WHO, referred to the new WHO model showing countries where air pollution risk
locations exist, while providing a baseline to help monitor progress in controlling
pollution.

The cost of air pollution to human health is tragic, with WHO citing around 3 mil-
lion deaths per year linked to exposure to outdoor air pollution. 6.5 million deaths
(11.6% of all global deaths) were caused by outdoor and indoor pollution worldwide
in 2012. Furthermore, in 2016 the number of global deaths due to outdoor and indoor
pollution surged to 4.2 million and 3.8 million, respectively [33]. Nearly 90% of air
pollution-related deaths occur in low- and middle-income countries, and air pollution
also increases the risk of severe acute respiratory infections. Vulnerable populations
(women, children and the elderly), who often have lower immune systems [33], can be
more vulnerable to the health costs of air pollution. Numerous studies have shown a
correlation between air pollutants and the respiratory system. However, no direct link
between pollutant intake and children with asthma has been found due to unsuitable
data and potential confounding factors [29].

Therefore, research on pollutant intake and response in vulnerable groups is warranted,
as they are the population that responds most significantly to air pollution. Analysing
their exposure responses plays a crucial role in subsequent studies to understand how
pollutants affect the respiratory rate of subjects.
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Chapter 1. Introduction 2

1.2 Research Aims

The study is based on the ongoing ”Delhi Air Pollution: Health aNd Effects” (DAPHNE)
project. The project focuses on the relationship between air pollution and health,
particularly for vulnerable groups such as adolescents with asthma and pregnant women,
and in this project only data from the former will be studied. Each of the subjects
will use the AIRSpeck [2] and RESpeck [3] sensors developed by the University of
Edinburgh to observe their exposure to air pollution and respiratory rate, and each will
complete one to three observation trials of up to 48 hours to collect data. As of the
paper’s deadline, 127 local adolescents with asthma had participated in the study and
contributed to 195 individual experiments (trials).

This project aimed to investigate the exposure-response relationship between breathing
rate and airborne particles of different diameter sizes in adolescents with asthma, using
data collected in the DAPHNE study. A recent causal discovery method, PCMCI+

[27] [25], was used in this thesis, allowing the construction of networks in multivariate
time-series data and analysing causal relationships between the variables therein.

This is the first study to examine the long-term and short-term exposure-response
relationships between 16 particles of different diameters (0.38-17µm) and respiratory
rate in asthmatic patients, and to test for different time lags between exposure and
response.

1.3 Report Structure

This thesis makes a complete study from data to algorithm to conclusion, which is
structured as follows:

• Chapter 2 introduces the background of the project, analyses previous studies that
are relevant to the DAPHNE study and describes how this project addresses the
shortcomings of the previous studies.

• Chapter 3 presents Exploratory Data Analysis, which provides a comprehensive
analysis of the data recorded from the AIRSpeck and RESpeck worn by the
subjects in this project, and makes some preliminary correlation experiments.

• Chapter 4 fully cleans the data so that it is completely clean before being put into
the algorithm for analysis.

• Chapter 5 is divided into two sections, the first introducing Granger causality and
the powerful causal discovery method, PCMCI+, to estimate causal networks.
The second section details the results of applying the method to the tests.

• Chapter 6 concludes the full paper with an analysis of the strengths and weak-
nesses of the method, as well as a discussion of ways for future improvements.



Chapter 2

Background

Air pollution has often been front-page news in the media for many years and has
always been an issue of great concern. From a mechanistic perspective, air pollutants
probably cause oxidative injury to the airways, leading to inflammation, remodelling,
and increased risk of sensitisation [11]. Particulate pollutants are a significant source
of air pollution. Evidence suggests that asthmatics are at increased risk of worsen-
ing bronchial obstruction due to exposure to gases (ozone, nitrogen dioxide, sulphur
dioxide) and respirable particulate components of air pollution, which suggests that air
pollution exposure is a key risk factor for acute asthma attacks [11]. However, although
the available literature investigates the relationship between exposure to polluting par-
ticles and poor health status, no causal conclusions have been drawn due to potential
confounding factors and unsuitable data [6]. This is still considered a research gap
concerning the short-term effects of different sizes of air pollution particles on the
condition of asthmatic subjects, but it has been filled in this project.

In a 2019 study on the effect of air pollutants on asthma emergency department visits
the authors highlight that the conclusive figures for air pollution are subject to many
assumptions and uncertainties. They are not mutually exclusive or combined, and most
epidemiological studies assess a single pollutant without reference to other pollutants.
Susan Anenberg, Professor of Environmental and Occupational Health at George
Washington University, repeatedly stressed that they did not know if there was any
possibility of overlap in the experimental process of these studies. Of the three pollutants
involved in the study, nitrogen dioxide and PM2.5 were the most strongly associated
with new cases of asthma. The evidence for nitrogen dioxide as a risk factor was
fairly consistent across all age groups, whereas the evidence for PM2.5 as a risk factor
remained inconsistent and was limited to pediatric cases. The main limitation of
the study is that its calculation of global visitation rates relies on a number of key
assumptions. Also, health care reporting systems vary from country to country and it is
difficult to be sure that the information obtained is the same in every jurisdiction [29].

A second study analysed the effects of atmospheric nitrogen oxides, nitrogen dioxide
and PM2.5 on bronchitis and asthma in the Polish province of Silesia. To assess the
relationship between daily pollutant concentrations and the number of visits or hospitali-
sations due to bronchitis and asthma, a multivariate log-linear Poisson regression model
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Chapter 2. Background 4

was used. Results were expressed as relative risk for health outcomes associated with
increasing pollutant concentrations per unit concentration (interquartile spacing). The
method identified the strength of the association of pollutants on hospital admissions
and confirmed its statistically significant correlation [15]. However, there are still
shortcomings, one being the finding that although a weaker effect was found for PM2.5,
the data were not rigorously cleaned to ensure consistency across subjects. Also the
long and short term effects of other sizes of particles in the air on respiratory rate were
not considered. The second point is that while this method can show the strength of the
association (correlation), it does not determine whether there is a causal relationship
between them. To overcome these two points, the latest causal discovery methods are
applied in the present project to remedy this deficiency.

In a prospective PM2.5 concentration and increased mortality cohort study, the weight of
evidence was assessed to see if it supported a causal relationship [9]. Their assumption
was that the study population in each city had the same exposure. Therefore, these
can only be recognised as ecological studies because of the true health outcomes and
confounding data at the individual level. Environmental concentrations are not an
adequate proxy for individual exposure. Because of the ecological group-level risk of
PM2.5, the strength of the association and exposure-response relationship could not be
determined. The problem of inappropriate data is effectively addressed in DAPHNE,
where each subject wears their own AIRSpeck [2] and RESpeck [3] sensor. Respiratory
rate can be recorded in relation to the number of particles in the environment to which
they are exposed.

This project is a continuation of the one in the DAPHNE project. A previous project used
the same causal discovery method as this one, which examined the causal relationship
between PM2.5 and breathing rate in adolescents with asthma and achieved good results
[18]. However, due to lack of time, it could still be studied in depth. This project
extends previous research in several ways.

(1). Particle sensors can measure the number of particles of different diameters in the
air. Unfortunately, sensors made by different companies may use different formulas and
parameters to calibrate PM values and PM values may be influenced by many factors
(e.g. humidity) [14]. This will result in PM values observed in different areas needing
to be strictly calibrated and cannot be directly compared. In contrast, the number of
particles in the air is a fixed value, comparable using different types of sensors or for
detection in different areas, and does not require complex calibration. Previous studies
have shown that PM2.5 directly causes short-term changes in breathing rate. However,
PM2.5 only considers particles smaller than 2.5µm. The causal relationship in this
project has been extended to include the effect of particles between 16 different size
diameter ranges and respiratory rate. (2). Previous project set the maximum lag time in
linear causality studies at 1 hour and the resolution at 1 minute. In non-linear relations,
due to the large amount of arithmetic power required, only lag lengths of 1, 5, 10, 15,
30, 45 and 60 minute were tested. For both the linear and non-linear tests in this project,
the maximum lag time has been extended to 8 hours to find deeper causal relationships.
The resolution of the linear test is 1 minute and the non-linear is a multiple of 15. (3).
Factors other than contaminated particles, such as temperature, humidity and activity
level, were analysed in detail for their causal effect on changes in respiration rate.



Chapter 3

Exploratory Data Analysis

Exploratory Data Analysis (EDA) is the primary work in data analysis tasks. By cleaning
the data, describing the data (descriptive statistics, charts), viewing the distribution of
the data, comparing the relationship between the data, Etc [12] [32].

Two sensors are used in this DAPHNE study: AIRSpeck, which records air quality, and
RESpeck, which records personal exposure data. This chapter analyses the raw data
recorded by these two sensors in detail. 127 asthmatic adolescents participated in the
study, and 195 different trials were generated. Each trial is a time series, which means
that each contains a series of data points with time as the x-axis.

Since data anomalies were found in the EDA analysis, outliers beyond a reasonable
range (Extremely large or small values away from the general level of values), the data
needs to be calibrated, which is done in the next chapter. This chapter analyses the
distribution of essential data in detail and develops intuition about the data, and finally
summarises the data.

3.1 AIRSpeck Data

Feature Explanation
Timestamp UTC timestamp of current observation.

Respiratory Rate The mass of all particles below a size of X µm inside each cubic meter.
Temperature The uncalibrated temperature inside the sensor case (◦C).

Humidity The uncalibrated humidity level inside the sensor case.
bin0-bin15 The count of particles of a certain size range, each bin is mapped to a size range.
Latitude GPS latitude coordinates.

Longitude GPS longitude coordinates.
Battery The battery level. Higher levels mean higher charge of battery.

Table 3.1: Explanation of features measured by AIRSpeck sensors.

Air pollution data gathered as part of the DAPHNE project was collected by AIRSpeck
sensors, consisting of two different devices: personal and stationary [2]. A personal
sensor is designed to be wearable, which records data at minute intervals instead of
every five minutes resolution of the ones installed at static stations. These record the
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Chapter 3. Exploratory Data Analysis 6

current location’s air quality data in detail. The features of its reported data are detailed
in the Tab 3.1. This section makes interpretable visualisations and analyses their data in
detail.

The number of particles of different sizes in the air is stored in the bin feature in Tab
3.1, which records the number of particles within a specific size range. These bin
values are measured by particle sensors, which can obtain precise measurements of
high-quality particle counts and sizing. Various companies produce different types of
sensors, and the model used in DAPHNE research is called OPC-R2. The OPC-R series
gives excellent performance in a device which is not only extremely small at just 70mm
long x 21mm diameter but is also extremely cost-effective. The OPC-R2 superseded
the OPC-R1, bringing with it improved small particle detection, reduced fan noise and
better EMC protection than its predecessor [30]. This sensor records particle diameter
sizes ranging from 0.38 to 17 µm and uses 16 bins to record different sizes, each of
which is mapped to a size range. The number of particles with the tiniest diameter
is recorded in bin0 and the largest in bin15. Tab 3.2 shows the size range mapped to
each bin, and the PM values are calibrated based on these raw bin values. A detailed
description of this particle sensor has been placed in Appendix A for reference.

Particle size(µm) Particle size(µm)
bin0 0.38 - 0.52 bin8 4.0 - 5.0
bin1 0.52 - 0.75 bin9 5.0 - 6.5
bin2 0.75 - 1.0 bin10 6.5 - 8.0
bin3 1.0 - 1.3 bin11 8.0 - 10.0
bin4 1.3 - 1.5 bin12 10.0 - 12.0
bin5 1.5 - 2.0 bin13 12.0 - 14.0
bin6 2.0 - 3.0 bin14 14.0 - 16.0
bin7 3.0 - 4.0 bin15 16.0 - Max

Table 3.2: Particle size distribution mapped to each bin.

Fig 3.1 plots the bin values for trial DAP001(2) as measured by their personal AIRSpeck
monitor. The table contains two subplots corresponding to the timeline. The first
subgraph contains the values from bin0 to bin7 over time and the second from bin8 to
bin15. In order to make the overlapped parts more clearly displayed, the individual
images of each bin can be found in Fig A.1 - A.4 in Appendix A. It should be noted
that the PM2.5 image after calibration is also included in Fig A.1. The observed image
of PM2.5 is drawn in red, and bin0 to bin6 (diameter from 0.38-3.0 µm) corresponding
to PM2.5 are drawn as Blue; the other bins are in green. Aside from scale, it can be
seen from the figure that there is little difference between bins containing larger particle
diameters. bin2 to bin5 and bin6 to bin15 maintain the same trend, containing the same
peaks and turning points, indicating a linear relationship between bins. Compared with
other bins, bin0 and bin1 are pretty different and contain their own trends. The same
relationship was also found in the remaining 194 Trials.

Through the example of Fig 3.1, it can be seen that the bin value will rapidly decay to
0 value at some substantial times. In order to make subsequent judgments, statistical
measurements were made on each feature in AIRSpeck data, and the results were stored
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Figure 3.1: An example of each bin value observed for a single trial DAP001(2) using
the personal AIRSpeck.

in Tab 3.3 and Tab 3.4. Tab 3.3 shows that all 16 bins have a minimum or mode value of
0, filtered out in the following preprocessing because the sensor takes it as the default.
Fig 3.2 shows the proportion of 0 values in all bin data, and the percentage of 0 values
in bin0 to bin6 is below 5%. Starting from bin6, as the particle diameter gets bigger,
the percentage of 0 values in the data increases linearly. Eventually, it rises to 43.2%,
which means that almost half of the values in bin14 are 0. bin15 did not respond to the
increasing trend because bin15 was the largest particle in the study. Its diameter was
calculated from 16 µm to max, different from the rest of the bin diameter interval.

In addition, it can be seen from Fig 3.1 that the scales between bins are different. As
the particle diameter increases, the number of particles with the corresponding diameter
in the air gradually decreases. Fig 3.3 shows the average number of bins per minute
collected across all 195 trials. In order to ensure that the data is more accurate for
comparison, the default value of 0 in the data has been removed for calculation.

Fig 3.3 shows that the mean of bin0 is 59321, and the median of bin0 is calculated to
be 1330. By comparing the mean and average of bin0, it can be found that the gap is
enormous, approximately 4.5 times (5932 VS 1330). Also, the kurtosis in Tab 3.4 is
exceptionally high, implying that the increased variance is caused by low-frequency
extreme differences more significant or less than the mean, seriously suspect that the
data is highly asymmetric. The mean cannot be applied to all distributions because
too small or too large values unduly influence it in the sample, where the maximum is
65,535, which is beyond the median about 50 times, which does not meet the objective
conditions in reality. The same problem also lies in the temperature. Although the

1The diameter of bin0 contains the size of water molecules and takes into account, which explains
why the number of bin0 is more significant than other bins. Noted a water molecule is about 0.4 of a µm
across [20].
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Feature Max Min Mean Median Mode Quantile(1/4) Quantile(3/4)
Temperature 128.8 -46.8 31.1 33.5 0 26.4 37.2

Humidity 101.3 0 48.2 48.4 0 41.5 55.5
bin0 65535 0 5695 1195 0 346 4501
bin1 65535 0 2182 521 0 177 2077
bin2 65535 0 652 199 0 76 579
bin3 65535 0 219 74 0 31 175
bin4 65535 0 85 39 0 17 85
bin5 65535 0 58 27 0 12 55
bin6 65535 0 51 22 0 10 46
bin7 65535 0 29 10 0 4 24
bin8 65535 0 20 5 0 2 14
bin9 65535 0 14.8 3.5 0 1.0 9.5

bin10 65535 0 11.7 2.0 0 0.5 6.0
bin11 65535 0 9.3 1.5 0 0.1 4.5
bin12 65535 0 8.2 1.0 0 0.0 3.5
bin13 65535 0 7.3 0.5 0 0.0 2.5
bin14 65535 0 7.2 0.5 0 0.0 2.0
bin15 65535 0 28.7 2.5 0 0.0 12.0

Table 3.3: AIRSpeck data location measures (Part1).

Feature Variance Standard deviation Skewness1 Kurtosis2

Temperature 110.7 10.5 0.1 15.3
Humidity 133.5 11.5 -0.6 3.1

bin0 1.477e+08 12154.3 3.5 12.4
bin1 2.270e+06 4764.1 5.8 50.1
bin2 2.749e+06 1658.2 12.9 329.9
bin3 7.602e+05 871.9 36.7 2218.8
bin4 3.567e+05 597.3 85.7 8807.5
bin5 3.961e+05 629.3 88.1 8564.5
bin6 4.732e+05 687.9 84.3 7612.2
bin7 3.750e+05 612.3 95.0 9596.7
bin8 4.377e+05 661.5 90.7 8526.8
bin9 3.198e+05 565.5 108.5 12175.4
bin10 3.260e+05 570.9 109.5 12324.6
bin11 2.810e+05 530.1 119.3 14546.3
bin12 2.866e+05 535.3 119.4 14502.3
bin13 2.833e+05 532.3 121.1 14824.1
bin14 3.095e+05 556.3 115.3 13470.8
bin15 8.727e+05 934.2 68.4 4740.6

1 Skewness refers to a distortion or asymmetry that deviates from the symmetrical bell
curve, or normal distribution, in a set of data [5].

2 Kurtosis is a statistical measure used to describe the degree to which scores cluster in the
tails or the peak of a frequency distribution [19].

Table 3.4: AIRSpeck data location measures (Part2).
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Figure 3.2: The Proportion of Minimum or Mode Values of 0 in each bin Data.

uncalibrated temperature value is not much different from the median of 33.5 and the
mean of 31.1, its maximum value is 128.8, and the minimum value is -46.8, which still
contains outliers. It is concluded that there are significant anomalies in the AIRSpeck
data, most likely due to measurement errors, and further graph analysis is required.

Figure 3.3: The average number of bins per minute collected across all 195 trials, data
has been preprocessed before calculation, the mode value (0) in the data has been
removed. Note that the y-axis is set to log-scale to compensate for the significant
difference between the values.

The distribution of bin0 levels measured by individual AIRSpecks across all 195 trials is
shown in Fig 3.4, which peaks very close to its data lower bound, and the same happens
across all bins. For comparison, boxplots for the first three bins are shown in Fig 3.5,
where the mode value (0) has been ignored in advance. Those black diamond points in
the figure are the outliers of the bin. In the case where the median of bin0 is only 1330
and the quarter quantile is 4501, there are still some observations that exceed 1e+04.
Even some observations reach the point of absurdity, and these unrealistic observations
must be treated with caution. Considering that the data span in Fig 3.4 and Fig 3.5 is
too large, and data is highly skewed. Among all 16 bins, bin0, bin6 and bin15 were
selected, and the data span intervals of the three particles of different diameters are
shown in Fig 3.6. In the next chapter, the preprocessing and cleaning of the data will be
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carried out.

It can be inferred that all calibrated PM values in Delhi have this distribution relationship.
A study on the relationship between PM2.5 and respiratory rate in Delhi stated that high
peaks of PM2.5 are usually rare because they only occur in specific situations, such as
close to highly polluted sources or large industrial plants [1].

Figure 3.4: Distribution of bin0 Observations Across All Trials. Note that there is a
small peak on the far right of the figure (Number: 65,535), which are some unrealistic
observations in the data, the solution to this problem is introduced in the Data Pre-
Processing chapter. The plot includes a Gaussian kernel density estimate (line).

Figure 3.5: BoxPlot of bins Observations Across All Trials.

It is speculated from Fig 3.1 that there is a linear relationship between bins, so it is
necessary to verify the correlation between bins. In statistics, the Kendall correlation
coefficient is named after Maurice Kendall, and its value is often denoted by the
Greek letter τ (tau). The Kendall correlation coefficient is a statistic used to measure the
correlation between two random variables. A Kendall test is a non-parametric hypothesis
test that uses a calculated correlation coefficient to test the statistical dependence of two
random variables. The value range of the Kendall correlation coefficient is between
-1 and 1. When τ is 1, it means that the two random variables have consistent rank
correlation; when τ is -1, it means that the two random variables have Hierarchical
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Figure 3.6: Distribution of bin0, bin6 and bin15 Observations Across All Trials. As the
data span in the bin variable is too large (0-65,535), the x-axis has been set to log-scale
for better comparison of distribution intervals with different diameters. Each plot includes
a Gaussian kernel density estimate (line).

opposite correlation; when τ is 0, it means that the two random variables are independent
of each other [34]. There are three different ways to find the Kendall correlation
coefficient, Tau−b method is used here, which requires that the two variables should be
paired, that is, derived from the same individual (AIRSpeck). The formula is as follows:

Tau−b =
C−D√

(N3−N1)(N3−N2)

Where N3 = 1
2N(N−1); N1 = ∑

s
i=1

1
2Ui(Ui−1); N2 = ∑

t
i=1

1
2Vi(Vi−1). C represents

the number of element pairs in two variables with consistency (two elements are a pair);
D represents the number of element pairs in two variables with inconsistency. Ui and Vi
are the number of tied values in the ith group of ties for the first and second quantity
respectively.

Fig 3.7 shows the correlation coefficient heatmap between bins, whereas Tab 3.5 shows
the correlation of bins with temperature and humidity. It is found that the correlations of
adjacent bins (with little difference in diameter) are all above 0.6, with a high degree of
correlation. As the particle diameter increases, the correlations to other bin values are
also found to increase. For example, bin15 and bins between bin7 and itself maintained
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a high correlation (≥ 0.5). It is established that there is a significantly correlated
relationship between bins.

An important finding is presented in Tab 3.5, where smaller diameter particles are
inversely correlated with temperature, which means an upward trend in the amount
of smaller particles as the temperature decreases. PM2.5 value typically peaks in the
year from January to December, which has been found in previous DAPHNE research
[1]. As increasing in heating due to cold temperature and weather condition where
the air particles mixes with water vapour fog, a high concentration of nitric oxide and
hydrocarbons are emitted into the atmosphere. This will result in smog, which is a type
of severe air pollution.

Because humidity contains 806 missing values in the total data (373,305) of 195 Trials,
accounting for 0.2%, it is necessary to replace these missing values and then perform the
correlation calculation, here mean values are inserted. As shown in Tab 3.5, using Tau−b
method in this experiment did not find a significant correlation between the humidity
and the bin value. The absolute coefficients were all less than 0.1.

The p-values for the Kendall Statistical Test for both temperature and humidity are below
0.05 for all bins except bin6 (0.96), which means that the null hypothesis indicating
no correlation between the variables can be rejected. bin6 is a particular bin whose
diameter covers both PM2.5 and PM10. Recall that bin6 is between 2.0-3.0 µm in
diameter.

Figure 3.7: Kendall rank correlation coefficient Between Bins.
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bin0 bin1 bin2 bin3
Temperature -3.20e-01 -3.56e-01 -3.02e-01 -2.08e-01

Humidity -0.09 -0.05 -0.03 -0.04
bin4 bin5 bin6 bin7

Temperature -9.22e-02 -6.23e-02 5.13e-05 6.12e-02
Humidity -0.06 -0.07 -0.08 -0.08

bin8 bin9 bin10 bin11
Temperature 1.07e-01 1.26e-01 1.60e-01 1.71e-01

Humidity -0.08 -0.08 -0.07 -0.07
bin12 bin13 bin14 bin15

Temperature 1.87e-01 1.96e-01 2.01e-01 2.62e-01
Humidity -0.07 -0.07 -0.07 -0.06

Table 3.5: Kendall rank correlation coefficient Between Bins and Temperature & Humidity.
Note that positive correlation values are marked in red. There is a negative correla-
tion between particles with smaller diameters and temperature. A positive correlation
gradually appears as the diameter increases.

3.2 RESpeck Data

In the DAPHNE study, the wearable RESpeck sensor was used to record the respiratory
rate of asthmatic adolescents, also at minute intervals like the AIRSpeck [3]. The sensor
does more than record breathing rate, and it can measure the wearer’s current activity.
Different features measured by RESpeck are described in Tab 3.6.

Fig 3.8 shows the respiratory rate changing curve of the second trial of the DAP001
experimenter recorded by RESpeck. For visual comparison, the bin0 data recorded
simultaneously in red is also shown.

Feature Explanation
Timestamp UTC timestamp of current observation.

Respiratory Rate The breathing rate derived from the breathing signal.
Respiratory Rate std The standard deviation of the respiratory rate per minute.

Activity Level A measure for the amount of movement per minute.
Activity Type The current activity of the subject per minute.

StepCount The number of steps of the subject per minute.

Table 3.6: Explanation of features measured by RESpeck sensors.

RESpeck has a built-in three-dimensional accelerometer. Since the subject needs to
wear the sensor all the time to record data, the subject will wear RESpeck uniformly
on the left side of the belly. When the user wears it incorrectly, or the activity type
is recorded as lying on the stomach, or when the subject takes off the sensor during
sleep at night, these recorded breathing rates will be filtered out and marked as missing
data. Respiratory rate data were found to be missing in 23.3% of the 195 trials in
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total (106,811 out of 458,535 missing data). The activity level has been well recorded
without causing a large area of data loss. Only 0.64% of the activity level data is missing
(2945 of the 458,535 data lost).

Figure 3.8: An example of respiratory rate observed for a single trial DAP001(2) using
the RESpeck. Note that the blue dot line is the respiratory rate changing curve. For
visual comparison, the red area shows the corresponding simultaneous changing curve
of bin0.

The location measures of the data recorded by RESpeck are listed in Tab 3.7 and 3.8.
Considering that the standard deviation in the table is slight (3.89), the minimum and
maximum values, one-quarter quantile and 3/4 quantile also fall within a reasonable
range. It is concluded that the respiratory rate fits a distribution without abnormality,
which suggests that unrealistic observations, such as outliers, are not present in the
respiratory rate. However, this statistical method considers all trials together, and some
exceptional outliers may occur in a specific trial and require special attention.

Fig 3.9 shows the distribution of respiratory rate. The skewness in the Tab 3.8 is 0.94,
which means that the right tail of the image is slightly longer, indicating that abnormal
breathing rate values usually appear higher than the mean. This is reasonable, given that
the test subjects were asthmatic, and the recorded data contained many other movement
patterns that would result in higher respiratory rates [7], most of which were between
14-22 breaths per minute (bpm) in the graph, giving a measure of respiratory rate,
which are within a reasonable range. Generally speaking, the breathing rate of a healthy
adolescent (13-17 years) under relaxation should be 12-16 bpm [17].

Feature Max Min Mean Median Mode Quantile(1/4) Quantile(3/4)
Respiratory Rate 44.12 7.28 18.44 17.87 20.27 15.73 20.51

Activity Level 3.354 0.004 0.123 0.046 0.007 0.011 0.143

Table 3.7: RESpeck data location measures (Part1).

Feature Variance Standard deviation Skewness Kurtosis
Respiratory Rate 15.12 3.89 0.97 1.68

Activity Level 0.037 0.193 3.133 13.885

Table 3.8: RESpeck data location measures (Part2).



Chapter 3. Exploratory Data Analysis 15

This feature is used to classify the user’s current movement type for the activity type.
Mapping from activity type integer to the actual type is according to the following
list(index from - 1): activity name = [”No data”, ”Sitting straight/standing”, ”Walking”,
”Lying down normal on back”, ”Worn incorrectly”, ”Sitting bent forward”, ”Sitting
bent backward”, ”Lying down to the right”, ”Lying down to the left”, ”Lying down on
stomach”, ”Movement”]. In addition to the default value of ”No Data”, there are ten
different motion modes, and the distribution of the activity level is shown in Fig 3.9. It
can be seen that the number of Sitting straight/standing is the largest (120,000 in a total
of 458,535 data).

The skewness of the activity level in Tab 3.8 is 3.133, and the Kurtosis is 13.885. It
means that the right tail of the feature is exceptionally long, and the peak is highly
left, which is shown in Fig 3.9. This is reliable because the top three activity types
are ”Sitting straight/standing” (26.2% of the total data), ”Lying down normal on back”
(17.4%) and ”Lying down on stomach” (13.0%). These types will get 0-0.15 activity
levels. Only ”Walking” is active among all types, and the activity level can reach about
3, accounting for only 8.7%.

Figure 3.9: Distribution of Respiratory Rate, Activity Type and Activity Level Obervations
Across All Trials.

Four different subjects (DAP001, DAP006, DAP022, DAP055) were selected to demon-
strate the relationship between respiratory rate and activity level, all of whom had
three complete trials. Two boxplots are shown in Fig 3.10, the upper boxplot is the
respiratory rate of 4 subjects in 3 trials, and the lower boxplot is the corresponding
activity level. Even if the same experimenter completed the three trials, there were
still differences in breathing rates due to different activity behaviours. However, the
overall bpm differences were insignificant, and the mean values did not fluctuate much.
All three trials of the four subjects showed that their respiratory rate also changed
accordingly when the activity level increased/decreased. A linear correlation between
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subjects’ respiratory rate and activity level was calculated using Kendall’s tau. Since
both data contained missing values, it was calculated using the intersection between the
data that was not missing value(351,433 in 458,535 data). The result is 0.072, indicating
a positive correlation between respiratory rate and activity level, but it is not very strong.
However, the original hypothesis test p-value is 0.0 (<0.05), which means that the null
hypothesis that there is no correlation between the two can be rejected.

Figure 3.10: Respiratory Rate and its corresponding Activity Level Bar Plots per trial in 4
Adolescents. Different subjects have been plotted in 4 different colours for differentiation.
Note that the boxplot has ignored outliers because the data of Activity Level is too
skewed.



Chapter 4

Data Pre-Processing

A complete analysis of the AIRSpeck and RESpeck data was presented in detail in the
previous chapter. The subsequent analysis presented in this project will be affected by
the quality of the data. Before conducting a causal analysis of particle and respiration
rates, the data must be subjected to some necessary pre-processing and thorough
cleaning to ensure experimental accuracy. Re-examining and verifying data to remove
duplicate information, correct existing errors, and provide data consistency is vital
before putting data into a statistical model. Data cleaning refers to the process of finding
and correcting identifiable errors in data files, including checking data consistency,
dealing with invalid and missing values, etc. However, care must be taken in cleaning
the data, as incorrect judgements can lead to erroneous results or even entirely incorrect
conclusions. This section describes in detail the purpose and methods of processing.

4.1 Calibration

Different OPC versions were used throughout the Speckled Computing study, including
but not limited to R1, R2, N2 and N3. The R2 model was used in this DAPHNE to collect
particle counts. Calibration was performed by comparing the standard measurements
with the measurements performed by the instrument used in this study. Since different
companies may use different formulas, parameters, and configurations for their particle
sensors, it is essential to note that these differences can lead to minor experimental
errors. The accuracy of the instrument used in this study may differ slightly from the
accuracy of the standard. The standards organisation has set acceptable accuracy ratios
that need to be met to minimise experimental error.

The differences between the different sensor data have been tested and carried out in
a controlled environment such as a laboratory before the study. Previous work by the
Centre for Speckled Computing at the University of Edinburgh has shown that as long
as the relative humidity is below 80%, it is possible to determine a calibration factor for
each sensor to calibrate the data using a linear scale, making data measured by different
sensors or assays from different areas comparable [18]. If this is not the case, a more
sophisticated calibration method is required through a fully trained neural network. The
data detected by the AIRSpeck sensors are rigorously calibrated before any further

17
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cleaning, pre-processing or analysis is completed to ensure that the conclusions of the
project are accurate.

4.2 Outlier Detection and Handling

Figure 4.1: The exposure of bin 15 in DAP073(2), which shows the large number of
peaks observed at the end of the trial.

Figure 4.2: The exposure of bin 15 in DAP073(2) after ignoring the massive spike.

The previous chapter, Exploratory data analysis, found that the data contained unrealistic
outliers. For example, the maximum value in all 16 bins is 65535, clearly not objective.
An example is shown in the graph, which depicts the exposure of bin 15 for the second
trial of DAP073. Fig 4.1 shows the large number of peaks observed at the end of the
trial, with the rest of the data falling roughly only between 0 and 400. It is necessary to
deal with these outliers before the data is put into the statistical model; otherwise, it
could lead to inaccurate conclusions or terrible outcomes.

As Fig 4.2 shows, after ignoring these outliers, the bin15 observations fall in a more
realistic range while ylim is between 0-350. The data should be processed so that highly
anomalous outliers are excluded.

Winsorizing is a common method of dealing with outliers. Similar to the often heard
operation of ”removing a minimum score and removing a maximum score”, winsorizing
is equivalent to pinching the data and filling in the deleted data in a certain way. It is
important to note that winsorizing does not remove a specified number of data but rather
its proportion. In EDA, it is easier to judge because the outliers are too significant, and
the choice is to replace the values in DAPHNE’s variables that are less than the 5th

percentile with the 5th percentile values; and to replace the values in the variables that
are greater than the 95th percentile with the 95th percentile values. It is often acceptable
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to remove less than 10% of data from a conservative sense or a pre-processing data
perspective.

It should be noted that, as mentioned in the EDA above, some exceptional outliers may
occur in a particular trial and require special attention. So this winsorizing method is
cleaning for each trial, not the total data.

4.3 Missing Data Interpolation

Chapter 3 analysed that there are missing values in both AIRSPeck and RESpeck and
Fig 4.3 shows an example of missing data. In the subsequent causal algorithm, as with
Kendall, the presence of missing values is not accepted, so they must be dealt with
in advance. Particular care must be taken in dealing with missing values, as incorrect
interpolation may cause the data to lose its original meaning. The interpolation method
was chosen because it is analysed and then interpolated on top of the original data and
has adjustable and fully controllable parameters that do not cause significant errors. For
this, the maximum interval of interpolation needs to be chosen.

Figure 4.3: An example is demonstrating the respiratory rate of DAP001(1), which shows
the subject removed his RESpeck sensor during the night, resulting in a large amount of
missing data.

Algorithm 1: Maximum interpolation minutes tuning [18]
Data: Maximum interpolation gap to fill in missing data: interpolate limit
Result: Average mean absolute percentage error: average MAPE

1 forall trials with enough data to carry on the following experiments do
2 Randomly select enough timestamps on the trial
3 forall selected timestamps do
4 Randomly remove chunks of data up to size of interpolate limit
5 Interpolate gaps up to size of interpolate limit
6 Compute MAPE between the original data and the interpolated one
7 end
8 Calculate the average MAPE in all trials selected in previous loop
9 end

10 return average MAPE

The algorithm was originally defined in [18] and reused in this project, the pseudo-code



Chapter 4. Data Pre-Processing 20

for this algorithm is shown in Algorithm 1. The core is to select as many trials as
possible to obtain the lowest possible mean absolute percentage error. Different lag
times are used in the chapter, for which the final interpolation is determined to be five
minutes at a lag time of one hour and 15 minutes at a lag time of eight hours. A detailed
description of the lag periods is presented in Chapter 5.

Prior to the standardisation procedure, the values decided to be inserted have been
estimated using the average of nearby values in order to minimise the error introduced
by the experiment.

4.4 Standardisation

Standardisation is a common step in data analysis, as it allows for comparability of data
across scales. Chapter 3.2 analysed that respiratory rate is influenced by activity level.
Applying standardisation to obtain a standardised time series can reduce the correlation
between them by subtracting the trend.

A standard time series should satisfy two points: the first point is that there is no trend
in the time series (including a cyclical trend). In other words, it cannot be the kind of
line that appears to have a significant increase or decrease. The second point is that
a number of data segments are taken out at random in a time series, and the variance
is found for those segments. There should be no significant difference between the
variances.

As Granger causality requires that the time series being processed must be a smooth
time series. Weighted Scatterplot Smoothing (LOWESS) was used in a previous study
by DAPHNE, and the same method is used in this project to ensure comparability across
the project. The core of the method is first to intercept a segment of data of length l on
either side, centred at a point x. For this segment, a weighted linear regression is made
using a weighting function w. Note (x, ŷ) is the central value of the regression line,
where ŷ is the corresponding value of the fitted curve. For all n data points, n weighted
regression lines can be made, and the line connecting the centre of each regression line
is the LOWESS curve for this data segment. Finally, this trend is subtracted from the
original data.

The time series data must fluctuate around the y=0 axis, for which the data is de-meaned.
The data needs to be scaled to have a mean of 0 and a standard deviation of 1 by
subtracting the mean µ from each point of the original data and dividing the result by
the standard deviation σ. The standard deviation of each time series is calculated as a
30-minute moving winning balance. Hence new data at each point are x∗ = x−µ

σ
.

An example of a trend chart obtained using LOWESS is shown in Fig 4.4. Its de-
trended Standard respiratory rate values are shown in Fig 4.5. It can be seen that the
mean value is at 0 and the data fluctuates above and below its mean value. However,
some quantification is needed to demonstrate that the data has indeed been correctly
standardised before applying the algorithm.

The autocorrelation of a de-trended time series should be zero, meaning that the variables
at the various points in time are not correlated with each other. The future is not linked to
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Figure 4.4: Respiratory rate LOWESS trend for trial DAP001(2).

Figure 4.5: Standard respiratory rate values for trial DAP001(2).

the present and the past, then the speculation about the future based on past information
becomes unfounded. The autocorrelation of a time series is generally measured by
statistics such as the autocovariance function, autocorrelation coefficient function (ACF)
and partial autocorrelation coefficient function (PACF) of the time series.

ACFk =
Cov(Xt ,Xt−k)

Var(Xt)

Fig 4.6 shows the ACF values for the standardised data were found to fall around 0,
demonstrating that the data had been fully de-trended and that the data did not correlate
with the previous minute.

Figure 4.6: ACF and PACF test for respiratory rate values for trial DAP001(2).

However, the PCMCI+ method was chosen over the PCMCI in subsequent Chapter 5.
This method addresses the requirement for the PCMCI to require a zero autocorrelation
of the data and allows for enhanced findings of causal links from strongly autocorrelated
data. In this regard, the trending of the data is omitted in the PCMCI+ experiment.



Chapter 5

Causal Discovery Methods

Identifying causal relationships and quantifying their strength from observed time
series data is a critical and challenging problem in the discipline of analysing complex
dynamical systems, such as the Earth system or the human body, because datasets are
often high-dimensional and non-linear and the existing sample size may not be sufficient
to support the study.

PCMCI is a novel technique for estimating causal networks from large-scale time series
datasets by flexibly combining linear or non-linear conditional independence tests with
causal discovery algorithms [27]. PCMCI+ (also named PCMCI-plus) improves on
the PCMCI method by extending PCMCI to include discovery of contemporaneous
links [25]. In this chapter, the method is applied on time series of different sizes of
airborne particles and human respiration rates, and the exposure-response relationships
are analysed.

5.1 Causal Discovery

Before moving on to the PCMCI method, it is necessary to elaborate on the basic
Granger causality concept and test. The primary references for this section are in [8].
Granger causality has gained popularity in the last decade as a method that can measure
the relationship between interactions between time series. It has been widely used in
economics [13], meteorological science [16] and neuroscience [22]. (C. W. J. Granger,
1969) first introduced the concept of causal relationships between time series.

5.1.1 Granger Causality Defination

Time series causality can be achieved by assuming that there is no causal relationship
and then testing whether the original hypothesis can be rejected. Consider the causality
between two time series:

{Xt}= Xt−1,Xt−2,Xt−3, . . .

{Yt}= Yt−1,Yt−2,Yt−3, . . .

22
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where causality refers to the relationship in time order if Xt−1, Xt−2, Xt−3, . . . affect
Yt , and Yt−1, Yt−2, Yt−3, . . . do not affect Xt , then {Xt} is said to be the Granger of {Yt}
and {Yt} is not a Granger cause of {Xt}. If Xt−1, Xt−2, Xt−3, . . . affect Yt−1, Yt−2, Yt−3,
. . . and Yt−1, Yt−2, Yt−3, . . . also affect Xt−1, Xt−2, Xt−3, . . . , then it is not possible to
determine the causality of the two time series without further information of causality.

Reason for considering the effect of Xt−1 on Yt in time series modelling of the number
of particles in the air and respiration rate is that both time series have a strong positive
auto-correlation, such as a unit root process or an ARMA model with characteristic
roots close to the unit circle. For two such time series {(Xt ,Yt)}, a spurious regression
(i.e. the two series are independent of each other, but the regression results can be
significant) can occur if linear regression is made with Yt as the dependent variable and
Xt as the independent variable. This is due to the solid serial correlation between Yt
and Yt−1 (current respiratory rate versus previous minute value). A spurious regression
can be eliminated if a lag term is introduced into the regression (see C. W. Granger &
Newbold, 1974 [10]).

5.1.2 Granger Causality Methods

Let {ξt} be a time series and {ηt} be a vector time series, denoted:

η̄t = {ηt−1,ηt−2, . . .}

Let Pred(ξt | η̄t) be the minimum mean squared error (MMSE) unbiased predictions
based on ηt−1,ηt−2, . . . for ξt . Pred(ξt | η̄t) solution is the condition mathematical
expectation E (ξt | ηt−1,ηt−2, . . .). Let the one-step prediction error be:

ε(ξt | η̄t) = ξt−Pred(ξt | η̄t)

Let the one-step prediction error variance, or mean squared error, be:

σ
2 (ξt | η̄t) = Var(εt (ξt | η̄t)) = E [ξt−Pred(ξt | η̄t)]

2

Consider two time series {Xt} and {Yt}, {(Xt ,Yt)} are strong(ly) stationary or wide-
sense stationary (WSS).

• If:
σ

2 (Yt | Ȳt , X̄t)< σ
2 (Yt | Ȳt)

Then {Xt} is said to be the granger cause of {Yt}, denoted Xt⇒Yt . Note this does
not exclude that {Yt} can also be the granger cause of {Xt}.

• If Xt ⇒ Yt and Yt ⇒ Xt , then the correlation is said to be mutual and is noted as
Xt ⇒ Yt and Yt ⇔ Xt .

• If:
σ

2 (Yt | Ȳt ,Xt , X̄t)< σ
2 (Yt | Ȳt , X̄t)

An improvement in the prediction of Xt with the addition of Yt at the same moment
is said to be contemporaneous causality of {Xt} on {Yt}. This causality is mutual,
at which point {Yt} also has contemporaneous causality for {Xt}.
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• If Xt ⇒ Yt , there exists the smallest positive integer τ such that:

σ
2 (Yt | Ȳt ,Xt−τ,Xt−τ−1, . . .)< σ

2 (Yt | Ȳt ,Xt−τ−1,Xt−τ−2, . . .)

Call τ the causality lag. if τ >1, this means that after the existing conditions
Yt−1,Yt−2, . . . and Xt−τ,Xt−τ−1, . . . , adding Xt−1, . . . ,Xt−τ+1 does not improve the
prediction of Yt .

The limitation of Granger causality is that it can only handle two-dimensional data. In
reality, there may not only be a single causality (number of particles) that affects the
respiratory rate. For example, air humidity, temperature and activity levels can also
affect the respiration rate. Performance drops dramatically with multi-dimensional data
due to the curse of dimensionality.

5.2 PCMCI / PCMCI+

To solve the multivariate problem, research from the latest paper on causal discovery
in 2020 is used, PCMCI and its derivative algorithms can create networks to discover
causal links between variables in multi-dimensional time-series variables [27] [25].

5.2.1 Causal Networks

The different PCMCI methods estimate causal relationships by iterative conditional
independence tests. In the PCMCI framework, the dependence structure of a set of
time series variables is represented as a directed acyclic time series graph (DAG). The
nodes of the time series graph are defined as variables at different times and the links
represent conditional dependencies which can be interpreted as causal dependencies
under certain assumptions.

An example of this is illustrated in Fig 5.1, which shows 4 different time series variables
in X =

{
X1,X2,X3,X4} and corresponding data at four different times, containing the

current time t, with three time lags t−1, t−2 and t−3, where maximum lag length of
τmax = 3. Multiple causal links can be identified in the figure. Highlighted are:

• X1
t−2 and X2

t−2 directly cause X1
t−1 (colored in red)

• X2
t−2, X3

t−1 and X4
t−3 directly cause X3

t (colored in blue)

It is important to note that the method assumes that all time-series data are stable. The
method allows linking multivariate time series and detecting at which time lags a causal
relationship exists with previously selected target variables. All variables pointing to
X j

t−i are defined as causal parents of X j
t−i and are stored in the set P (X j

t−i). This helps
the model to find the exposure- response relationship. For example, Fig 5.1 shows X1

t−2
and X2

t−2 are the causal parents of X1
t−1.

5.2.2 Assumptions

Before applying PCMCI and its derivative algorithms, its causal network requires that
each time series is stable, meaning that the data trend remains constant at different points
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Figure 5.1: The dependency structure of a set of time series variables in the PCMCI
framework [27].

in time. This has been met as the data has been standardised in Chapter 4.4, meaning
that data are stationary in terms of mean and standard deviation. Finally, PCMCI also
assumes that there are no contemporaneous links between different variables, meaning
that the value of one variable at one point in time will not affect the value of another
variable at the same time.

PCMCI requires several preliminary assumptions [31]. The first is causal adequacy,
which requires that all common drivers are observed. In reality, this is usually a difficult
task as the appropriate background operational knowledge may be lacking and some
factors are difficult to obtain. Respiratory rate is known to be influenced by the number
of polluting particles in the air in relation to temperature and humidity and the activity
status of the subject [14]. In the DAPHNE study, these common drivers were recorded
in the AIRSpeck and RESpeck sensors. These variables need to be covered in the
network. The second assumption is the causal Markov condition versus the Faithfulness
assumption. The former implies that X j

t is independent of X−t \P (X j
t ) given its parents

P (X j
t ), the latter assuming that all observed conditional independence is required from

the DAG structure. For the present time series situation, we assume that there are
no contemporaneous causal effects due to the fact that there is usually only a single
realization.

PCMCI+ improves the reliability of CI (conditional independence) tests by optimising
the choice of condition sets, taking into account that the temporal resolution of data
collected in real-world scenarios is often too coarse to resolve time delays and that
strong autocorrelation exists. Note that the stationarity assumption may be relaxed in
PCMCI+.
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5.2.3 Detailed Description and Methods

PCMCI+ extends the PCMCI method to solve the problem of low recall and exces-
sive false positive links under strong autocorrelation with existing PC algorithms in
time-series data. PCMCI+ improves the reliability of CI tests by optimising the choice
of condition sets and even benefits from autocorrelation while also maintaining good
calibration testing. It also has a higher neighbour detection capacity, especially more
contemporaneous orientation recall, while better controlling false positives. The opti-
mised condition set also results in shorter run times than the PC algorithm.

PCMCI+ method is based on two central ideas:

(1) An improved version of the PC algorithm: the skeleton edge removal phase is
separated into a lag and contemporaneous condition phase that removes all adjacencies
due to indirect paths and common causes. The aim is to find a set of time-lagged
variables (parent set) that may be the cause of the target variable. True positives will be
maximised, but therein false positives need to be filtered out in the second stage.

Algorithm 2 shows how the lagged conditioning phase operates to obtain such an
ensemble and for more detailed pseudo-code and a complete description refer to [26].

Algorithm 2: (PCMCI+: lagged conditioning phase [26])
Data: Time series dataset X = (X1,X2, . . . ,XN), maximum time lag τmax,

significance threshold αpc, CI test CI(X, Y, Z) returning p-value and test
statistic value I

Result: Lagged adjacency set resulting B̂−t (X j
t )

1 forall X j
t ∈ Xt do

2 Initialize B̂−t (X j
t ) = X−t = (Xt−1, . . . ,Xt−τmax)

3 Initialize Imin(X i
t−τ,X

j
t ) = ∞∀X i

t−τ ∈ B̂−t (X j
t )

4 Set p = 0 while any X i
t−τ ∈ B̂−t (X j

t ) satisfies |B̂−t (X j
t )\{X i

t−τt}| ≥ p do
5 forall X i

t−τ in B̂−t (XJ
t ) satisfying |B̂−t (X j

t )\{X i
t−τt}| ≥ p do

6 S = first p variables in B̂−t (X j
t )\{X i

t−τ}
7 (p-value, I)← CI(X i

t−τ,X
j

t ,S)
8 Imin(X i

t−τ,X
j

t ) = min(|I|, Imin(X i
t−τ,X

j
t ))

9 if p-value > αPC then
10 mark X i

t−τ for removal
11 end
12 end
13 Remove non-significant entries and sort B̂−t (X j

t ) by Imin(X i
t−τ,X

j
t ) from

largest to smallest
14 Let p+= 1
15 end
16 end
17 return B̂−t (X j

t ) for all X j
t in Xt
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(2) Momentary conditional independence (MCI) test: All (Unordered lagged and
ordered contemporaneous) adjacent pairs (X i

t−τ,X
j

t ) are tested using MCI in the con-
temporaneous condition stage S ⊆ At(X

j
t ) and iterated through the MCI test for the

contemporaneous condition. That is, for a link X i
t−τ⇒ X i

t the MCI test is:

X i
t−τ ⊥ X j

t | S , B̂−t
(

X j
t

)
\
{

X i
t−τ

}
, B̂−t−τ

(
X i

t−τ

)
In the current DAPHNE study, a p-value of 5% significance level was chosen as this is
the standard in the literature [26].

PCMCI+ method is implemented using the open source Tigramite Python package
maintained by Runge [23], which supports several tests. The partial correlation test is
the fastest, but it assumes a linear relationship between the variables. On the other hand,
the non-linear method described in [24] consists of a k-nearest neighbour algorithm for
conditional mutual confidence between variables (CMIknn), which has the advantage
that no type of relationship is assumed so that it can find any non-linear dependencies.
The disadvantages are that it is more computationally expensive and that it is less
capable of detecting linear relationships than partial relationship tests [27].

In this experiment, the partial correlation test was conducted using data from all 195
subjects, and the more computationally expensive and time-consuming non-linear
CMIknn causality test used a subset of 55 items from all experiments - all of which had
missing values of less than 40%, ensuring that the findings were as accurate as possible.
To observe the long and short term exposure responses of the 16 bins to respiratory
rate, both the linear and non-linear experiments included two different lag lengths, one
for the first hour with minute precision and one for up to 8 hours with a resolution of
15 minutes. Any data were preprocessed strictly in accordance with the techniques
described in Chapter 4 before being placed into any algorithms.

5.3 Results (τmax = 1h)

To discover how different bin values affected the subject’s respiratory rate in the previous
hour, we used separate linear and non-linear conditional independence tests, both with
parameters set to a=1h and a resolution of exactly one minute per minute. In order to
mitigate excessive missing data in some trials to obtain meaningful results, experiments
were conducted on a subject-by-subject basis, and subject data are detailed in chapter
a to illustrate how they were derived by slicing through their trials. Five time series
involved in the analysis were chosen: bin values and temperature and humidity observed
in AIRSpeck, respiratory rate and activity levels collected in RESpeck. According to
the domain-knowledge, of particular note is the knowledge that some variables do not
affect others. For example, we would not expect the activity level to affect variables
such as temperature or humidity. By setting the hyperparameter, the links for activity
level to air data and respiration rate to variables other than activity level have been
masked in advance.



Chapter 5. Causal Discovery Methods 28

5.3.1 Linear PCMCI+ Results

The linear causality of 16 bins to respiratory rate was investigated in 127 subjects using
the partial correlation test PCMCI+. The results for subjects with bin0 to respiratory rate
(DAP001-DAP064) are displayed in Fig 5.6. The y-axis of this results plot represents
the different subjects, and the x-axis from 1 to 60 represents the different lag times.
The graph shows that only four experiments out of 55 subjects did not find any linear
dependence (DAP013, DAP014, DAP049, DAP058), which indicates a solid linear
component for bin0 to respiratory frequency. Such a solid linear causal link was also
found in other bins.

The distribution of causal links found in all subjects by applying a linear partial correla-
tion test to each of the 16 bins is shown in Fig 5.2 (Average number of occurrences of
causal links at each bin across all subjects tested). Meaning that within the first hour of
initial exposure-response, a mean of 16.6 causal links were found between bin0 and
respiratory rate across all subjects.

Figure 5.2: Average number of occurrences of causal links at each bin across all subjects
tested (Linear PCMCI+, p-value <0.05).

Figure 5.3: Average number of occurrences of causal links at each bin across all subjects
tested (Linear PCMCI+, p-value <0.01).
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The average number of links per bin was relatively constant and did not appear to be
very different: A minimum of 12.2 links (bin13, 14, 15) and a maximum of 16.6 links
(bin0) were found, with a difference of 4.4 (7.3%) over the 60-minute interval. The
graph shows that the average number of links for smaller diameter particles decreases
as the particle diameter decreases.

The smaller the p-value, the stronger the reason for rejecting the original hypothesis,
indicating a more significant result. The definitions in statistics generally take p <0.05
as statistically significant and p <0.01 as highly statistically significant [4]. To see a
more significant effect, the p-value for rejecting the original hypothesis that the bin
was not causally linked to respiratory rate was reduced, making the condition more
demanding to observe the causal link. Here, the original rejection value was reduced
from 5% to 1%. Fig 5.3 shows the distribution of causal links retained after a p-value
of less than 0.01, with the mean number of links all less than 1. It is clear that bin0 to
bin5 are significantly different from the other bins. bin0 to bin5 are all less than 0.05,
and conversely, as the diameter of the bin increases, the number of links increases to
0.37 for bin15. The turning point occurs at bin6. Recall that bin6 is between 2.0-3.0 µm
in diameter, which is a particular bin whose diameter covers both PM2.5 and PM10.

Fig 5.7 shows a histogram of the number of linear causal links found at each lag length
in all 127 testers. It approximates the distribution of causality, with any peaks indicating
the lag lengths at which the links were typically found. Bins with smaller particle
diameters, such as bin0 to bin4, reach their highest peak (between 15-20) after 30
minutes but then quickly trend downwards again except for bin0 and bin1. As illustrated
in Fig 5.2, the overall number of links declines as the particle diameter increases, but
bin10 to bin15 still show a smaller peak at around 30 minutes.

However, one must be wary of this conclusion as it is difficult to verify without repeating
the experiment on a more extensive data set. If these phenomena exist, this suggests
that different bins have different effects on the human body in the short term (1 hour),
which may correspond to the level of penetration of different sizes of particulate matter
into the respiratory system.

5.3.2 Non-linear PCMCI+ Results

Another powerful aspect of PCMCI+ is the possibility to find the non-linear causal
relationships presented in Chapter 5.2.3.

The test is considerably more computationally expensive than the linear one, but is
nevertheless tested for each minute of resolution. For all 127 subjects, the histogram
of the average number of links is displayed in Fig 5.4 and 5.5. This experiment found
essentially the same conclusions as linear, with larger diameter particles having less
causal links than smaller diameter particles when p-values were chosen to be less than
0.05. In contrast to the linear test, for p-values less than 0.01, up to seven bins have
linkage numbers that are all approximately zero and are not affected by particle size
(bin1, bin4, bin7, bin9, bin10, bin13, bin15), although the highest value is only 0.03.
This indicates that fewer causal links are found overall in the non-linear causal test than
in the linear one, although the difference between the two findings was insignificant. In
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most cases, it can be demonstrated that the subject’s respiratory rate in the first hour
was influenced by the individual bin and did not differ significantly from one bin to
another.

Figure 5.4: Average number of occurrences of causal links at each bin across all subjects
tested (Non-linear PCMCI+, p-value <0.05).

Figure 5.5: Average number of occurrences of causal links at each bin across all subjects
tested (Non-linear PCMCI+, p-value <0.01).

A histogram of the number of non-linear causal relationships found at each lag length
in all 127 subjects is shown in Appendix B.1. It can be seen that the variation between
individual bins was not very significant in the first hour, and all lasted for one hour with
almost no significant decline. This prompted us to extend our maximum lag length to
repeat the experiment to get a longer-term causal trend.
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Figure 5.6: Results from PCMCI+ test for linear dependencies from bin0 to respiratory
rate for each subject for lag lengths from 1 to 60 minutes. Values are p-values of the
MCI test. Significant p-values (p <0.05) are coloured green, p-values between 0.05 and
0.2 are coloured yellow and p-values >0.2 are coloured red.
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Figure 5.7: Number of occurrences of causal links distribution at each time lag length
across all subjects in linear PCMCI+. A more yellowish colour represents a greater
number of causal links.
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5.4 Results (τmax = 8h)

Increasing the maximum lag length is necessary in order to detect longer-term exposure
responses. However, this also significantly raises the computational cost. For linear
tests, this is no big deal anymore, as the time increases linearly. For non-linear testing,
although the project has utilised the resources provided by the Edinburgh Computing
Data Facility (ECDF), the time cost is too great to test every minute, which is not
something this project can offer. The solution to this is to extend the test resolution of
the non-linearity from 1 minute to 15 minutes, meaning that tests are done at 15-minute
intervals over an 8 hour lag period, thus increasing the lag period and reducing the
computational cost to observe causal trends. PCMCI+ requires that its data should be at
least twice as long as the maximum lag. Considering that the lag period is extended to
8 hours, the data should last at least 16 hours and the missing data at that stage needs to
be as small as possible, for which the test will be conducted in trials for this test with a
lag period of 8 hours, rather than subjects with a lag period of 1 hour.

5.4.1 Linear PCMCI+ Results

Figure 5.8 and 5.9 shows the average number of links per bin across all 55 good trials1

screened with a maximum lag time of 8 hours. It can be seen that the average number
of links does not decrease significantly with increasing time compared to the 1-hour lag.
This indicates that the effect of the subsequent exposure-response does not diminish
as time continues but instead tends to increase, which is likely to be a secondary peak
response.

Figure 5.8: Linear PCMCI+, p-value <0.05Figure 5.9: Linear PCMCI+, p-value <0.01

The rise in the number of links for the larger diameter particles is noticeable (e.g. bin
15 has only 12.2 links at 1 hour, which is the smallest of all the bins. However, when
the lag period reached 8 hours, it spiked to 22.5, which doubled its magnitude and was
the highest of all the bins.) However, this conclusion still requires meticulous screening,
as the experimental subjects are not identical, being subjects and trials respectively, and
trials only considered 55 good ones. Moreover, when setting the p-value to 0.01, as

1Missing data less than 40% of observations across time series (respiratory rate, temperature and
humidity).
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with the phenomenon with a lag time of 1h, the number of links is higher for larger
diameter particles.

The causal distribution of each bin is shown in the Appendix B.2 and B.3. In order
to observe the common approximate trend change for all bins, the causal distribution
with all bins combined is shown in Fig 5.10 . Due to the excessive number of links at
480 minutes, the resolution was adjusted to 30 minutes in order to make the results of
the experiment more apparent by calculating the mean value of the number of links
between each 30-minute interval.

Figure 5.10: Number of occurrences of causal links distribution at each time lag length
across all subjects in linear PCMCI+. (All bin combined, p-value <0.05)

Fig 5.18 shows the distribution of the mean value of links found at each 30-minute
interval for all subjects. All bins had a causal peak at a brief time (<30 min after
exposure). A second peak occurs around hour 7 except for bin0 and bin1, which
indicates a second response to the contaminant. After 7 hours, the causality continues to
start to decay with time. For particles of different sizes, larger diameter particles usually
have a stronger causal relationship at the beginning but have a faster decay rate. For
example, bin15 was 29.6 at the first 30 minutes, but only 18 after 4 hours of exposure (a
decrease of 39.2%). In contrast, bin0 only declined from 25.4 to 20.6 (18.9%) in the
same period. The causal distribution of all bins combined is shown in Fig 5.11.

Figure 5.11: Linear PCMCI+ causal link distribution. (All bins combined, p-value <0.05)

Again, links with p less than 0.01 were analysed in order to observe those links that were
particularly prominent in order to get a clear trend. The distribution of each bin with
the combined bins is shown in Fig 5.19 and Fig 5.13, respectively. A more pronounced
causality is shown in these figures, where the causality peaked at 30 minutes after
exposure in all bins combined (0.25) and rapidly decreased to 0.09, with a drop of up
to 64%. Subsequent peaks occur at the second hour (0.12) and the 6.5th hour (0.09).
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These results strongly suggest a linear causal relationship between individual bins and
subjects’ respiratory rate, with a high proportion of causal associations considering that
PCMCI+ has a robust false positive control (much stronger than PCMCI) [25].

Figure 5.12: Number of occurrences of causal links distribution at each time lag length
across all subjects in linear PCMCI+. (All bin combined, p-value <0.01)

Figure 5.13: Linear PCMCI+ causal link distribution. (All bins combined, p-value <0.01)

5.4.2 Non-linear PCMCI+ Results

As the resolution is not individual per minute, plotting the mean link here for each bin
loses its original meaning, so there is no link count reference in non-linear results.

For non-linear experiments the lag length has been set to a multiple of 15, and a total of
33 p-values were calculated over a maximum lag period of 480 minutes. As mentioned
earlier, the partial correlation test assumes a linear relationship between the variables,
but this may give rise to spurious causal links if this is not the case in reality. Therefore,
the CMIknn test is more reliable as it can detect any type of relationship. Fig 5.14 and
Appendix B.4 and B.5 show the change in causal strength of all bin sums over time. The
graph shows the trend in exposure-response under the non-linear test, which reached
its highest value (10) at the moment of immediate exposure and decayed rapidly to
around 8 within 15 minutes. It maintained the same causal intensity until hour 2. The
turning point occurred at hour 2 and there was a rapid decline between that moment
and hour 3.5, with the number of links plummeting to 2 and remaining there until hour
7. The same phenomenon as the linearity test was found at hour 7. The second round of
responses led to a peak, and the number of links eventually rose to 5 at hour 8.

For p less than 0.01, the trend was approximately the same as for p less than 0.05.
Fig 5.15 allows visual observation of the causal links decaying to a trough in the first
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30 minutes. Although no significant second response was found in this figure, this is
because the sample size of p less than 0.01 is greatly limited by the strict assumptions.
The non-linear findings demonstrate trends in approximate agreement with the linear
assumption and have a more pronounced causal variation. This demonstrates the
power of PCMCI+. Combining linearity and non-linearity allows almost all causal
relationships to be found and gives highly accurate answers.

Figure 5.14: Non-linear PCMCI+ link distribution. (All bins combined, p-value <0.05)

Figure 5.15: Non-linear PCMCI+ link distribution. (All bins combined, p-value <0.01)

5.5 Other Causal Factors

Recall that the causal networks mentioned in Chapter 5.2.1 also take other variables
into account. Humidity, temperature and activity levels also play a role in the network,
further analysis of the network can reveal additional causal factors on respiration rate.

As there were 16 bins in this study as well as 3 other variables were considered in the
causal study with respiratory rate. Drawing the causal network for such a large number
of variables at once would be impractical and would result in too many connections
leading to confusion. Here, a new visualisation is used to link the variables, showing
each variable and its causal relationship to visualise the link between them.

For reasons of time saving, the linear test will be used here as a reference. Fig 5.16
show an example of DAP059, which was chosen because no links to respiratory rate
were observed in the first 30 minutes of Fig 5.6, and it is useful to find out which factors
besides bin0 also influence respiratory rate.

Although all the variables are included in PCMCI+. However, the number of bins was
16 and only bin0 is shown in the graph for the sake of brevity. Temperature, humidity,
activity level, bin0 and respiratory rate are included in the graph as purple nodes. Three
different links are included in the graph: the yellow autocorrelation loop link, where all
variables except activity level are autocorrelation variables. The blue contemporaneous
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undirected link, represents if the p-value is found to be less than 0.05 when lag is 0, the
relationship between the variables is simultaneous and no lag effect occurs. The red
lagged links that represent causal links that emerged within the maximum lag period.

Figure 5.16: DAP059 Causal summary graph. Three subplots with maximum lags of 15,
30 and 60 respectively. (The bin chosen in graph is bin0)

Figure 5.17: DAP059 Causal summary graph. Three subplots with maximum lags of 15,
30 and 60 respectively. (The bin chosen in graph is bin15)

Fig 5.16 shows three subplots with maximum lags of 15, 30 and 60, respectively. One
point to note is that the previous results are not replicated exactly when extending the
maximum lag time, as the PCMCI+ takes into account more lag time. Then previous
results are modified to a small extent. It can be seen that when the maximum lag time is
15, the respiratory rate only receives the effect of bin0 and activity level. Moreover, when
extending the maximum lag to 30, humidity likewise appears to have a causal effect on
respiratory rate. And when extended to 1 hour, the contemporaneous undirected link
between bin0 and respiratory rate disappeared, due to the increase in lag of all variables
changing the previous p-value of lag = 0, yielding a more accurate conclusion. For
comparison, Fig 5.17 shows the bin15 causal summary graph.

The graph allows further investigation of the effects of other variables on respiratory
rate. After past values of respiration rate, there was also a strong causal relationship
between humidity and temperature in the first hour after exposure on respiration rate.
This was also observed in [14], where air factors, including temperature and humidity,
were associated with higher clinical visits for asthma or other allergies in children in
the short term.
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Figure 5.18: Linear PCMCI+, p-value <0.05Figure 5.19: Linear PCMCI+, p-value <0.01



Chapter 6

Conclusions

6.1 Discussion

In this paper, we have comprehensively analysed a total of 195 experiments in 127
adolescents with asthma provided by the DAPHNE study in order to understand the
causal effect of different particle diameters on respiratory rate. This includes air quality
data collected using the AIRSpeck and both respiratory rate and activity levels of the
wearers collected using the RESpeck.

Firstly, the data was thoroughly examined, and statistical analysis was carried out
for each variable. The data recorded by the sensor was judged to require cleaning.
Moreover, some preliminary correlation tests were implemented to be used to screen
subsequent variables in the causal network. It was also confirmed that the larger the
particle diameter, the more significant the linear correlation with other neighbouring
particles.

We needed to pre-process the data in order to minimise experimental error. Calibration
made the data collected from different regions comparable. Outliers that would ad-
versely affect the conclusions of the experiment were removed and some missing values
were rigorously interpolated. Although the PCMCI+ method is not sensitive to strongly
autocorrelated data, we discuss the methods and possibilities of standardisation.

The newly published causal discovery method (PCMCI+) was used in this project to
assess the causal relationship between particle numbers in the long and short term on
respiration rate. Both linear and non-linear tests were used in order to discover as many
potential causal links as possible. Their maximum lag times were chosen to be 1 hour
at a resolution of 1 minute versus 8 hours at a resolution of 5 minutes in the non-linear
test, respectively, to be used to discover the long- and short-term effects of different
maximum lag on respiratory rate. An extension of previous work in the DAPHNE study
was carried out. The results show a robust causal relationship between all 16 different
diameters of particles on respiratory rate.

The conclusions illustrate that the overall causal strength between the 16 bins did
not differ significantly over 8 hours, with a minimum number of 19.7 (bin 2) and a
maximum number of 22.5 (bin 15) links averaged over the linear test at a rejection
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level of the original hypothesis at 0.05. The causality of the effect of the 16 bins
on respiratory rate reached its highest value within 30 minutes of exposure and then
began to decay. The decay trend was more pronounced for bins with larger particle
diameters. Sixteen bins were all found to have a second critical exposure at the 7th hour
of exposure time and caused an increase in causal intensity. The test is more precise for
the non-linear experiment, as CMIknn can find almost all potential causal relationships.
Results consistent with the linear experiment were found, confirming the linear findings.

Finally we also visualised and analysed other factors that affect respiration rate, such as
humidity and temperature. This experiment confirms the conclusions of some of the
cases mentioned in the background.

6.2 Limits and Future Works

For experiments with a maximum lag time of 8 hours, only 55 good trials (Missing
data less than 40% of observations across time series (respiratory rate, temperature and
humidity) were retained out of all 195 trials collected by the cut-off time of this thesis.
This means we discarded 71% of the other data, which is a significant loss of sample
size. While the DAPHNE study continues, new data is still being generated. However,
as the current outbreak of Covid-19 has led to a large blockade in Delhi, pneumonia
may similarly affect the respiratory rate of subjects. The health status of DAPHNE
subjects should be investigated again afterwards if their health levels are found to have
declined.

Prior to extending the test with a maximum lag time of 8 hours, the maximum inter-
polated gap of the data we set in the previous section was 15 minutes and we chose
to use the nearby mean value for filling in. However, as we continued to extend the
maximum lag to obtain longer-term relationships, inserting large amounts of data could
affect the overall trend and in turn cause the algorithm to fail. As several factors have
been shown to be causally related to respiratory frequency in this thesis, data with a
large number of missing values can be filled in using a multivariate approach: using
other variables as independent variables, the variable containing the missing values as a
dependent variable, and building a multivariate model to predict the missing values in
that variable.

Although the paper takes into account as many confounding factors as possible (activity
level, humidity, temperature, number of particles), as mentioned in the background of
the paper, in reality it is difficult to ensure that subjects are not affected by other potential
factors on respiratory rate. A previous study by DAPHNE suggests that breathing rate
is also related to other pollutants in the air, such as ozone and nitrogen dioxide [28].
Putting these complex factors together in a causal discovery network may lead to more
accurate conclusions.
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Appendix A

Exploratory Data Analysis

A.1 AIRSpeck Data

Figure A.1: An example of each bin value observed for a single trial DAP001(2) using
the personal AIRSpeck (Part1).
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Figure A.2: An example of each bin value observed for a single trial DAP001(2) using
the personal AIRSpeck (Part2).
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Figure A.3: An example of each bin value observed for a single trial DAP001(2) using
the personal AIRSpeck (Part3).
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Figure A.4: An example of each bin value observed for a single trial DAP001(2) using
the personal AIRSpeck (Part4).

Figure A.5: Distribution of bin0, bin1, bin2 and bin3 Observations Across All Trials.
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Figure A.6: Distribution of bin4 to bin9 Observations Across All Trials.
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Figure A.7: Distribution of bin10 to bin15 Observations Across All Trials.



Appendix B

Causal Discovery Methods

B.1 Results (τmax = 1h)
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Figure B.1: Number of occurrences of causal links distribution at each time lag length
across all subjects in non-linear PCMCI+. A more yellowish colour represents a greater
number of causal links.
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B.2 Results (τmax = 8h)

Figure B.2: Number of occurrences of causal links distribution at each time lag length
across all subjects in linear PCMCI+. (p-value <0.05)
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Figure B.3: Number of occurrences of causal links distribution at each time lag length
across all subjects in linear PCMCI+. (p-value <0.01)
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Figure B.4: Number of occurrences of causal links distribution at each time lag length
across all subjects in non-linear PCMCI+. (p-value <0.05)
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Figure B.5: Number of occurrences of causal links distribution at each time lag length
across all subjects in non-linear PCMCI+. (p-value <0.01)
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