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Abstract
The vast proliferation of the Internet of Things (IoT) devices and wearable sensors has
enabled numerous applications in recent years in various domains. This project inves-
tigates two areas of machine learning research, namely, human activity recognition and
social signal classification.

In this research, a new method is applied in the aforementioned tasks, attempting to
calibrate an already trained machine learning model using samples from the target sub-
jects to adapt the predictions to their characteristics. In addition, an Auxiliary Classifier
Generative Adversarial Network (AC-GAN) method is implemented for the purposes
of this research, that has not been exploited in a similar setting previously. The ma-
chine learning models are applied on data acquired using the tri-axial accelerometer
RESpeck monitor, which are subsequently processed using several techniques.

A series of model evaluation methods is then performed, to assess the performance of
the implemented algorithms, including, subject-independent cross-validation as well
as visual inspection of inference results in external datasets.
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Chapter 1

Introduction

1.1 Human Activity Recognition

Human Activity Classification has received considerable research attention in the liter-
ature over the past decades, gaining interest in both academic and industrial disciplines
due to its wide applicability. In the last decade, a rapid development of wearable and
mobile devices has been witnessed in addition to a rapid growth in machine learning,
with research advances emerging in medical, fitness, military and security fields [1].
Human Activity Recognition focuses on extracting knowledge from data acquired us-
ing Internet of Things (IoT) devices, in order to accurately identify human activities.
Physical activity classification has been pursued in two distinct ways in the literature,
namely using ambient and wearable sensors [1]. The former, involves observing the
behaviour of the subject along with the environment, utilising sensors that are fixed in
predetermined points of interest, applying Computer Vision algorithms to determine
the subject’s activity [2]. Even though classification methods utilising data from ex-
ternal sensors consistently yield accurate results even in diverse conditions, they pose
numerous challenges related to privacy and space constraints when applied in smart
environments [3]. To eliminate the above-noted concerns, the latter approach pro-
posed the application of machine learning algorithms on inertial signals collected from
sensors directly attached to the subject [4], providing an accurate estimation of the ac-
tivities performed. However, several challenges are raised when classifying data solely
based on the signals acquired by wearable sensors, deteriorating the data quality and
model performance. A common solution includes pre-processing the raw sensor data,
to eliminate noise and sensor bias using signal filters. Effective data pre-processing is
considered a crucial stage of the classification pipeline since it can improve the per-
formance of the model as well as the quality of the data collected, enabling reusability
[5].

1.2 Social Signal Classification

This project investigates an additional utilisation of the data signals acquired using
wearable sensors for social signal classification. This discipline refers to accurate
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Chapter 1. Introduction 2

identification of events such as coughing, breathing or talking that can provide valu-
able information in regards to a person’s health condition. Abnormal signals, can often
be an early indication of a chronic condition or illness, such as asthma or chronic ob-
structive pulmonary disease (COPD) which are usually reflected by coughing episodes
[6]. Consequently, the importance of social signal recognition in predictive medicine is
highlighted, as potentially it can become one of the most important tools in the medical
diagnosis arsenal. Social signal classification can also be a vital tool in patient moni-
toring health care, enabling continuous supervision of the subject’s respiratory signals
to alert the care giver in an emergency, even when the patient is unable to do so due
to their condition. As a result, the need for the continuous presence of a professional
monitoring of the patient’s condition is significantly confined, leading to reduced re-
source consumption.

1.3 Research Objectives

Intra-subject dependencies have been shown to pose a major challenge for Human Ac-
tivity and Social Signal recognition throughout the literature, requiring vast amounts of
annotated data to overcome generalising improperly. It has been observed that models
trained and tested on dissimilar subjects achieve inferior performance in comparison
to models that use a common pool of subjects for both training and testing, as a result
of the above-mentioned hurdle.

This project, aims at bridging the performance gap identified on account of intra-
subject correlation through learning a person’s unique way of performing everyday
activities and social signals, by sampling a fragment of each activity’s recordings to
calibrate a general classifier. As a consequence, this transfer learning methodology al-
lows the neural network to replicate the subject-specific patterns in future predictions
thus yielding improved performance.

In order to exploit the maximum capabilities of the aforesaid methodology, an Auxil-
iary Classifier Generative Adversarial Network (AC-GAN) is implemented during this
project, which has not been tried for human activity recognition or social signal clas-
sification previously. The AC-GAN architecture enables the generation of synthetic
samples from the input space, improving the model’s learning capacity, thus minimis-
ing the fraction of data required from the subject to achieve optimum performance.

1.4 Contributions

The main contributions of this research are outlined below:

• Improvement of model architectures presented in related research to enhance
performance.

• Design and implementation of transfer learning framework to improve pattern
recognition.

• Development of deep learning network architectures to evaluate the deviation in
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performance of dissimilar configurations in transfer learning.

• Design and implementation of a novel Auxiliary Classifier Generative Adver-
sarial Network (AC-GAN) model that has not been applied before for human
activity recognition or social signal classification.

1.5 MInf Project Plan

This project constitutes a critical component of a wellness gauging model that is planned
to be implemented in the second part of this MInf project. This algorithm will be
utilised to monitor patients with Chronic obstructive pulmonary disease (COPD), in
order to estimate their condition for up to the next 24 hours. The model will be applied
to predict deterioration in the condition of a patient alerting the medical practitioner
on-time, thus allowing for timely intervention. The human activity and social signal
recognition algorithm prediction will be incorporated with a respiratory rate signal
captured using the RESpeck monitor device, to provide insights to the wellness evalu-
ation and estimation model to make an informed prediction. The wellness model will
be able to assess whether a patient’s condition is degrading, ameliorating or is stable,
providing valuable feedback for optimising the patient’s care.

1.6 Outline

The thesis structure is outlined below:

• Chapter 1 - Introduction provides an overview of this project, indicating the
motivation instigating this research as well as an outline of the contributions
demonstrated in this work.

• Chapter 2 - Literature Review presents an assessment of related research ap-
plied in the physical activity and social signal classification disciplines establish-
ing the context of this project.

• Chapter 3 - Data Collection and Pre-processing details the data acquisition
procedures carried out to form the dataset used for the classification task. Be-
sides, it provides a detailed description of the operations applied to improve the
quality and usefulness of the dataset for training and evaluation purposes.

• Chapter 4 - Methodology provides a comprehensive description of the method-
ology as well as justification of the decisions made during the design and imple-
mentation phases.

• Chapter 5 - Results demonstrates the performance metrics yielded from the
evaluation procedures along with an analysis of the results extracted from each
approach.

• Chapter 6 - Conclusions summarises the contributions of this project, dis-
cussing limitations of the current implementation and identifies valuable trajec-
tories for future research.



Chapter 2

Literature Review

In this section, a literature review is presented, summarising the approaches applied for
Human Activity Recognition and Social Signal classification found in the literature.
Moreover, this section provides a brief overview of the approaches applied to datasets
collected using the RESpeck wearable device.

2.1 Human Activity Recognition

The most commonly used human activity recognition approaches often involve manual
extraction of domain-specific hand-crafted features from the dataset, which are subse-
quently used by a supervised learning method to make a prediction [7]. The machine
learning methods most commonly presented in the literature include but are not lim-
ited to: Decision Trees, Bayesian networks, Instance-based Learning, Support Vector
Machines (SVM), Artificial Neural Networks and ensembles of classifiers [8]. Manual
feature engineering, however, often results in less informative features, or even omis-
sion of subsets of features relevant to the classification task, solely because of their
dependence on human observance and expert knowledge. To overcome the aforemen-
tioned problem, recent advances in deep learning have given rise to novel approaches
of data classification, that automatically learn the most discriminative features of the
particular dataset resulting in improved performance [5, 8].

Machine Learning Techniques

Traditional machine learning approaches involve algorithms that make informed deci-
sions based on information learned from the data utilising manual feature extraction.
This section examines two applications of machine learning algorithms for human ac-
tivity recognition presented in the literature.

1. Support Vector Machines

Support Vector Machines (SVM) is a discriminative classifier that uses linear decision
hyperplanes in the feature space to categorise data points into classes. The multi-class
classification problem is decomposed into several binary-class problems which are
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learned using SVM and combined to output a prediction for the task. SVM networks
have gained increasing interest in the past decade, in view of their impressive results in
numerous classification tasks. He and Jin, developed an accelerometer data-based sys-
tem, exploiting Discrete Cosine Transform (DCT) and Principal Component Analysis
(PCA) for feature manipulation, and Support Vector Machine (SVM) for classification
[9]. The demonstrated method yielded a predictive performance of 97.51% accuracy
for four different activities in the experiments presented.

2. Random Forest

Random Forest is an ensemble classifier, that constructs a multitude of decision trees
during training and outputs the class that is predicted the most times over all the in-
dividual trees [10]. Random Forest has the advantage of reducing the tendency to
overfitting observed in decision trees, by averaging the noise in the trees, thus becom-
ing extremely powerful for activity classification tasks. Casale et al., presented an
activity classification model using a Random Forest classifier, that selected the most
important features in differentiating physical activities. The methodology presented
outperformed traditional decision tree models in discriminating between everyday ac-
tivities [11]. Random Forest is used in a wide array of tasks, due to the flexibility,
high performance and feature importance metrics it provides, characteristics sought in
various commercial and industrial applications.

Deep Learning Techniques

Deep learning is a paradigm of machine learning that enables computational models
consisting of multiple processing layers to learn representations of data with multiple
levels of abstraction [12]. This section demonstrates three deep learning techniques
applied for human activity classification found in the literature.

1. Convolutional Neural Network

Convolutional Neural Network (CNN) is a class of artificial neural networks used for
processing data formed in a grid pattern, producing astonishing results in several Com-
puter Vision tasks [13]. CNN is designed to automatically and adaptively learn spatial
hierarchies of features, identifying patterns at different levels. The expert-level per-
formances achieved using CNN in image and object classification, attracted interest in
various other fields, including human activity recognition. Jiang and Yin proposed a
novel method of combining the raw input data into signal images, in order to exploit
the feature extraction capabilities of a 2D CNN [14]. The proposed approach achieved
significantly better recognition performance in comparison to the baseline method us-
ing SVM while requiring less computational resources.

2. Long Short-Term Memory Network

Recurrent Neural Networks (RNN) are a type of neural network that was designed to
learn from sequence data, such as a time series. Unlike feed-forward neural networks,
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RNNs are able to use memory to incorporate knowledge gained from previous experi-
ences into the predictions when processing sequences of inputs [15]. While in principle
the architecture of an RNN network is not complex, RNNs suffer from the exploding
and vanishing gradient problems during training. The aforementioned problems are
a result of backpropagating through a significantly deep network for a long time se-
quence, causing the gradients with respect to the loss to be either extremely large or
infinitesimally small, as described in [16]. To overcome this limitation, Hochreiter and
Schmidhuber proposed an extension to RNN, the Long Short-Term Memory Network
(LSTM), which allows network cells to erase sections of the memory stored, resolving
the difficulties occurring during training [17]. Murad and Pyun, presented an unidi-
rectional variation of LSTM for human activity classification in their paper, preserving
information from both past and future data [18]. The proposed solution was also able to
use variable-length inputs, contrarily to CNN, which only allows fixed-sized windows.
Experimental results in the paper, shown that the LSTM model outperformed other
state-of-the-art CNN methods due to the fact that they were able to capture temporal
dependencies between input samples exploiting the RNN functionality [5, 18].

3. Convolutional Long Short-Term Memory Network

Sainath et al., applied a combination of CNN and LSTM networks on speech recog-
nition, in an attempt to capitalise on the merits of both architectures into one unified
architecture [19]. The improved recognition accuracy, in comparison to the separate
models limited to their individual capabilities, motivated Ordóñez and Roggen in ap-
plying the Convolutional Long Short-Term Memory Network (ConvLSTM) for human
activity recognition [20]. The proposed solution outperformed the state-of-the-art deep
neural network approaches, utilising the feature extraction power of CNN as well as
the series forecasting ability of RNN [5].

2.2 Social Signal Classification

Over the years, several methods have been presented in an attempt to provide an ac-
curate estimation of human social signals. In [21], Folke et al. categorise respiratory
monitoring methods according to their detection approaches and the monitoring quan-
tities. Specifically, Folke et al. break down sensing principles into three categories:
a) methods involving detection of movement, volume and tissue composition in the
abdomen and chest wall b) airflow sensing using air collectors attached to the air-
ways and c) blood gas measurement using non-invasive methods. In addition to the
above-noted categories, several audio-based assessments of coughing episodes have
been observed, classifying coughs based on their acoustic signal, being able to extract
useful information about the character of the coughs giving early indications of chronic
conditions [22, 23].

The vast majority of research focus was shifted towards applying machine learning
algorithms to data collected using sensors sensing the movement of the abdomen and
chest wall in the last decade. This tendency was observed due to the fact that it is
the method with the slightest effect on the subject’s life thus being able to collect data
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for much longer periods which is critical when applying classification algorithms. In
addition, another factor in favour of this method is that it is not seriously affected by
noise in data, as it is observed in audio-based implementations where the data needed
to be separated from exogenous noise [22].

In [24], Ejupi and Menon managed to detect talking using wearable textile-based sen-
sors measuring resistance values with an average accuracy of 85%. The wearable
sensors used, act like a resistor, which means that any elongation of the material, re-
sulted in a measurable change in electrical resistance thus representing the movement
of the abdomen or chest using resistance values over time. In the paper several ma-
chine learning algorithms were presented using both handcrafted features as well as
deep learning methods, with a random forest method yielding the best results. From
the paper, one major component of social signal classification and activity recognition
methods which is often not prioritised, is underlined, which is the ease of usage, that
is crucial in models heavily affected by the amount of data collected.

In [25], Amoh and Odame proposed a system that employs a wearable acoustic sensor
that is able to detect coughs using both a deep convolutional neural network model
and a recurrent neural network, comparing the accuracy of the systems. The two ap-
proaches outperformed previous works in the literature, with the CNN method yielding
a better specificity whereas the RNN produced the better sensitivity. Audio recording
as a way of collecting data, however, raises issues about the privacy of the data of the
user, and the way it is being utilised for, causing concerns among the subjects, thus
increasing the difficulty of the data collection procedure.

In order to resolve this complication, Georgescu [26] proposed a novel way of dis-
tinguishing coughs using a wearable sensor equipped with a tri-axial gyroscope and
accelerometer. This method gave promising results in regards to cough classification,
paving the path for future research on the field using measurements of the movement
of the abdomen or chest area for the classification task.

2.3 Related work

The present paper extends on previous approaches developed for human activity recog-
nition, as well as social signal classification applied on data collected using the RE-
Speck monitor device. The main objective is to address some of the limitations ob-
served in those approaches, improving the predictive performance achieved using those
classifying models.

2.3.1 Simultaneous human activity and social signal classification

The current project is built upon the method presented by Wei [27], which was an at-
tempt to investigate how combining a human activity recognition algorithm along with
a social signal classifier can lead to improved accuracy and efficiency of the models. In
the paper, Wei presented a two-stage classification architecture, using two approaches
introduced in previous research papers for human activity recognition [28] and social
signal classification [26]. The presented method included a binary classifier that was
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used to differentiate between stationary and dynamic physical activities. The output
of the binary classifier was then loaded into social signal and human activity recogni-
tion models that predicted both the physical activity as well as the social signal corre-
sponding to the input sample. The two-step classification described, achieved a higher
accuracy on the dataset used in the experiment in comparison to two standalone hu-
man activity and social signal classification architectures highlighting the benefits of a
hierarchical configuration.

2.3.2 Human Activity Classifier

The human activity recognition model used by Wei [27], was first proposed by Irsch
[28] designed as an attempt to develop a data-efficient way of classifying human ac-
tivity tackling the incredibly costly problem of acquiring enough data. This approach
included a Semi-Supervised Learning method using a Generative Adversarial Network
(GAN) leveraging both labelled and unlabelled data. The GAN consisted of a gener-
ator and a discriminator, with the first generating fake samples based on the data,
and the second distinguishing real and synthetic unlabelled data as well as the type of
activities in the labelled data. As a result, after each epoch, the generator improved
its generating capabilities, thus forcing the discriminator to improve as well. Irsch’s
method outperformed the compared Linear Regression and CNN models in cases when
the amount of labelled data was limited, which widens the range of possible applica-
tions.

2.3.3 Social Signal Classifier

The approach used to classify social signals was the model first demonstrated by
Georgescu [26], utilising a Random Forest classifier applied on accelerometer and gy-
roscope measurements of chest movement. The classifier was able to identify cough-
ing episodes when the subject was in a stationary position or movement, as well as
differentiating between high-frequency activities including walking, laughing, eating
and talking. Random Forest Classifier is a machine learning algorithm, that during
the training stage builds multiple decision trees, called a forest, and outputs the class
predicted by most of the decision trees for each input. As a result, as more trees are
added to the ensemble the tendency seen in conventional decision trees to overfit to the
data is limited, thus generalising well to unseen data [29].

2.4 Transfer Learning

In this project, a transfer learning methodology is exploited in an attempt to resolve the
aforementioned problems of limited availability of annotated data as well as the signifi-
cant diversity between data from subjects with different body characteristics identified
in [1]. Transfer learning is a technique used to improve the classifying capabilities
of a learner from one domain by transferring information from a related domain [30],
mimicking the way the human brain works, applying knowledge gained from a learned
task to a new one. In the past decade, several machine learning problems have been
approached using transfer learning methods, due to its advantage of using existing
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datasets that are related to the problem, which becomes more common as the big data
repositories become more prevalent. Recent literature has shown promising results
with the use of transfer learning methods in a wide spectrum of applications, including
human activity recognition [31], image classification [32] and speech recognition [33].
Pan and Yang [34] identify three types of transfer learning settings, inductive trans-
fer learning, transductive transfer learning, and unsupervised transfer learning, based
on the relation between the source and target domains and tasks. In inductive trans-
fer learning, the source domain is different but related to the target domain regardless
of the relationship between the tasks. In transductive transfer learning, both source
and target task are the same, while the domains are different. Finally, in unsupervised
transfer learning, the tasks are different, while both the source and target domains are
unlabelled.



Chapter 3

Data Collection and Pre-processing

The training dataset is considered a critical aspect of a machine learning framework
that has profound implications for the model’s subsequent development. The model’s
performance and ability to generalise on unseen data relies to an extent on the qual-
ity and quantity of the training dataset, which define how well its pattern recognition
capabilities are.

This chapter provides a detailed description of the procedures applied to assemble the
dataset used to develop the human activity and social signal classification framework,
as well as the handling operations applied to improve its quality and usefulness.

3.1 Dataset Composition

The final dataset used in this project was an amalgam of physical activity and social
signal data collected specifically in this project and datasets collected previously by
participants wearing the RESpeck monitor using an identical protocol. The main com-
ponents of the dataset are described in the sections below along with a specification of
the data acquisition procedures followed.

3.1.1 Hardware

Physical activity and social signal pattern monitoring was conducted using the RE-
Speck monitor device, version 5, during the experiments, shown in Figure 3.1. The
RESpeck monitor is an encapsulated Freescale MMA7260QT tri-axial accelerometer,
transmitting data wirelessly using the Bluetooth Low Energy technology. The device
is paired with a smartphone through an Android application and transmits accelerom-
eter signals at a frequency of 12.5 Hz. The RESpeck monitor device (3.5cm x 4.5cm;
18gms) is worn unobtrusively as a plaster in the lower costal margin monitoring the
rotation of the chest wall.

10
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Figure 3.1: RESpeck monitor device

3.1.2 Sensor Placement

The sensor was mounted on the anterior side of each subject’s torso, on the left-hand
quadrant of the abdominal cavity, just inferior to the rib margin as shown in Figure 3.2.
The sensor placement position was chosen based on past research, indicating the in-
tersection of the lower costal margin and the midclavicular line as the optimal position
for respiratory monitoring [35]. Moreover, studies identified areas closer to the centre
of mass of the human body as the ideal position for human activity classification [36],
thus making it suitable for this particular task.

R

x

y
y

z

Figure 3.2: RESpeck monitor placement position

3.1.3 Data Acquisition

The data acquisition procedure included collecting data from eligible participants, who
were asked to perform a series of everyday activities and social signals. The eligibility
criteria established, required each participant to be in a physical condition that would
allow them to perform each of the designated activities with no difficulty, as well as
have no history of severe chronic lung diseases that would cause issues when execut-
ing the chosen social signals. Due to the restrictions imposed globally, intended to
address the continued outbreak of COVID-19, data gathering was limited to volunteers
belonging to each researcher’s social circle to minimise the spread of COVID-19. The
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data collection study was approved according to the Informatics Research Ethics Pro-
cess (RT number 2019/17922). The study was conducted in collaboration with Celina
Dong and Teodora Georgescu, with data collected from 14 participants in total. Par-
ticipant statistics are outlined in Table 3.1. The participant information sheet and the
participant consent form can be found in Appendices A and B, respectively.

Each participant was invited to perform 19 everyday physical activities as well as 12
social signals for at least 30 seconds each, although not necessarily in a single con-
tiguous recording in deference for the participant’s comfort. The hand-picked physical
activities were consequently categorised into static and dynamic, based on the move-
ment involved in each of them. These included – static cases: sitting normally or bent
forward and backwards; standing; and, lying down prone, or supine, or facing right
or left; and dynamic cases: walking slowly and at a normal pace; running; ascending
and descending stairs; swinging back and forth and left and right whilst sitting on a
chair; standing up and sitting down on a chair; getting up from a lying down position
and lying down from a seated position. The social signal activities were performed in
combination with static activities and included: coughing; talking; eating or drinking;
singing; laughing; breathing normally; breathing deeply; sighing; sobbing; yawning;
hiccuping; and, hyperventilating.

Participant ID Sex Age
SC401 Male 22
SC403 Female 47
SC404 Male 20
SC405 Male 21
C4001 Female 20
C4002 Female 56
C4003 Male 27
C4004 Male 57
C4005 Male 23
C4006 Male 22
C4007 Female 22
C4008 Male 22
TD01 Female 25
T101 Male 53

Total Participants Ratio (Male:Female) Average Age
14 1.8:1 31.2

Table 3.1: Participant statistics of the collected dataset.

3.1.4 Existing Datasets

In addition to the aforementioned dataset that was gathered during this research, this
project utilises data collected using the RESpeck monitor in past studies for training
as well as evaluation purposes. This section provides a description of the datasets used
along with the specific use each was utilised for.
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The first dataset used was collected during the Delhi Air Pollution: Health and Effects
(DAPHNE) project, in which the effect of air pollution on health was studied, using the
wearable RESpeck monitor [37]. The investigation utilised the physical activity clas-
sification as a measurement of each participant’s activity levels which would conse-
quently indicate any possible health effects caused by the air pollution over time. The
data collection settings, namely, the sampling rate and the sensor placement used in
the present study were exactly the same as the configuration used during the DAPHNE
project, enabling the exploitation of both of them for similar tasks. The data gathering
procedure throughout the DAPHNE study, however, differed in the way the accelerom-
eter signals were annotated to form the complete dataset. The DAPHNE project col-
lected data from 250 participants for periods ranging between 24 to 72 hours without
manual annotation of the physical activities or social signals, thus forming an unla-
belled dataset that cannot be applied to supervised learning approaches. A subset of
10 participants was selected for the present study based on data completeness crite-
ria balancing resource utilisation and usability. Despite the absence of annotated ac-
celerometer recordings, the DAPHNE dataset was exploited for two valuable purposes
during this project. On the one hand, the dataset was used to train the Semi-Supervised
Generative Adversarial Network explored in detail in the following chapters, improv-
ing the predictive performance of the classifier used to discriminate between genuine
and synthetic samples using actual data recordings. On the other hand, the dataset was
also used for qualitative evaluation of the classification algorithms, by predicting the
activities performed by the survey participants throughout the duration of a day. The
inference results in combination with the time each activity was performed throughout
the day gave an indication of the validity of the algorithms allowing the extraction of
useful conclusions, presented in the following chapters.

The current project also utilises annotated datasets collected by researchers work-
ing with the RESpeck monitor in previous years to enhance the training spectrum
[38, 26, 28, 39]. The data retrieved from each of these projects included subsets of the
activities used in this study thus enabling seamless integration to the existing record-
ings strengthening the dataset. Uniformly to the previous collection protocols, the
sensor placement position, as well as the sampling frequency were processed, so that
a uniform configuration was implemented throughout the experiments.

3.2 Exploratory Data Analysis

The upcoming section provides a summary of the exploratory data analysis proce-
dure followed in an effort to examine the data distribution and identify anomalies in
the dataset in order to improve understanding of the data and guide the hypothesis to
achieve optimal results. The first phase of the analysis comprised of visualising the ar-
rangement of the data per participant providing useful insights to the data acquisition
procedures.

The physical activity dataset involved samples from 96 participants, with the class dis-
tribution per participant shown in Figure 3.3. As it can be observed, there are three
distinct groups of participants each having similar class distribution and length, corre-
sponding to a separate data survey each, namely, the present data collection, Martin-
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Philipp Irsch’s data collection[28] with participant ids starting with ’M’, and Teodora
Georgescu’s survey [26] with participant ids starting with ’T’. Each group includes a
different set of activities, with only the data gathered in the present study including the
complete range of categories.
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Figure 3.3: Distribution of physical activities by participant

The social signal activity dataset included accelerometer signals from 36 participants,
with the class distribution per participant shown in Figure 3.4. Similarly to the physical
activity signals, there are three distinct groupings associated with, the present data
collection, Teodora Georgescu’s collection [26] with participant ids starting with ’T’
and Nikita Nikolajev’s survey [39] with participant ids starting with ’N’.
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Figure 3.4: Distribution of social signal activities by participant

The exploratory data analysis proceeded with an investigation of the accelerometer sig-
nals for each physical activity and social signal class. The investigation was carried out
by graphically depicting the variability of the magnitude of the accelerometer signals



Chapter 3. Data Collection and Pre-processing 15

for both human activities as well as social signals as shown in Figures 3.5 and 3.6. The
first plot shows a substantial difference in the acceleration magnitude between station-
ary and dynamic activities as a result of the latter having orders of magnitude greater
movement throughout the activities. Similarly, the second plot indicates a considerable
increase in the variance of coughing and laughing activities which are more energetic
in comparison to the other social signals.

The closely related accelerometer values found during the exploratory data analysis
determined the deep learning methodology as the optimal configuration for this par-
ticular tasks. Deep learning methodology enables efficient feature extraction of the
most relevant features in the dataset [40] in contrast to manual feature engineering that
might potentially result in less informative features.
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Figure 3.5: Variability of the magnitude of acceleration for physical activities

3.3 Data Processing

Data pre-processing is an important stage in the classification pipeline, contributing to
the enhancement of the performance and efficiency of the machine learning models.
During this stage, irrelevant, redundant, noisy and unreliable information present in
the raw data that increase the complexity of knowledge extraction during training are
erased. As a result, the generalisation performance of the supervised learning model is
significantly impacted, improving the handling of unseen data in real-life applications
[41]. The following section provides a description of the data processing techniques
applied to the dataset in order to optimise the quality of the data and maximise the
efficiency of the training and validation phases.
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Figure 3.6: Variability of the magnitude of acceleration for social signal activities

3.3.1 Data Cleaning

3.3.1.1 Human Activities

Once analysing the newly concatenated dataset, a significant similarity was observed
between samples drawn from the physical activity classes of sitting and standing. This
issue is often referred to as inter-cluster similarity in the literature and is observed
when two or more classes are so comparable that data points from the classes cannot
be distinguished from each other [42]. This correlation was a result of the sensor place-
ment, which yielded similar recordings for both activities due to the position selected.
This is a result of the orientation and direction of motion in regards to the sensor be-
ing identical for both movements thus not allowing differentiation between them. The
solution chosen for this particular problem was to combine both activities into a sin-
gular class representative of both classes. The data analysis also revealed a sizeable
intra-class variation between classes representing different orientations of the sitting
activity. The dissimilarity was due to the subjects lacking a common understanding
of sitting normally or bending forwards or backwards leading to mis-classifications of
the aforementioned classes. In order to resolve this issue, all variations of the sitting
activity were annotated as one class to avoid misinterpretation. Moreover, the data
analysis revealed that physical activities with brief recordings including: standing up
whilst sitting on a chair; sitting down on a chair; getting up from a lying down po-
sition; and, lying down from a seated position; were significantly inconsistent across
the participants. The divergence was a product of the reaction time of the surveyor,
which impacted the proportion of the activity recorded between the interval the signal
capturing was initiated and terminated, as well as the distinct way each activity was
performed per subject. Therefore, it was decided to omit the above-noted activities un-
til more data points are collected in future iterations of this research, to allow sufficient
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generalisation. The class distribution of the physical activities prior to and following
the data cleaning procedures is illustrated in Appendix C and Figure 3.7, respectively.
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Figure 3.7: Distribution of the physical activity classes following data cleaning proce-
dures

3.3.1.2 Social Signals

Preliminary inspection of the social signal dataset revealed that certain social signal
activities had significant intra-class variance with multiple patterns appearing in the
same class. The above-mentioned social signals included: breathing deeply; sighing;
sobbing; yawning; hiccuping; and, hyperventilating. The origin of this problem was
that during the survey the participants were asked to simulate these social signals with-
out them occurring naturally, thus producing artificial movements that possibly didn’t
deliver the desired effect. Therefore, the above-mentioned social signal activities were
omitted from the original dataset. Additionally, the singing social signal activity was
excluded because it did not have sufficient data to allow efficient generalisation. The
class distribution of the social signal activities prior to and following the data cleaning
procedures is illustrated in Appendix C and Figure 3.8, respectively.

3.3.2 Temporal Alignment of Activity Boundaries

Data inspection revealed a slight delay between the time the signal recording was ini-
tiated to the time the activity started. The temporal delay was caused due to the pro-
cedure being manually initiated by the user which resulted in a deviation between the
time of recording and the time the activity was performed. The solution implemented
to alleviate this particular issue was trimming 10% from the start of each recording,
aimed at eliminating this undesirable interval thus resulting in a more representative
dataset. A more aggressive approach was deferred for this particular case so that the
fraction of correct data erased during this procedure was minimised to the fullest ex-
tent.
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Figure 3.8: Distribution of the social signal classes following data cleaning procedures

3.3.3 Noise Filtering

An additional stage of the data cleaning process included identifying noisy signals and
outlying elements that could affect the quality of the dataset. The median filter algo-
rithm was applied to de-noise the accelerometer data, shown to offer excellent noise
reduction capability, while offering simplistic implementation that allows easy adop-
tion on real-life applications [43]. A median filter applies a moving kernel along the
data points, replacing each entry with the median of the point and its direct neighbours.
The recording is padded with zeros prior to the noise filtering to ensure the size of the
output sample matches the length of the original input. The kernel size was set to three,
to ensure optimal efficiency during real-time circumstances by minimising the added
delay to approximately 0.16 seconds before filtering is initiated.

3.3.4 Sliding Windows

Once the data cleaning procedure was completed, the accelerometer values needed to
be framed into a collection of observations to establish a supervised learning frame-
work. The sliding window approach is the most widely employed segmentation tech-
nique applied to inertial sensor signals, that incorporates splitting the data into fixed-
sized sliding windows with each corresponding to a specific activity. The sliding win-
dow method has been especially beneficial for periodic and static activity recognition,
while the combined lack of pre-processing as well as uncomplicated implementation,
declare the sliding window technique as an ideally suited method for the present ap-
plication [44]. The sliding window technique used is illustrated in Figure 3.9. For the
purposes of this research, three different window sizes were evaluated, namely, of 24,
48 and 72 timesteps corresponding to 1.92, 3.84 and 5.76 seconds, respectively, moti-
vated by the findings demonstrated in the literature [36]. The sliding window segmen-
tation technique is divided into two categories based on the step size between consec-
utive windows: Fixed-size Non-overlapping Sliding Windows (FNSW) and Fixed-size
Overlapping Sliding Windows (FOSW) as described in [45]. Data overlap between
adjacent windows is aimed at detecting activities that may have been split between
different windows resulting in significant loss of information. The overlapping among



Chapter 3. Data Collection and Pre-processing 19

windows guarantees high numerosity in the dataset thus improving classification accu-
racy, even though it requires increased computational resources as stated in [46]. For
this project, a window overlap of 50% was chosen, as an equitable solution for both
parties, balancing performance and increased computational demands of the system,
while also demonstrating proven results in the literature [47].
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Figure 3.9: Sliding windows technique

3.3.5 Subject Independent Cross-Validation

Once the aforesaid data cleaning operations were performed, a resampling procedure
was implemented to ensure that the evaluation procedure would be representative of a
real-life assessment, ensuring the model would generalise to an independent data set.
The most widely used evaluation technique for human activity recognition and social
signal classification found in the literature is termed k-fold Cross-Validation [48]. K-
fold Cross-Validation involves randomly partitioning the dataset into k subsets, with
k− 1 used for training of the model and the remaining one used for testing purposes.
The testing fold is then iterated across all the partitioned subsets in order to evaluate
performance for each possible combination of subsets. The random generation of sub-
sets during the procedure means that the training and testing subsets may contain data
from the same subject, therefore, this method is referred as Subject-Dependent Cross-
Validation [49]. This technique, however, assumes that the samples are Independent
and Identically Distributed (IID), even though this cannot be guaranteed for samples
drawn from the same subject, which are likely to be correlated. This interdependence
is often justified by two causes:

• Intra-subject dependencies in the data, signifying higher correlation between
samples extracted from one subject in comparison to samples drawn from dif-
ferent subjects. This similarity in the way activities are conducted by a subject
can be explained by the physiological characteristics of each person such as age
and sex affecting the behaviour of the individual. Moreover, the approach in
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performing an activity may have also been influenced by the experience and fre-
quency it was executed previously which alter the familiarity the participant has
in performing it [50].

• Temporal dependence between activities performed by the same subject, indi-
cating similarity between samples drawn within a short time interval. This con-
nection is likely caused by several factors such as fatigue or prior training which
may lead to a deterioration in the quality of the recordings as time proceeds.
[46].

As a consequence, k-fold Cross-Validation often leads to an overestimation of the per-
formance of the classifier, with an artificial increase shown in the recogniser, due to
similar samples present both in the training and testing sets [51]. To address the afore-
mentioned problem, a Subject-Independent Cross-Validation technique is employed,
by dividing the dataset into subsets by subject [52]. This mechanism splits the subjects
into folds, with each fold containing the full data of the allocated subjects. Therefore,
intra-subject dependencies observed in classic k-fold Cross-Validation are no longer
an issue during the evaluation procedure. For the purposes of this project, the subjects
are distributed into 5 and 10 folds thus dividing the dataset into partitions of 20% and
10% accordingly to test the effect of the number of folds used. In order to evaluate the
performance of the Transfer Learning strategy explored in detail in the following chap-
ter, the training set is further divided, with the last generated fold forming a validation
set as shown in Figure 3.10. For every iteration, each model architecture is trained on
the training set with the best model being extracted based on the performance on the
validation set. Subsequently, the selected model is utilised to apply transfer learning
on the testing set as explained in detail in the next chapter.
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Figure 3.10: Subject-Independent Cross-Validation methodology

Once every data processing procedure was carried out establishing a supervised learn-
ing framework, a range of machine learning models was applied as described in the
following chapter.
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Methodology

Despite the vast progress observed in the past years, human activity recognition and
social signal classification remain a challenging task for academia and industry. The
increased complexity of the task is primarily caused by the broad range of activities
available as well as the significant fluctuation observed in the way they are performed
between different subjects. The following chapter provides a detailed description of
the methodology applied to develop the human activity recognition and social signal
classification framework, as well as justification of the decisions made during the de-
sign and implementation phases. The contributions of the current project explored in
this chapter include: improved Semi-Supervised Generative Adversarial Network (SS-
GAN) model architecture presented in related work; design and implementation of
the transfer learning framework improving pattern recognition; development of deep
learning network architectures to evaluate the deviation in performance of dissimilar
configurations in transfer learning; and, design and implementation of an Auxiliary
Classifier Generative Adversarial Network (AC-GAN) that has not been applied be-
fore for human activity recognition or social signal classification.

4.1 Experiments Configuration

The data obtained from the data processing pipeline demonstrated in the previous chap-
ter is then used as the input layer to each of the machine learning models used, thus
enabling uniformity along the experiments carried out, allowing direct comparison of
their results. In order to evaluate the performance of each model configuration, a range
of metrics was used, to ensure that the results would be useful and meaningful in real-
life circumstances. The performance metrics include:

• accuracy, measuring the number of correctly identified activities, denoted by

accuracy=
True Positives+True Negatives

True Positives+False Positives+True Negatives+False Negatives

• precision, quantifying the number of predictions of a class that actually belong

21
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to that specific class, denoted by

precision =
True Positives

True Positives+False Positives

• recall, measuring the number of positive class predictions made out of all posi-
tive examples in the dataset, denoted by

recall =
True Positives

True Positives+False Negatives

• f1-score, which is the harmonic average of precision and recall metrics, denoted
by

f1-score = 2∗ precision ∗ recall
precision+ recall

The prior metrics were subsequently evaluated for every iteration of the Subject Inde-
pendent Cross-Validation procedure explored above, with the average measurement of
each metric being employed for the analysis of the results demonstrated in the follow-
ing chapters.

4.2 Baseline Model

In order to provide a point of reference for the assessment of the performance of
the models developed, a Random Forest Classifier is utilised, offering reliable per-
formance and simplistic implementation, which are ideal for this particular use. A
baseline model is critically important for the research, as it defines a hurdle for the
implemented machine learning algorithms to cross, in order to demonstrate improve-
ment. The Random Forest Classifier is a machine learning approach, that constructs
and trains a multitude of decision trees, and outputs the mode class predicted over all
the individual trees. As a result, the noise of the ensemble of trees is averaged thus
preventing the classifier from overfitting to the dataset. The Random Forest Classifier
model is implemented using the scikit-learn framework [53], version 0.24.1, using the
default hyperparameters, with the number of trees in the forest set to 100.

4.3 Deep Learning Methodology

Analysing the literature it could be deduced that a range of deep learning architectures
performed similarly well in activity classification, with the accuracy achieved being
heavily affected by the particular dataset used and the hyperparameter configuration.
This section presents a series of different deep learning model configurations, applied
to the aforementioned dataset, assessing their benefits and limitations and comparing
their performance, in order to find the optimal approach. The implementation of the
networks was carried out using the TensorFlow framework [54], version 2.4.0, and
Keras application programming interface [55], version 2.2. The TensorFlow frame-
work was chosen owing to the fact that it enables uncomplicated conversion of the
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trained models to a format that can be employed on edge devices like mobile phones
through the TensorFlow Lite framework [56], which is valuable for future iterations of
this research.

4.3.1 Convolutional Neural Network

The first model architecture implemented was a Convolutional Neural Network (CNN),
consisting of a number of convolutional layers. Using multiple levels of convolutions
allows the network to detect more simplistic features, such as edges, in lower levels,
while enabling extraction of more complicated structures in higher levels. An equally
important characteristic of CNNs is pooling layers, which are used to summarise the
features found from the convolutional layers, as well as fully connected layers, used to
compile the information extracted by previous layers. Despite being widely used in a
variety of real-life classification problems, CNN implementations need to be tailored
to the particular dataset and task used, in order to achieve high prediction performance.
The architecture of the convolutional network used for human activity recognition and
social signal classification is outlined in Figure 4.1.

The input layer is loaded into a block of four convolutional layers each of which con-
sists of 128 filters, of size 3 x 3. Each convolutional layer integrated input padding to
ensure that no resolution loss occurs from the convolutional operation. Each convo-
lutional layer is interleaved with a batch normalisation layer, improving the network
training convergence speed as well as stability, by normalising the weights of each
layer at each operation [57]. Batch Normalisation has also been shown to act as a reg-
ulariser to the network as it adds noise to the data, by re-centring and re-scaling the
gradients [58], which is essential for real-life applications such as human activity and
social signal classification. The rectified linear unit (ReLU) [59] is used as the activa-
tion function after each batch normalisation layer, introducing non-linear connections
between the data mappings thus allowing representation of more complex patterns.

The convolutional block is then regularised using the dropout technique, with a prob-
ability of keeping each neuron equal to 0.5. Dropout is a method widely used in the
literature for addressing the overfitting problem, that randomly drops neurons from the
neural network during training, preventing them from over adapting to the training data
[60].

The aforementioned spatial pooling mechanism is carried out using a max-pooling
layer, performed using a kernel of size 2 x 2 and stride size 1, applied to the fea-
ture mapping extracted by the convolutional block. Maximum pooling outputs only
the maximum value of each filter, down-sampling the feature map, thus making the
representation invariant to small transitions of the input [61].

The output layer is composed of n units, where n corresponds to the number of output
classes, one for each activity. The softmax function, which is a generalisation of the
logistic function for multi-class classification, is used as the activation function return-
ing the probability of seeing each class, given the input window [61]. The loss function
is calculated using the categorical cross-entropy function, and the Adam optimiser is
used as a stochastic optimisation method [62]. The model was trained for 50 epochs,
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using a batch size of 128, hyperparameters determined based on the literature, related
work and empirical observations. The early stopping technique was also used, with a
patience of 25 epochs, to stop the training once no progress was seen on the validation
set, conserving computational resources [5].
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Figure 4.1: Convolutional Neural Network Architecture

4.3.2 Convolutional Long Short-Term Memory Network

Influenced by the model architecture implemented by Sainath et al. [25], the follow-
ing section presents a combination of a Convolutional Neural Network and a Long
Short-Term Memory Network. The objective of this hybrid model is to incorporate
the advantages introduced by both approaches to improve performance; namely, the
feature extraction capabilities of convolutional layers in CNN, and the temporal pat-
tern recognition capacity of the LSTM network. The architecture of the Convolutional
Long Short-Term Memory Network used for human activity and social signal classifi-
cation is outlined in Figure 4.2.

The sliding windows in the input layer are divided into four equally sized subse-
quences, allowing the LSTM functionality of the model to build up an internal state,
thus recognising temporal patterns. Each subsequence generated, is primarily loaded
into a block consisting of 2 convolutional layers, interleaved with Batch Normalisation
layers, allowing faster convergence and improved training stability. Each convolu-
tional layer consists of 64 filters, of size 3 x 3, with the input padded accordingly to
ensure no resolution loss occurs during the convolutional operation. The rectified lin-
ear unit (ReLU) [59] is used as the activation function after each batch normalisation
layer, allowing non-linear representations of the data thus more accurate predictions.
A max-pooling layer is finally applied to the convolutional block to down-sample the
feature map extracted from the preceding layers, followed by a Batch Normalisation
layer. The feature map extracted by the convolutional block for each window subse-
quence, was then processed into the LSTM block simultaneously in a single step by
utilising the time distributed layer, allowing temporal pattern recognition. The LSTM
network consists of 100 hidden units and its implementation follows the architecture
presented in [63]. Thereafter, a fully connected layer is used to interpret the features
extracted by the LSTM network consisting of 100 neurons. Similarly to the preceding
model, a Dropout layer is used to improve the generalisation of the algorithm, with a
0.5 probability of keeping a neuron.
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The output layer is composed of n units, where n corresponds to the number of output
classes, as applied in the aforementioned model, with the softmax function being used
as the activation function. The categorical cross-entropy function is used to calculate
the loss, while the Adam version of stochastic gradient descend is used to optimise
the network [62]. The model was trained for 50 epochs, using a batch size of 128.
The early stopping technique was also used, with a patience of 25 epochs, to stop the
training once no progress was seen on the validation set, conserving computational
resources. The hyperparameter configuration used for the purposes of this experiment
was chosen based on a literature survey, empirical observations and previous works
[5].
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Figure 4.2: Convolutional Long Short-Term Memory Network Architecture

4.3.3 Residual Network

The next architecture explored during the experiments was a Residual Network (ResNet),
inspired by the model proposed by He et al. [64], which is outlined in Figure 4.3. The
input layer in this architecture is passed into a block composed of 3 convolutional lay-
ers of 128 filters each, using kernel size 3 x 3. The first and second convolutional layers
are followed by a Batch Normalisation layer, and then activated using the rectified lin-
ear activation function (ReLU). The final convolutional layer is regularised using the
dropout technique with a 0.5 probability of keeping each neuron, and normalised using
Batch Normalisation.

The feature map of the convolutional block is then added to the input layer once that
is processes through a dimensionality reduction layer, forming a residual (skip) con-
nection. Residual connections are links between non-succeeding layers, which have
been shown to resolve low convergence rate problems, associated with the difficulty
of the network to approximate the identity mapping for multiple nonlinear layers [64].
Moreover, skip connections can effectively act as an implicit regulariser during net-
work training, improving generalisability of the predictions minimising the intra-class
variability problem observed in activity classification [65].

The element-wise summation of the two inputs is then passed through a rectified linear
unit (ReLU) activation function, as well as a dropout layer with 0.5 frequency of keep-
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ing each neuron. A global maximum pooling layer is then utilised, to down-sample the
feature map extracted by the previous layers [66].

Identically to the previous models, the final output layer is consists of n units, cor-
responding to n number of activities, activated using the softmax function. The cat-
egorical cross-entropy function is used to calculate the loss, while the Adam version
of stochastic gradient descend is used to optimise the network [62]. The network was
trained for 50 epochs, using a batch size of 128. Furthermore, the early stopping tech-
nique was exploited, using patience of 25 epochs, to prevent training the network when
it generalises comparably to a smaller network [5, 67].
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Figure 4.3: Residual Network Architecture

4.4 Generative Adversarial Network Methodology

The limited availability of data can inhibit the performance of supervised machine
learning algorithms which often require a large amount of data to generalise well on
unseen data. The majority of methods found in the literature attempt to increase com-
plexity of the neural networks in order to obtain as much information as possible from
the available datasets. Generative Adversarial Networks (GANs) introduced an alter-
native way of tackling the aforementioned problem, by generating synthetic samples
to improve training [68]. The process of generating the synthetic samples is termed
generative modelling and is an unsupervised learning task involving the recognition of
the patterns found in the training data, in order to output new examples that could have
been plausibly drawn from the original dataset. GANs frame the generative modelling
problem into a supervised learning task by utilising two models: a generator model
with the objective of producing realistic samples, and a discriminator model that aims
to distinguish whether the source of the input originates from the actual dataset or the
generator model. The models are trained together in a zero-sum game, until the gen-
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erator produces truthful samples that manage to deceive the discriminator half of the
time. This section presents two variations of the GAN architecture, applied for human
activity recognition and social signal classification.

4.4.1 Semi-Supervised Generative Adversarial Network

The first variation implemented is a Semi-Supervised Generative Adversarial Network
(S-GAN) inspired by the approach shown in [28]. Classification tasks that involve ac-
quiring data from wearable sensors and manually annotating them to train a supervised
learning model such as human activity and social signal recognition, often raise numer-
ous challenges during the data collection procedure. Obtaining such data annotations
in these predominantly mobile scenarios is generally very challenging, and typically
requires significantly more time and effort than it is needed for the actual data record-
ings. As a consequence, the annotated datasets available are limited and significantly
costly to assemble. The presented method aims at alleviating this issue by utilising un-
labelled datasets, collected using the same wearable sensors, that are easier to gather as
well as less disruptive for the user. Theoretically, the model will be able to harness the
larger dataset of unlabelled examples to comprehend patterns seen in real data, while
also use the smaller fraction of annotated data to identify the differences between the
range of human activities and social signals, as demonstrated in [69].

The architecture of the S-GAN model was based on the configuration used by Irsch
in [28] with modifications being applied to improve stability and convergence of the
neural network. Once the learning curves of the generator and discriminator loss over
time were reviewed, a convergence failure was identified, where the synthetic samples
generated were not realistic, resulting in the discriminator loss being close to zero as it
was easy to distinguish between real and fake samples. On the other hand, the loss of
the generator model was not improving over time, thus the training of the models was
caught into a vicious circle. The origin of the problem was diagnosed as the failure
to find an equilibrium between the discriminator and generator models, which resulted
in one of them being dominant, thus not allowing both of them to train properly and
improve together as anticipated. Convergence failure has been a well-known issue in
the GAN architecture found in the literature, with several solutions being proposed
to diminish the problem. The modifications proposed in the present implementation
based on guidelines found in [70, 71, 72], include:

• Separated loss functions for the discriminator model, allowing modular train-
ing of the network’s components without affecting the weights of unrelated com-
ponents. Instead of using a class to categorise real or fake samples, this method
implements two separate models that share feature extraction weights to predict
activity and artificiality. The first model is responsible for classifying input into
different activities using the categorical cross-entropy loss function and the sec-
ond is utilised to distinguish real samples from synthetic ones using the binary
cross-entropy loss function. Aside from the output layer, all previous layers are
shared between the models, thus updates on either of the networks are reflected
in both of them simultaneously.

• Batch normalisation layer removal from the generator and discriminator mod-
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els, as fluctuations in the mean and standard deviation of feature values in a
batch tended to have a greater effect than the individual z-points for the gener-
ated samples [72]. This phenomenon caused strong intra-batch correlation and
as a result, the generator produced similar samples regardless of the input thus
failing to converge.

The aforementioned adjustments allowed the GAN model to find the Nash equilib-
rium in the zero-sum game, with both models training together without one of them
overshadowing the other.

The architecture of the Semi-Supervised GAN model used for human activity and so-
cial signal classification is outlined in Figure 4.4. The generator model takes as input
a point in the latent space and returns a three-dimensional window matching the shape
of the actual input, which corresponds to accelerometer data along the three axes. The
synthetic data is then used in combination with samples drawn from the original dataset
to train the discriminator model. In each iteration, the discriminator is trained using
half the size of a batch using real samples for activity and realness classification, and
half the batch size using generated samples. Subsequently, the layers of the discrimina-
tor are frozen and the model shown in Figure 4.4 is trained using randomly generated
points inside the latent space to improve the performance of the generator model.

...

Figure 4.4: Semi-Supervised Generative Adversarial Network Architecture

The generator model uses randomly drawn points from the latent space that are then
mapped into plausible data recordings sampled from the original dataset. The latent
space is a 100-dimensional hypersphere with each variable drawn from a Gaussian
distribution with a mean of zero and a standard deviation of one. The input is then pro-
cessed through five Transpose Convolutional layers used to upsample the input feature
map to the desired output shape. Except for the last layer, each layer is a sequence of a
Transpose Convolution, a Batch Normalisation layer and a leaky rectified unit (Leaky
ReLU) which is used as an activation function [73] injecting nonlinearity. The Leaky
ReLU implemented, uses 0.2 as the slope of the activation function for negative values.
The last layer uses a tanh activation function which allows the output of the generator
to range between -1 and 1 [74]. The complete architecture of the generator model is
outlined in Figure 4.5.

The discriminator model, similarly to the deep learning classification models presented
above, receives a sliding window of the data recordings and using convolutional blocks
learns a representation of the input. The input is processed through two convolutional
layers interleaved with the leaky rectified unit (Leaky ReLU) activation function and
dropout layers. The Leaky ReLU activation function uses a slope of 0.2 for negative
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Figure 4.5: S-GAN Generator Architecture

values and the dropout layer has a probability of 0.5 of keeping a neuron. The feature
map of the last layer is then shared between two output layers, with the first being
responsible for classifying the sample into an activity class and the second being used
to detect real and fake examples. The output layers use a softmax activation function
and a sigmoid activation function, respectively, chosen based on the number of output
classes of the layers. The overall architecture of the discriminator model is presented
in Figure 4.6. The model is trained for 30 epochs, with a batch size of 128, using the
Adam optimiser [62].
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Figure 4.6: S-GAN Discriminator Architecture

4.4.2 Auxiliary Classifier Generative Adversarial Network

Motivated by the results achieved using the S-GAN model, a new architecture was im-
plemented during this project, that has not been tried for human activity recognition as
well as social signal classification before, termed Auxiliary Classifier Generative Ad-
versarial Network (AC-GAN). The AC-GAN model is an extension to the previously
mentioned S-GAN model, that adds structure to the latent space drawn from [75]. The
generator model is modified such that it is provided not only with a point randomly
drawn from the latent space but also with the class of the activity it needs to generate
a window for. This configuration offers significant advantages in comparison to the
previously mentioned models, specifically:
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• Improved training stability as the generator model is trained on class labels
drawn from a uniform distribution in the latent space, thus learning the pattern
for each class homogeneously.

• Improved sample resolution due to the loss being assessed for individual classes
thus allowing superior training, which leads to improved discriminability of the
generated samples [75].

• Ability to generate targeted samples of a specific class which allows identi-
fying problems with certain activities as well as easier exploratory analysis of a
particular class.

• Improved model robustness due to the model being less prone to overfit to a
particular class in unbalanced datasets.

The full architecture of the Auxiliary Classifier GAN model used for human activity
and social signal classification is outlined in Figure 4.7. Evidently, the structure of the
two GAN variations presented is almost identical, with the only significant difference
being the class labels used as input to both the discriminator and generator models in
the latter variant.

...

Figure 4.7: Auxiliary Classifier Generative Adversarial Network

The discriminator model framework used was identical to the configuration used for
the S-GAN model shown in Figure 4.6, enabling direct comparison between the two
GAN variations to investigate the potential benefits introduced using the AC-GAN
model. The generator model combined the feature extraction design used on the S-
GAN model for the noise input, with a fully connected layer used to transform the class
label input into a feature map matching the shape of the original output sample. The
two outputs were then concatenated forming the final result of the generator model, as
can be seen in Figure 4.8. In each iteration, the discriminator is trained using half the
size of a batch using real samples for activity and realness classification, and half the
batch size using generated samples. Subsequently, the layers of the discriminator are
frozen and the model is trained using randomly generated points inside the latent space
to improve the performance of the generator model. The samples forming each batch
are drawn with a replacement on each iteration inducing randomness to the shaping of
the weight coefficients. The class label of each randomly sampled point is randomly
drawn from a uniformly distributed set of the available classes. The model is trained
for 25k mini-batches, each with a batch size of 128 samples, using the Adam version
of stochastic gradient descend to optimise the network [62].
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Figure 4.8: AC-GAN Generator Architecture

4.5 Transfer Learning

One of the main challenges seen during the exploratory data analysis is the intra-
subject dependencies present in the data, showing a correlation between samples drawn
from the same subject. The pattern similarities in the way activities and social signals
are performed by a subject, are often caused by the subject’s sex and age as well
as previous experience in performing a certain activity [76], and as a result, cannot
be replicated. This section presents a tool in bridging the performance gap observed
between models trained and tested on dissimilar subjects and models using a common
pool of subjects for both the training and test sets [77].

The proposed method attempts to learn a person’s unique pattern in the way they per-
form everyday activities and social signals, by sampling a few seconds of each activity
and calibrating the general model to the specific subject using transfer learning. In
order to carry out this experiment, each model explored above is trained on all but the
last fold of the training set, with the last fold being used as the validation set to yield
a general model. For each iteration, the general model is then trained for a total of
50 epochs keeping the remaining settings identical to the original model configuration.
Thereafter, the testing set is used to evaluate the transfer learning strategy, by using a
proportion of the set to calibrate the model and the remaining segment of the fold for
performance testing. The fraction used for the calibration is uniformly composed of all
the available activities so that overfitting to a specific activity is prevented. During the
experiments, the calibration set is gradually increased to investigate how the amount
of training data affects the performance of each approach as well as define the ideal
sampling time balancing optimal performance with the user’s convenience in real-life
applications.



Chapter 5

Results

Once the evaluation framework was established, the subject-independent cross-validation
was performed as described in the dataset chapter, assessing each of the methodologies
explained in the preceding chapter. This chapter encapsulates the results accumulated
throughout the experimenting phase along with an interpretation of their significance.

5.1 Human Activity Recognition

The initial component of the evaluation procedure involved analysing the predictive
performance of the implemented machine learning models in the aforenamed human
activity recognition task. The results exerted from the 10-fold subject-independent
cross-validation are illustrated in Figure 5.1. Moreover, the average accuracy per ac-
tivity for each of the implemented model architectures using 10-fold cross-validation
and window size of 48 timesteps is displayed in Figure 5.2, enabling direct comparison
of the discriminating power of each architecture, for each activity separately. The cor-
responding results extracted using 5-fold subject-independent cross-validation and the
remaining window lengths, in addition to the complete evaluation performance metrics
are enclosed in Appendix D.

The results have shown that the deep learning methodologies exploited have performed
similarly well on the human activity classification task with the confidence intervals
being comparable in magnitude. Additionally, 5.1 shows the correlation between the
window length used for each instance with the accuracy performance, yielding en-
hanced classification for greater window sizes. The gap between consecutive window
sizes in the aggregated accuracy metric, however, seems to diminish as the window
length increases, indicating the existence of an optimal window size that maximises
the achieved accuracy on this particular dataset. The aforesaid correlation though,
does not necessarily imply enhanced performance in a real-world application based
solely on the usage of prolonged windows, since it is impacted by various external
constraints.

Furthermore, it is observed that the introduction of the generative adversarial method-
ology has not triggered an improvement in classification performance on the evaluated

32
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dataset in comparison to the implemented deep learning architectures. This outcome
indicates that on the one hand, the dataset used for training purposes was adequate to
allow the neural networks to generalise sufficiently, while on the other hand, it might
be an indication that the generative models were not complex enough to fully exploit
the training dataset.

The confusion matrix demonstrating the aggregated performance per activity shown in
Figure 5.2 revealed a misclassification of the lying down on stomach activity, common
to each one of the configurations used. This mutual miscategorisation is interpreted as
a data-related problem, caused by the variation of body types across the participants,
termed intra-class variation, that subsequently leads to the dissimilar orientation of
sensor mounting causing unalike signals into identically annotated activities.
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Figure 5.1: Average fold evaluation accuracy achieved with each model architecture
in human activity classification using 10-fold cross-validation and three distinct window
sizes

5.2 Social Signal Classification

The following part of the validation mechanism included evaluating the classification
performance of the various model architectures on social signal recognition. The re-
sults achieved using the 10-fold subject-independent cross-validation are illustrated in
Figure 5.3. Furthermore, the average accuracy per activity for each of the implemented
model architectures using 10-fold cross-validation and window size of 48 timesteps is
displayed in Figure 5.4, allowing comparison of the discriminating performance of
each network for each social signal. The corresponding results extracted using 5-fold
subject-independent cross-validation and the remaining window lengths, in addition to
the complete evaluation performance metrics are enclosed in Appendix E.

In contrast to the results exhibited on the human activity recognition task, the eval-
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Figure 5.2: Average fold evaluation accuracy per activity, achieved with each model
architecture in human activity classification using 10-fold cross-validation and window
size of 48 timesteps

uation performance illustrated in Figure 5.3 displays a significant advantage of the
AC-GAN methodology in comparison to the remaining architectures in social signal
classification, demonstrating an average increase of 10% in accuracy. The improve-
ment originates from the sample generating capabilities of the model which are more
evident when exploited in a scarcer dataset. Furthermore, the plot in Figure 5.3 does
not show a notable correlation between the window size and the model performance as
shown previously, due to the fact that social signals are generally shorter in duration
and thus can be detected using more concise windows. The advantages introduced
using the AC-GAN model are also highlighted in Figure 5.4, with the class-balanced
training of the architecture leading to a more evenly distributed performance across the
activity range. On the contrary, the SS-GAN architecture yielded excellent accuracy
on the eating activity, performing significantly inferior in the remaining social signals,
indicating overfitting.

Overall, the models often misclassified talking and eating social signals, which can be
attributed to the diverse spectrum of techniques observed in performing such activities,
associated with several physical and psychological characteristics of each participant.
In addition, the decreased average accuracy in comparison to physical activity classi-
fication across the model configurations utilised, on the one hand, shows that a larger
dataset is required to generalise sufficiently on this task, and on the other hand that
deeper neural networks might be needed to recognise social signal patterns. It is also
noted that the incorporation of the DAPHNE dataset in the SS-GAN training pipeline
has not contributed to the learning capacity of the model, showing that the annotated
dataset is of higher importance for this particular task.
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Figure 5.3: Average fold evaluation accuracy achieved with each model architecture in
social signal recognition using 10-fold cross-validation and three distinct window sizes

5.3 Qualitative Evaluation

Once the evaluation of the supervised learning tasks was completed, a further testing
method was performed to ensure that the results produced by the classification mod-
els were pragmatical. This procedure involved isolating a complete day of recordings
from the previously explored DAPHNE dataset, and deploying the AC-GAN model to
estimate physical activities and social signals throughout the day. The inference results
are illustrated in Figures 5.5 and 5.6, for human activity recognition and social signal
classification, respectively. The demonstrated results were not used for the establish-
ment of the optimum configurations, but rather as a simulation of real-life conditions to
observe the model behaviour under unseen circumstances. Furthermore, the DAPHNE
dataset was gathered in an uncontrolled manner without performing a predefined set of
activities, thus there is a possibility that a subset of the activities is not present in the
results.

The experiments were carried out using the general model trained on the 10-fold
subject-independent cross-validation, using a window size of 48. Additionally, a mode
filter was applied on the physical activity predictions, applying a sliding non-overlapping
kernel that categorised each one-minute long window based on its most commonly pre-
dicted activity. The smoothing operation allowed improved readability of the inference
outcomes as well as reduction of erroneous estimations caused by sudden movements.
The social signal predictions, however, were not processed, to avoid omitting brief
social signal episodes from the graph.

The physical activity inference results in Figure 5.5 display a consistent prediction of
lying down in various orientations from 01:00 until 09:00 which conforms with the
initial expectations, since the participants are school students attending school at 09.30
therefore it is assumed that during that time they were sleeping. Afterwards, a range of
dynamic activities indicating movement to get and return from school as well as motion
throughout the day is shown, even though the extended prediction of activities such as
climbing stairs is not realistic. The estimations are also interleaved with predictions
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Figure 5.4: Average fold evaluation accuracy per activity, achieved with each model
architecture in social signal recognition using 10-fold cross-validation and window size
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of stationary activities signifying time spent in the class or other activities involving
sitting.
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Figure 5.5: Qualitative evaluation on human activity recognition performance using the
DAPHNE dataset

The graph shown in Figure 5.6 displays the corresponding social signal predictions ac-
quired from the aforesaid input samples. A hierarchical model architecture was utilised
to obtain the results, first classifying the input to dynamic and stationary physical activ-
ities, and then using the social signal recognition model to estimate the social signals in
stationary activities, with the remaining being classified as normal breathing. As it can
be observed, there is a considerable fluctuation between the predicted activities caused
by various factors, including the omission of the smoothing technique. The distribu-
tion of coughing episodes is noticed to be more frequent than breathing, which can
be interpreted as a misclassification between the two activities. Moreover, the eating
signal is found at approximately 09:00 and 20:00 which complement the initial expec-
tations for the participant having breakfast and dinner, respectively. Finally, laughing
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and talking social signals are sporadic during 01:00 and 09:00 which was assumed to
be sleeping time, which is a sensible result from the classifier.
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Figure 5.6: Qualitative evaluation on social signal recognition performance using the
DAPHNE dataset

5.4 Transfer Learning

The concluding experiment of this research included evaluating the impact of the trans-
fer learning methodology explored in the preceding chapter on the performance of the
model. For the purposes of this investigation, a window size of 48 timesteps was
selected, balancing flexibility during testing and performance, as shown in previous
experiments. The average fold accuracy of each network configuration, per number of
windows used for the training of the physical activity and social signal classifiers, is
shown in Figures 5.7 and 5.8, respectively. These Figures illustrate the performance
on the 10-fold subject-independent cross-validation, with the results of the 5-fold vali-
dation in addition to comprehensive performance metrics of each experiment enclosed
in Appendix F.

The performance on the unseen dataset indicated by zero windows for training during
the transfer learning method concurred with the results demonstrated in the subject-
independent cross-validation with all model architectures having similar results. Once
the first window is used for training, an increase of up to 5% is demonstrated in almost
all the models in human activity recognition. The AC-GAN model did not present
significant improvement in performance, which might be a sign that a local optimum
was found prior to the transfer learning training, thus not allowing the network to
learn more information. Another important remark from the findings in Figure 5.7 is
that the use of one window, equivalent to approximately 3.84 seconds, is adequate to
provide the deep learning neural networks with the information needed to learn the
specific subject’s activity patterns. A further observation from the graph is that on
the contrary to the initial expectation, generative adversarial networks did not provide
notable improvement over the other deep learning approaches. This is caused by the
fact that the neural networks learn most of the required information from the first set
of windows, thus neither synthetic samples nor further training windows enhance the
prediction with the use of more data.
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Figure 5.7: Average transfer learning performance achieved with each model archi-
tecture in human activity recognition using 10-fold cross-validation and window size of
48

The social signal classification performance shown in Figure 5.8, confirmed the pre-
liminary results extracted during model validation. The AC-GAN model achieved the
best performance overall, with over 10% improvement in accuracy on average, over
the remaining implementations. The transfer learning technique introduced a further
improvement of up to 10% in accuracy in almost all the configurations, similarly to
the human activity recognition task. The performance is converging after the introduc-
tion of only one window from each social signal, similarly to the previous task. The
improved performance indicates the potential utility of this approach in various tasks
involving subject dependencies in the data.
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Conclusions

In this project, two distinct frameworks have been explored for human activity recog-
nition as well as social signal classification, utilising the wearable RESpeck monitor
to gather accelerometer signals in order to train a range of machine learning models.
This project presents a methodology enabling improved performance on unseen sub-
jects by sampling a fragment from each of the required activities from the subjects,
in order to calibrate the classifier to their characteristics. Furthermore, an Auxiliary
Classifier Generative Adversarial Network (AC-GAN) model is implemented in this
research to exploit the advantages of the aforesaid technique, that has not been previ-
ously explored in human activity or social signal classification. Moreover, this research
proposes modifications to implementations proposed in related research, that result in
improved model stability and convergence. The findings of this research have also
highlighted the potential utility of the transfer learning methodology in various tasks
involving subject dependencies in the data, indicating the importance of this research
in future work.

6.1 Contributions

For the purposes of this research, an ensemble of previously collected datasets in addi-
tion to newly gathered annotated datasets is used to train the deep learning networks,
with data from a total of 96 participants used for physical activity recognition and from
36 participants for the social signal classification task. The transfer learning method-
ology, has demonstrated 5% and 10% improvement to the accuracy performance of
the best models for human activity recognition and social signal classification, respec-
tively, using samples of 3.84 seconds of each activity. The experiments have also
shown that the introduction of extended samples of each activity surpassing 3.84 sec-
onds do not provide further improvement thus should not be required in practical ap-
plications of this technique. In addition, the AC-GAN architecture has shown a further
10% improvement to the predictive accuracy in social signal classification, in compar-
ison to other state-of-the-art model configurations. The AC-GAN approach has also
enabled class-balanced learning during the training phase, which results in a superior
overall performance along the complete range of labelled activities, in comparison to
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methods presented in previous work.

6.2 Limitations

The experimental results highlighted the inability of the AC-GAN model to learn addi-
tional information when exploited in combination with the transfer learning technique,
in contrast to the other machine learning models. This limitation is justified as the AC-
GAN model being unable to escape the local optimum found, thus not learning further
information from the samples of the subject. This observance should be investigated in
future research in order to confirm the rationale and provide possible solutions to the
issue.

Additionally, due to the restrictions imposed globally, intended to address the outbreak
of COVID-19, data gathering was limited to volunteers belonging to each researcher’s
social circle to minimise the spread of COVID-19. The preferable data collection
process would have included data from participants with more diverse demographic
characteristics enabling enhanced generalisation of the models.

6.3 Further Research

Future iterations of this research should primarily aim at extending the already con-
gregated dataset with a wider range of participant characteristics to ensure both the
reliability and validity of the implemented algorithms in an extended dataset, as well
as allow the networks to learn more information during training. The range of anno-
tated activities could also be enhanced improving the usability of the model in real-life
circumstances.

Future work should also include real-world application of the transfer learning strategy
to confirm that the findings of this research are applicable in a more practical scenario.
In addition, more complex and deeper model configurations may be employed for
the discriminator and generator models in the AC-GAN network, to investigate their
impact on the predictive performance.

Moreover, a range of data pre-processing techniques could also be included in further
research to optimise the data quality. These techniques could involve noise reduction
algorithms including the Wiener filtering [78] and Kalman filtering techniques [79,
80]. A dynamic sliding window approach has also been shown to be advantageous for
human activity recognition [81], therefore its effect could potentially be explored in
this dataset as well.

Finally, the model was not trained in detecting activities other than the predefined
spectrum, which is not ideal in real-world adoption. A solution to this issue could
involve the implementation of out-of-distribution detection algorithms [82] that would
be able to distinguish between data that is anomalous or significantly different from
the data used in training.
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Participant Information Sheet 

Project title: Classification of Physical Activities and Social 
Signals using a wearable Respeck monitor 

Principal investigator: D.K. Arvind 

Researcher collecting data: Celina Dong/ Stylianos Charalampous/  

Teodora Georgescu 
 

This study was certified according to the Informatics Research Ethics Process, RT 

number 2019/17922. Please take time to read the following information carefully. 

You should keep this document for your records.  

Who are the researchers? 

The two students, Celina Dong and Stylianos Charalampous, will collect data as part 

of their undergraduate projects. They are both 4th year Masters in Informatics 

students at the School of Informatics, University of Edinburgh.  

The main researcher is Teodora Georgescu, a Research Associate at the School of 

Informatics, University of Edinburgh. Other researchers involved in the project 

include Andrew Bates and Zoë Petard who will provide technical support during data 

collection. The project is being supervised by Professor D K Arvind as the Principal 

Investigator, under the aegis of the Centre for Speckled Computing, University of 

Edinburgh. 

What is the purpose of the study? 

The aim of the project is to identify physical activity and social signals in people by 

analysing data from the Respeck monitor worn as a plaster on their chest. Examples 

include walking, running and climbing stairs for physical activities, and social signals 

such as coughing, speaking and swallowing (due to eating or drinking). You will be 

invited to wear the Respeck device as a plaster on the chest and perform instances 

of the examples listed previously. Your data will be collected and added to a mix of 

similar data collected from other volunteers which will be analysed to classify 

accurately the different activities.  The labelled data collected will be used to train 

machine learning models trained to distinguish accurately between them. 
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Why have I been asked to take part? 

You have been invited to take part in this study because you are either a student at 

the University of Edinburgh, or because you belong to an age group that our 

research is interested in. 

Do I have to take part? 
No – participation in this study is entirely up to you. You can withdraw from the study 

at any time without giving a reason. After this point, personal data will be deleted and 

anonymised data will be combined such that it is impossible to remove individual 

information from the analysis. Your rights will not be affected. If you wish to 

withdraw, contact the PI. We will keep copies of your original consent, and of your 

withdrawal request. 

 

What will happen if I decide to take part?  

You will be invited to wear the Respeck device encased in a small disposable bag 

with the blue, flat surface against the skin just below your ribcage and secured to 

your chest with the medical tape provided. 

Please ensure the device is the right way up, i.e. you can read the text on the flat 

side of the device. 

 A mobile phone with a specially designed application will automatically collect data 

from the Respeck device.   

You will be asked to perform a series of gentle activities as listed below.  The 

optional activities will be only be administered for the students,  

Physical activities: 

- Sitting down (straight, bent forward, bent backward) 

- Standing up  

- Lying down (back, front, left, right) 

- Walking at three different speeds (slow, medium and fast) 

- Ascend/Descend a set of stairs 

- (Optional) Wear when travelling in a bus/car/train 

- (Optional) Riding a bike 
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- Moving your body at the waist from left to right and repeat 5 times. 

- Swinging your body to the front and back and repeat 5 times 

- Running  

Social signals: 

- Coughing 

- Talking  

- Eating/Drinking  

- Singing  

- Laughing 

- Breathing normally 

- Hyperventilating 

You might be asked to perform some of these activities at the same time, such as 

coughing when you are lying down.  The intensity of these activities will be adjusted 

to your comfort level. Each activity and social signal will be recorded for at least 30 

seconds, and tiring activities, such as forced coughing, will be divided into shorter 

segments of 10-15 seconds of continuous coughing.  

At any point in time, if you feel that you do not wish to continue with the study, then 

please feel free to let me know and the study will be stopped immediately. 

Are there any risks associated with taking part? 

You’ll be invited to wear the Respeck device which has undergone the necessary 

safety tests. Participants with known plaster/plastic allergy will be excluded. The 

device is enclosed in a disposable plastic bag and is not in direct contact with the 

skin. The Respeck device is cleaned and sterilised once returned. There are no 

significant risks associated with participation. The researchers will maintain at least 

2m social distance and will wear masks and safety visor.   

Are there any benefits associated with taking part? 

No. 
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What will happen to the results of this study?  
The results of this study may be summarised in published articles, reports and 

presentations. Quotes or key findings will always be anonymous. With your consent, 

information can also be used for future research. Your data may be archived for a 

minimum of 5 years. 

With your consent, the research team might share the fully anonymised data of this 

study with other researchers outside of the University of Edinburgh as part of 

publications. 

 

Data protection and confidentiality. 
Your sensor data will be processed in accordance with Data Protection Law. All 

information collected about you will be kept strictly confidential. Your data will be 

referred to by a unique participant number rather than by name.  

Your sensor data will only be viewed by the research team: Teodora Georgescu, 

Andrew Bates and Professor D K Arvind for this project. Your anonymised data may 

be used in other ethically approved research projects supervised by Professor D K 

Arvind or be made available to other researchers outside of the University of 

Edinburgh as part of publications. By signing the consent form, you agree to such 

usage. 

Summaries of the anonymised sensor data is stored on the University’s secure 

encrypted cloud storage services datasync (https://www.ed.ac.uk/information-

services/computing/desktop-personal/datasync), for which the research team has 

writing access and MInf and Year 4 project students supervised by Professor Arvind 

will have reading access. We only store summaries of accelerometer data, and not 

personal information such as name, age or address. 

 

Your consent information will be kept separately from your responses in order to 

minimise risk. 

 

What are my data protection rights? 
The University of Edinburgh is a Data Controller for the information you provide. You 

have the right to access information held about you. Your right of access can be 
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exercised in accordance Data Protection Law. You also have other rights including 

rights of correction, erasure and objection. For more details, including the right to 

lodge a complaint with the Information Commissioner’s Office, please visit 

www.ico.org.uk. Questions, comments and requests about your personal data can 

also be sent to the University Data Protection Officer at dpo@ed.ac.uk.  

 

Who can I contact? 
If you have any further questions about the study, please contact Teodora 

Georgescu (tgeorges@ed.ac.uk). 

 

If you wish to make a complaint about the study, please contact: 

Professor D K Arvind (dka@inf.ed.ac.uk) or the Informatics Ethics Panel (inf-

ethics@inf.ed.ac.uk). 

 

When you contact us, please provide the study title and detail the nature of your 

complaint. 

 

Updated information. 
If the research project changes in any way, an updated Participant Information 

Sheets will be made available on request from Teodora Georgescu 

(tgeorges@ed.ac.uk). 

 

Alternative formats. 
To request this document in an alternative format, such as large print or on coloured 

paper, please contact Teodora Georgescu (tgeorges@ed.ac.uk). 

 

General information. 
For general information about how we use your data, go to: edin.ac/privacy-research 
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Participant number:_______________________ 

 

Participant Consent Form 
Project title: Classification of Physical Activities and Social Signals using 

a wearable Respeck monitor 
 Principal investigator (PI): D.K. Arvind 

Researcher: Celina Dong/ Stylianos Charalampous/  
Teodora Georgescu 

PI contact details: dka@inf.ed.ac.uk 

 
By participating in the study you agree that:  

• I have read and understood the Participant Information Sheet for the above study, 
that I have had the opportunity to ask questions, and that any questions I had were 
answered to my satisfaction. 
 

• My participation is voluntary, and that I can withdraw at any time without giving a 
reason. Withdrawing will not affect any of my rights. 
 

• I consent to my anonymised data being used in academic publications and 
presentations. 
 

• I understand that my anonymised data will be stored for the duration outlined in the 
Participant Information Sheet.  

 
Please tick yes or no for each of these statements.  
1.  I agree to my physical activity being recorded using the Respeck 

monitor.  
  

  Yes No 

2.  I allow my data to be used in future ethically approved research.   

  Yes No 

3. I agree to take part in this study. 
 
 

  

  Yes No 
 
Name of person giving consent  Date  Signature 
 
 

 dd/mm/yy   

     
Name of person taking consent  Date  Signature 
 
 

 dd/mm/yy   
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Human Activity Recognition
Evaluation

Model Window size Accuracy F1-score Precision Recall

24 0.777159 0.773966 0.792793 0.772829
Random Forest 48 0.779548 0.776205 0.793909 0.775672

72 0.773760 0.770119 0.786833 0.769942
24 0.860308 0.856697 0.868562 0.846776

CNN 48 0.874626 0.872299 0.880148 0.865608
72 0.882322 0.880180 0.886258 0.874990
24 0.867749 0.867376 0.871508 0.863686

CNN-LSTM 48 0.897449 0.896793 0.899493 0.894429
72 0.902303 0.901364 0.904048 0.899005
24 0.862952 0.798235 0.889601 0.752976

ResNet 48 0.884619 0.833841 0.918606 0.785698
72 0.892351 0.828003 0.915423 0.777980
24 0.841425 0.837751 0.850332 0.827266

SS-GAN 48 0.871245 0.869278 0.875219 0.864086
72 0.880961 0.878721 0.884607 0.873521
24 0.850648 0.847626 0.858215 0.838647

SS-GAN DAPHNE 48 0.875636 0.874214 0.880774 0.868424
72 0.887900 0.886420 0.891588 0.881843
24 0.824158 0.819398 0.834737 0.806940

AC-GAN 48 0.867155 0.865886 0.870891 0.861391
72 0.889070 0.888468 0.891281 0.885861

Table D.1: Average fold evaluation metrics achieved with each model architecture in hu-
man activity classification using 5-fold cross-validation and three distinct window sizes
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Model Window size Accuracy F1-score Precision Recall

24 0.848704 0.841112 0.850742 0.847125
Random Forest 48 0.851439 0.845176 0.853979 0.852267

72 0.842849 0.837342 0.847683 0.844032
24 0.905479 0.900602 0.912782 0.890807

CNN 48 0.924648 0.923019 0.930224 0.916950
72 0.928783 0.927157 0.934379 0.921098
24 0.904351 0.903552 0.908321 0.899247

CNN-LSTM 48 0.929535 0.929559 0.931697 0.927620
72 0.939408 0.939040 0.941494 0.936925
24 0.895803 0.830324 0.919938 0.786471

ResNet 48 0.915272 0.857810 0.941211 0.812040
72 0.924449 0.865655 0.950298 0.816022
24 0.892772 0.889264 0.902668 0.878209

SS-GAN 48 0.918114 0.916375 0.922286 0.911204
72 0.920428 0.919348 0.924331 0.915005
24 0.893440 0.890904 0.902425 0.881241

SS-GAN DAPHNE 48 0.919908 0.919138 0.925354 0.913583
72 0.927763 0.926443 0.931445 0.922073
24 0.850883 0.845276 0.864715 0.829671

AC-GAN 48 0.909009 0.908307 0.914575 0.902781
72 0.927437 0.926871 0.930330 0.923782

Table D.2: Average fold evaluation metrics achieved with each model architecture in
human activity classification using 10-fold cross-validation and three distinct window
sizes
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Figure D.1: Average fold evaluation accuracy achieved with each model architecture
in human activity classification using 5-fold cross-validation and three distinct window
sizes
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Figure D.2: Average fold evaluation accuracy per activity, achieved with each model
architecture in human activity classification using 5-fold cross-validation and window
size of 24 timesteps
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Figure D.3: Average fold evaluation accuracy per activity, achieved with each model
architecture in human activity classification using 10-fold cross-validation and window
size of 24 timesteps
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Figure D.4: Average fold evaluation accuracy per activity, achieved with each model
architecture in human activity classification using 5-fold cross-validation and window
size of 48 timesteps
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Figure D.5: Average fold evaluation accuracy per activity, achieved with each model
architecture in human activity classification using 5-fold cross-validation and window
size of 72 timesteps

Sitti
ng/Stan

ding

Walk
ing

Lyi
ng dow

n on
 back

Lyi
ng dow

n rig
ht si

de

Lyi
ng dow

n lef
t si

de

Lyi
ng dow

n on
 sto

mach

Running

Clim
bing sta

irs

Desc
ending sta

irs
Cycl

ing

Activities

Random Forest

CNN

CNN_LSTM

ResNet

SS-GAN

SS-GAN_DAPHNE

AC-GAN

M
od

el
 a

rc
hi

te
ct

ur
e

0.87 0.82 0.99 1.00 0.99 0.52 1.00 0.89 0.56 0.85

0.85 0.91 0.98 1.00 1.00 0.52 1.00 0.96 0.94 0.93

0.91 0.94 1.00 1.00 1.00 0.52 1.00 0.98 0.98 0.95

0.94 0.97 1.00 1.00 1.00 0.52 1.00 0.97 0.90 0.87

0.88 0.89 0.98 1.00 1.00 0.52 0.97 0.97 0.87 0.88

0.88 0.93 0.95 1.00 1.00 0.52 0.97 0.97 0.91 0.87

0.88 0.95 0.97 1.00 1.00 0.52 0.97 0.94 0.94 0.87

Figure D.6: Average fold evaluation accuracy per activity, achieved with each model
architecture in human activity classification using 10-fold cross-validation and window
size of 72 timesteps
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Social Signal Classification Evaluation

Model Window size Accuracy F1-score Precision Recall

24 0.327647 0.313009 0.316002 0.325551
Random Forest 48 0.331106 0.320377 0.321732 0.332277

72 0.325936 0.318274 0.320575 0.329425
24 0.307175 0.180326 0.240319 0.160863

CNN 48 0.309358 0.094555 0.136826 0.078618
72 0.304839 0.052172 0.098985 0.038131
24 0.478513 0.461489 0.481958 0.447610

CNN-LSTM 48 0.467812 0.456864 0.478122 0.442213
72 0.444247 0.424563 0.449160 0.406023
24 0.486247 0.217065 0.420327 0.168914

ResNet 48 0.494040 0.286640 0.520781 0.221462
72 0.512623 0.274595 0.554171 0.199549
24 0.455427 0.275898 0.431456 0.229368

SS-GAN 48 0.442160 0.226971 0.434777 0.172614
72 0.454495 0.291823 0.525002 0.223155
24 0.454286 0.226797 0.403788 0.182102

SS-GAN DAPHNE 48 0.436620 0.201282 0.401061 0.150179
72 0.458213 0.219539 0.460331 0.158395
24 0.484384 0.336792 0.463160 0.292401

AC-GAN 48 0.503404 0.443051 0.516168 0.405587
72 0.510307 0.441708 0.533685 0.396232

Table E.1: Average fold evaluation metrics achieved with each model architecture in
social signal classification using 5-fold cross-validation and three distinct window sizes
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Model Window size Accuracy F1-score Precision Recall

24 0.290365 0.256420 0.258827 0.273254
Random Forest 48 0.296672 0.268829 0.269773 0.283517

72 0.297086 0.274915 0.277600 0.286774
24 0.331582 0.159873 0.219511 0.140610

CNN 48 0.336975 0.163272 0.233325 0.139446
72 0.328299 0.105223 0.164701 0.083608
24 0.488259 0.465316 0.489530 0.450734

CNN-LSTM 48 0.496693 0.465852 0.491897 0.452499
72 0.476013 0.451148 0.485957 0.428390
24 0.505444 0.246232 0.438625 0.196480

ResNet 48 0.500076 0.297919 0.509918 0.231086
72 0.508787 0.267530 0.534300 0.196849
24 0.467315 0.292163 0.425619 0.246691

SS-GAN 48 0.460550 0.303155 0.457653 0.246527
72 0.477444 0.300018 0.521835 0.228613
24 0.460734 0.258110 0.405176 0.211964

SS-GAN DAPHNE 48 0.462804 0.204263 0.401413 0.155426
72 0.475398 0.260177 0.498415 0.195245
24 0.469983 0.341415 0.454781 0.296793

AC-GAN 48 0.557201 0.467597 0.604241 0.407360
72 0.515950 0.484057 0.534774 0.450734

Table E.2: Average fold evaluation metrics achieved with each model architecture in
social signal classification using 10-fold cross-validation and three distinct window sizes
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Figure E.1: Average fold evaluation accuracy achieved with each model architecture in
social signal classification using 5-fold cross-validation and three distinct window sizes
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Figure E.2: Average fold evaluation accuracy per activity, achieved with each model
architecture in social signal classification using 5-fold cross-validation and window size
of 24 timesteps
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Figure E.3: Average fold evaluation accuracy per activity, achieved with each model
architecture in social signal classification using 10-fold cross-validation and window size
of 24 timesteps
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Figure E.4: Average fold evaluation accuracy per activity, achieved with each model
architecture in social signal classification using 5-fold cross-validation and window size
of 48 timesteps
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Figure E.5: Average fold evaluation accuracy per activity, achieved with each model
architecture in social signal classification using 5-fold cross-validation and window size
of 72 timesteps
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Figure E.6: Average fold evaluation accuracy per activity, achieved with each model
architecture in social signal classification using 10-fold cross-validation and window size
of 72 timesteps
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Transfer Learning Evaluation

0 1 2 3 4 5 6 7 8 9 10
Window Size

0.70

0.75

0.80

0.85

0.90

0.95

Ac
cu

ra
cy

Model Architecture
CNN
CNN-LSTM
ResNet
SS-GAN
SS-GAN DAPHNE
AC-GAN

Figure F.1: Average transfer learning performance achieved with each model architec-
ture in human activity recognition using 5-fold cross-validation and window size of 48
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Model Windows Accuracy F1-score Precision Recall

CNN 0 0.887092 0.885183 0.892934 0.879136
1 0.922444 0.918693 0.927659 0.912059
2 0.924358 0.922059 0.929240 0.916247
3 0.923089 0.921049 0.929001 0.914469
4 0.919560 0.918323 0.924358 0.913190
5 0.925068 0.924728 0.927612 0.922095
6 0.924932 0.923791 0.928712 0.919693
7 0.928902 0.928652 0.930855 0.926589
8 0.927516 0.926873 0.930675 0.923491
9 0.931542 0.930395 0.934109 0.927118

10 0.930765 0.930465 0.933888 0.927528
CNN-LSTM 0 0.904389 0.904294 0.906635 0.902203

1 0.912104 0.911204 0.914844 0.908121
2 0.907970 0.907989 0.911166 0.905343
3 0.909618 0.908985 0.912200 0.906131
4 0.915133 0.914714 0.917160 0.912465
5 0.910992 0.911029 0.913996 0.908300
6 0.913666 0.913658 0.916119 0.911401
7 0.915479 0.915122 0.917297 0.913112
8 0.916631 0.916302 0.918427 0.914325
9 0.914912 0.914997 0.917295 0.912916

10 0.919519 0.919518 0.921744 0.917475
ResNet 0 0.893096 0.837524 0.914946 0.797274

1 0.898105 0.825658 0.916444 0.781929
2 0.898543 0.831091 0.917594 0.786189
3 0.902729 0.853667 0.925561 0.814265
4 0.906479 0.856373 0.929316 0.817263
5 0.907603 0.857588 0.928119 0.816710
6 0.909722 0.864416 0.929467 0.828565
7 0.908066 0.854667 0.929103 0.814733
8 0.910050 0.872102 0.928217 0.840140
9 0.910680 0.868897 0.930237 0.834574

10 0.915599 0.887301 0.932132 0.858769

Table F.1: Average fold evaluation metrics achieved with deep learning models in human
activity classification using 5-fold cross-validation and window size of 48
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Model Windows Accuracy F1-score Precision Recall

SS-GAN 0 0.879030 0.876852 0.883289 0.871293
1 0.902870 0.899860 0.908104 0.892719
2 0.902364 0.900822 0.907953 0.894563
3 0.898398 0.896064 0.903955 0.889342
4 0.901619 0.898883 0.907119 0.891930
5 0.902527 0.900046 0.907897 0.893321
6 0.898926 0.895935 0.903908 0.889059
7 0.898302 0.895647 0.903839 0.888611
8 0.904384 0.901560 0.909512 0.894807
9 0.903673 0.901083 0.908905 0.894458

10 0.905471 0.902574 0.910392 0.895895
SS-GAN DAPHNE 0 0.877513 0.874537 0.881120 0.868853

1 0.906658 0.903878 0.912117 0.896747
2 0.908591 0.906370 0.913781 0.899916
3 0.903023 0.900972 0.908662 0.894291
4 0.904650 0.902376 0.909959 0.895729
5 0.908366 0.905532 0.914745 0.897767
6 0.903255 0.901318 0.909118 0.894539
7 0.899273 0.896523 0.906315 0.888329
8 0.901848 0.899139 0.907605 0.892141
9 0.906339 0.904486 0.912038 0.897898

10 0.905834 0.903984 0.911884 0.897118
AC-GAN 0 0.877914 0.875697 0.881329 0.870649

1 0.878448 0.875903 0.881550 0.870854
2 0.878943 0.877135 0.882796 0.872052
3 0.878979 0.876982 0.882603 0.871961
4 0.879084 0.877153 0.882811 0.872101
5 0.879106 0.877076 0.882720 0.872019
6 0.879576 0.877700 0.883404 0.872601
7 0.880138 0.878582 0.884191 0.873556
8 0.880616 0.878859 0.884376 0.873923
9 0.880871 0.879104 0.884617 0.874185

10 0.881036 0.879711 0.885280 0.874726

Table F.2: Average fold evaluation metrics achieved with generative adversarial models
in human activity classification using 5-fold cross-validation and window size of 48
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Model Windows Accuracy F1-score Precision Recall

CNN 0 0.906620 0.903073 0.911703 0.896541
1 0.938557 0.936914 0.940508 0.934091
2 0.932518 0.931544 0.936032 0.927556
3 0.938512 0.937792 0.941002 0.935052
4 0.936515 0.935456 0.939593 0.931909
5 0.938621 0.937256 0.940674 0.934276
6 0.937260 0.934338 0.940938 0.929948
7 0.939628 0.938824 0.942047 0.936012
8 0.938418 0.937894 0.941056 0.935075
9 0.937947 0.936408 0.941568 0.932137

10 0.939306 0.935726 0.939899 0.932375
CNN-LSTM 0 0.906509 0.904907 0.907163 0.902855

1 0.927032 0.926407 0.929515 0.923715
2 0.928801 0.928431 0.931216 0.925954
3 0.932066 0.931420 0.934258 0.928888
4 0.932725 0.932661 0.934656 0.930796
5 0.930396 0.930535 0.932885 0.928394
6 0.929648 0.929502 0.931426 0.927696
7 0.930872 0.930773 0.932567 0.929123
8 0.929851 0.929554 0.932242 0.927151
9 0.932532 0.932068 0.934073 0.930202

10 0.928109 0.928126 0.929921 0.926448
ResNet 0 0.901668 0.835544 0.910813 0.797127

1 0.904690 0.831818 0.925941 0.790551
2 0.906811 0.844587 0.922328 0.804692
3 0.914890 0.862350 0.934743 0.823768
4 0.916153 0.875716 0.932834 0.842151
5 0.916921 0.855666 0.932489 0.816949
6 0.918507 0.866592 0.935121 0.829588
7 0.919784 0.880661 0.939426 0.847926
8 0.918687 0.878682 0.940947 0.842914
9 0.925577 0.870581 0.945220 0.831090

10 0.918707 0.885059 0.938119 0.854311

Table F.3: Average fold evaluation metrics achieved with deep learning models in human
activity classification using 10-fold cross-validation and window size of 48
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Model Windows Accuracy F1-score Precision Recall

SS-GAN 0 0.898698 0.895262 0.901023 0.890242
1 0.928547 0.926839 0.932763 0.921635
2 0.926407 0.924249 0.930539 0.918814
3 0.928571 0.927086 0.932519 0.922326
4 0.928882 0.927184 0.932976 0.922077
5 0.928966 0.927054 0.933523 0.921484
6 0.926172 0.924977 0.931340 0.919486
7 0.928902 0.927405 0.933124 0.922317
8 0.925980 0.924233 0.929560 0.919508
9 0.926682 0.925371 0.931267 0.920135

10 0.925653 0.924229 0.929739 0.919469
SS-GAN DAPHNE 0 0.899692 0.896858 0.902766 0.891814

1 0.930173 0.927569 0.933517 0.922404
2 0.928531 0.926720 0.932966 0.921254
3 0.930196 0.928191 0.933808 0.923274
4 0.929006 0.927511 0.933394 0.922322
5 0.929691 0.928176 0.934227 0.922841
6 0.931224 0.929986 0.936029 0.924707
7 0.931989 0.930521 0.936448 0.925301
8 0.930090 0.928191 0.934289 0.922904
9 0.925966 0.924368 0.929804 0.919537

10 0.929116 0.927829 0.933654 0.922674
AC-GAN 0 0.886928 0.884035 0.889781 0.878917

1 0.887316 0.885127 0.890946 0.879944
2 0.887747 0.885520 0.891310 0.880347
3 0.887822 0.885707 0.891517 0.880536
4 0.887933 0.885868 0.891615 0.880726
5 0.887955 0.886160 0.891842 0.881079
6 0.888390 0.886612 0.892456 0.881387
7 0.889023 0.887190 0.892948 0.882036
8 0.889280 0.887432 0.893198 0.882284
9 0.889548 0.887498 0.893211 0.882398

10 0.889839 0.888122 0.893782 0.883058

Table F.4: Average fold evaluation metrics achieved with generative adversarial models
in human activity classification using 10-fold cross-validation and window size of 48
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Model Windows Accuracy F1-score Precision Recall

CNN 0 0.229184 0.095149 0.122413 0.082244
1 0.365932 0.282411 0.370255 0.247408
2 0.386691 0.323923 0.389616 0.295414
3 0.383600 0.330977 0.391066 0.303181
4 0.396017 0.353619 0.413919 0.323886
5 0.391991 0.311833 0.373042 0.282863
6 0.374666 0.321053 0.373655 0.295113
7 0.371612 0.336241 0.384797 0.311765
8 0.369945 0.338811 0.393756 0.314877
9 0.353858 0.325802 0.356776 0.308691

10 0.360177 0.310052 0.374795 0.279006
CNN-LSTM 0 0.411858 0.397461 0.415753 0.384619

1 0.453551 0.412687 0.466100 0.386479
2 0.473725 0.436578 0.484333 0.412015
3 0.456022 0.407452 0.458708 0.380764
4 0.466182 0.422679 0.468679 0.396806
5 0.466354 0.421037 0.487214 0.389578
6 0.458505 0.410665 0.469621 0.381733
7 0.453438 0.416600 0.462457 0.390564
8 0.440149 0.396037 0.452370 0.371647
9 0.432215 0.394813 0.446466 0.368633

10 0.430701 0.392634 0.441685 0.367927
ResNet 0 0.446434 0.287601 0.484572 0.227968

1 0.456186 0.289113 0.471820 0.227957
2 0.482944 0.294091 0.476037 0.234301
3 0.470660 0.298221 0.471836 0.243365
4 0.485532 0.281179 0.457257 0.221275
5 0.469891 0.290789 0.465192 0.232757
6 0.462367 0.283139 0.463394 0.224860
7 0.458158 0.294841 0.469453 0.239433
8 0.450723 0.294936 0.463698 0.239517
9 0.453813 0.301863 0.470089 0.246221

10 0.448597 0.276245 0.421963 0.223450

Table F.5: Average fold evaluation metrics achieved with deep learning models in social
signal classification using 5-fold cross-validation and window size of 48
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Model Windows Accuracy F1-score Precision Recall

SS-GAN 0 0.423476 0.220488 0.405228 0.169415
1 0.425437 0.293124 0.417020 0.247923
2 0.424004 0.259601 0.396109 0.214303
3 0.407816 0.272625 0.403602 0.228172
4 0.420497 0.289250 0.411310 0.244836
5 0.414012 0.288986 0.422645 0.242689
6 0.398539 0.270551 0.394412 0.228643
7 0.388872 0.265850 0.381257 0.226725
8 0.388139 0.268772 0.398533 0.223710
9 0.363203 0.271740 0.392928 0.227868

10 0.356060 0.252279 0.375544 0.211397
SS-GAN DAPHNE 0 0.398653 0.198044 0.372928 0.151643

1 0.427204 0.229327 0.375912 0.186551
2 0.407162 0.239195 0.373306 0.191912
3 0.406447 0.236512 0.375563 0.193480
4 0.409515 0.226070 0.362420 0.181242
5 0.400898 0.240509 0.385720 0.191697
6 0.388270 0.224834 0.368584 0.181402
7 0.400107 0.229522 0.388814 0.183948
8 0.367710 0.213011 0.367613 0.173673
9 0.387568 0.233078 0.359308 0.194316

10 0.344476 0.194306 0.316271 0.158421
AC-GAN 0 0.414487 0.368816 0.444379 0.331648

1 0.414623 0.369626 0.452678 0.331846
2 0.415235 0.368931 0.441628 0.332323
3 0.416333 0.372429 0.446156 0.336234
4 0.417495 0.374391 0.445210 0.338127
5 0.418799 0.378908 0.457841 0.341409
6 0.419639 0.374785 0.448018 0.338302
7 0.420254 0.380625 0.454988 0.342738
8 0.419731 0.380338 0.456458 0.343071
9 0.420253 0.381954 0.463337 0.344000

10 0.420370 0.379099 0.451626 0.343736

Table F.6: Average fold evaluation metrics achieved with generative adversarial models
in social signal classification using 5-fold cross-validation and window size of 48



Appendix F. Transfer Learning Evaluation 74

Model Windows Accuracy F1-score Precision Recall

CNN 0 0.263589 0.123039 0.187662 0.099892
1 0.412321 0.301762 0.403563 0.264132
2 0.413821 0.334325 0.407877 0.307864
3 0.424586 0.321330 0.368134 0.300249
4 0.413805 0.333338 0.397457 0.307970
5 0.411531 0.350504 0.403280 0.327692
6 0.413707 0.374611 0.409749 0.354866
7 0.401384 0.360550 0.400139 0.343600
8 0.380885 0.342752 0.380916 0.323147
9 0.393397 0.357752 0.392808 0.339193

10 0.368848 0.324505 0.368674 0.309383
CNN-LSTM 0 0.447489 0.426440 0.450788 0.410806

1 0.501176 0.458056 0.494473 0.434797
2 0.509295 0.475740 0.522557 0.452560
3 0.495954 0.474206 0.500196 0.457804
4 0.504257 0.484140 0.512854 0.465065
5 0.509470 0.458894 0.500658 0.436525
6 0.490883 0.463638 0.503048 0.441671
7 0.486635 0.463786 0.502799 0.440062
8 0.480313 0.458960 0.485445 0.442862
9 0.461203 0.427541 0.462345 0.408867

10 0.448536 0.418739 0.451320 0.397507
ResNet 0 0.477401 0.276862 0.496259 0.214858

1 0.506681 0.301374 0.490960 0.239802
2 0.508805 0.301215 0.521674 0.235591
3 0.499416 0.335544 0.499577 0.278348
4 0.486193 0.339857 0.494496 0.287013
5 0.498886 0.357571 0.511185 0.298981
6 0.479357 0.323753 0.505842 0.266768
7 0.462627 0.326648 0.484950 0.268954
8 0.468911 0.368692 0.502248 0.314349
9 0.473773 0.327067 0.478468 0.274073

10 0.452065 0.311219 0.493563 0.253174

Table F.7: Average fold evaluation metrics achieved with deep learning models in social
signal classification using 10-fold cross-validation and window size of 48
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Model Windows Accuracy F1-score Precision Recall

SS-GAN 0 0.452306 0.284853 0.433932 0.232678
1 0.476848 0.390867 0.494558 0.345496
2 0.474128 0.381836 0.496857 0.338370
3 0.463658 0.368002 0.459413 0.326938
4 0.458879 0.384689 0.493315 0.338440
5 0.452550 0.352635 0.459167 0.307372
6 0.437920 0.365263 0.445561 0.326136
7 0.437711 0.371151 0.459894 0.331451
8 0.434687 0.347488 0.440410 0.304094
9 0.414322 0.332322 0.436566 0.290583

10 0.400474 0.307489 0.401602 0.268197
SS-GAN DAPHNE 0 0.384528 0.169669 0.315074 0.129991

1 0.455013 0.324042 0.417426 0.283810
2 0.445352 0.332854 0.433804 0.290893
3 0.442217 0.269026 0.381513 0.229469
4 0.427031 0.273597 0.400337 0.226125
5 0.424762 0.289063 0.401739 0.242714
6 0.414826 0.287152 0.421005 0.240377
7 0.422656 0.293335 0.416613 0.248553
8 0.394638 0.294284 0.395926 0.251089
9 0.390965 0.251709 0.354207 0.210868

10 0.388770 0.264311 0.369708 0.223114
AC-GAN 0 0.597251 0.496890 0.661902 0.430078

1 0.598338 0.496972 0.645285 0.430591
2 0.599581 0.502217 0.652698 0.434877
3 0.601239 0.499706 0.643823 0.433060
4 0.602227 0.501575 0.634303 0.437298
5 0.603285 0.502658 0.649585 0.435756
6 0.604428 0.511400 0.653084 0.443862
7 0.605912 0.510436 0.661731 0.439679
8 0.606121 0.510591 0.658060 0.442558
9 0.606777 0.516284 0.669028 0.446615

10 0.607693 0.518271 0.666486 0.449105

Table F.8: Average fold evaluation metrics achieved with generative adversarial models
in social signal classification using 10-fold cross-validation and window size of 48
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Figure F.2: Average transfer learning performance achieved with each model architec-
ture in social signal recognition using 5-fold cross-validation and window size of 48
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