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Abstract

Significant sensitivity to changing temperatures makes phenological data an extremely
valuable record for studying the potential influence of global warming on various
ecosystems around the world [180]. However, due to the great species, richness as
well as vast and hardly accessible areas of habitat, currently available methods of data
collection are incredibly time-consuming and severely limited to certain locations. This
project aims to improve our previous version of the E. vaginatum cotton-grass flower
species detector in order to provide a new fully-automated method for species tracking
allowing further development of image analysis tools for real-world ecological data
collection in various types of flowering ecosystems.

Following our previously successful network setup, we based the latest version of our
model on the Faster R-CNN architecture once again, along with a highly effective
PReLU activation unit. This time, we utilised an additional convolutional block com-
bined with a contextual path within the feature extractor component which allowed the
network to consider a broader area around each potential object, boosting its detection
quality. Moreover, utilising fewer proposals for testing and extending the Fast R-CNN
detector component by adding dropout and an extra fully-connected layer resulted in
further improvements in performance.

The aforementioned modifications yield superior detection quality compared with the
previous iteration of the network (F1 score of 0.82 compared with 0.70) and against
the experienced human annotators (0.84 compared with 0.71). Our architecture was
also able to deliver the total object count very close to the true ground count value
(107%) and presented relatively good resistance to varying image quality factors caused
by changeable weather conditions. Further experiments demonstrated the network’s
capability of achieving reliable results on higher altitude images, indicating a potential
of constructing a universal detection pipeline suitable for various flight set-ups.

Furthermore, we have improved the quality of our old dataset of 2160 high spatial
resolution images by an extensive re-annotation procedure and added 108 more tiles
from the higher flight altitude of 24m for further assessment the model’s detection
capabilities. The resulted dataset is also a valuable resource for future studies regarding
the phenology of E. vaginatum flower species as well as tundra biome in general.
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Chapter 1

Introduction

1.1 Motivation

The process of global warming has been extensively studied over the past decades trying
to quantify or at least reliably estimate its extent [110, 69, 5, 115]. Indisputably, rising
temperatures caused by global warming has been affecting the expansion, distribution,
and phenology of various plant species, making this kind of data very valuable at
estimating the consequences of the aforementioned phenomenon [115]. Unfortunately,
recent on-site methods do not provide reliable means of collecting phenological records
due to the extensive areas of habitat and great species richness [5]. Therefore, this
project aims to address this issue by utilising recent advancements in object detection
field [8, 152, 121] and constructing a deep-learning based model capable of fully-
automated plant population tracking and counting in order to aid recent efforts of
quantifying the effects of global warming and estimating its consequences.

With the predicted rise of average global temperature by 2-7°C within the next century
[99], Arctic is warming much more rapidly than any other biome and is likely to
experience a rise of up to 10°C [106] within the same time period. This process has
been constantly accelerating, causing the average temperature around the Arctic to
increase by 2°C since the 1950s [106]. This, as a result, suggests lengthening growing
season of the Arctic tundra plant species [69], which is estimated to extend by 4.7
days each decade [110]. Indeed, it has been proven that observed patterns of earlier
and more rapid snowmelt in the spring season, as well as the postponed snowfall in
autumn greatly affect the photosynthetic activity of the local plant populations [180].
Unfortunately, the exact consequences of warming in most of the plant communities are
still uncertain due to the lack of robust and efficient measuring methods of plant growth,
development and age tracking [23].

One of the most affected records by the changing temperatures is plant phenology which
studies seasonally recurrent activities of plants such as the timing of flowering, leaf
emergence and decay [24, 129]. In particular, phenological sensitivity, defined as a shift
of phenological event in days per degree of temperature change, is a commonly used
indicator of species’ population structural change [5]. According to studies, between
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1971 and 2000, almost 78% of 542 species in Europe indicated earlier phenology,
with 30% of significant extent [100, 23]. Such change has been accompanied by the
rising temperatures within the studied region [100]. Moreover, further studies of 347
plant species within the British Isles proved that species with stronger phenological
advance due to climate change also had greater local increases in abundance and spatial
expansion of their range limits [61]. Hence, phenological records are especially valuable
parameters for studying the potential influence and consequences of global warming on
various ecosystems [180].

Time and density of flowering are one of the most commonly used types of phenological
record, which denotes the number of individuals per unit of area [113]. However, con-
ventional collection methods of such data consist of manual on-side observations within
selected areas or along short transects. Such solutions are extremely time-consuming,
expensive and hardly scalable to bigger areas [115]. Introduction of unmanned aerial
vehicles (UAV), commonly known as drones, gave rise to proximal remote sensing
methods providing an abundance of high spatial resolution imagery [26], fully or par-
tially mitigating aforementioned issues. This cost-effective and non-invasive way of
data harvesting, especially important within sensitive ecosystems, indicated a need for
an efficient and accurate method for analysing such data in more detail [13, 10].

The biggest challenges posed by high spatial resolution drone imagery are changeable
light conditions and complex background [59]. Initial attempts of robust and accurate
data analysis included template matching [2], object-based image analysis (OBIA)
[44], regression analysis [4] and Markov point processes [30], none of which was able
to yield desirable performance. More advanced method, utilising maximally stable
extremal regions (MSER) from drone imagery [70], had been used for turtle and seabird
counting with a limited success [95, 70].

The rapid expansion of deep-learning based models introduced a new opportunity for
achieving more efficient and accurate image analysis methods. In fact, huge success
of AlexNet in the ImageNet recognition challenge in 2012, which beat the runner-
up by almost 11 percentage points in top-5 error [78], indicated CNN-based models’
superiority in case of robustness and efficiency over previous hand-crafted feature based
methods (colour histograms [15], SIFT [93] or HOG [161]). Moreover, accompanied
by the most recent hardware advancements including utilisation and development of
general purpose units (GPUs) to speed up both training and inference process, these
models are now capable of real-time detection [121].

Currently, the most notable architectures include SSD [91], YOLO [120, 121], Faster
R-CNN [41] and its variants utilising numerous different feature extractors [123, 35].
These models have been successfully applied in a wide range of different object detection
tasks including pedestrian [121, 8, 135, 178] or face detection [152, 37] as well as aerial
objects tracking [19, 172, 20].

Nevertheless, the aforementioned networks are rarely used in the context of high spatial
resolution imagery collected by drones or satellites due to much greater complexity
introduced by such data, including very small object size, image distortions and high
background noise [19, 14]. This, in fact, creates an opportunity of discovering novel
solutions to tackle the issue of inefficient phenology data collection and analysis methods
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[172]. Therefore, our project aims to further adjust Faster R-CNN architecture [122],
which we regard as the most promising, for the purpose of our task, giving rise to a
novel fully-automated tool for real-world ecological data collection.

In this part of the project, we continue our efforts on detection and counting of Eriopho-
rum vaginatum cotton-grass flower species [129] from high spatial resolution imagery
collected in Arctic tundra. This particular plant species occupies vast sections of North
American as well as the Siberian Arctic and is often used for plant phenological studies
of the Arctic ecosystem [55], making it an appropriate subject of study. Automating the
process of phenological data harvesting (i.e. detection and counting) could significantly
speed up and improve the quality of the data in tundra ecosystems providing landscape-
level information on plant responses to global temperature change [55]. Therefore, our
project aims to provide a novel fully-automated method for species tracking and allow
for further development of image analysis tools for real-world ecological data collection
in tundra as well as other flowering ecosystems (i.e. grasslands, deserts).

1.2 Goals

The following is the overview of the main objectives of a successfully completed project:

• Dataset improvement: as indicated by the extensive evaluation procedure in the
previous report (Part 1), our first version of E. vaginatum dataset was incomplete,
missing some relatively obvious flower instances. Inaccuracies such as flower
omissions and light reflections confusion resulted in limited accuracy of our
evaluation measures. Therefore, we proposed to investigate all previously made
annotations as well as model detections by classifying them as correct (true-
positive) or incorrect (false-positive) to improve the quality of the dataset.

• Dataset extension: due to the beneficial impact of the additional training data on
any machine learning model, we have planned to extend our dataset constructed
in the previous year. The extension will include both adding model detections
which were classified as correct by the annotators (existing images) as well as
new images collected from 24m above the ground level to help us investigate our
model’s ability to detect flowers from higher altitude imagery.

• Improvement of the existing detection model: despite our greatest efforts to
achieve the best possible model performance last year, the evaluation our final
model and recent progress within the deep-learning field indicated a potential for
further improvement. Hence, we planned a thorough investigation of the most
efficient methods for our model in order to yield even better detection quality.

• Extensive and accurate evaluation: in addition to our previous evaluation proce-
dure, we aimed to investigate other aspects of the model performance such as the
network’s ability to detect the flower objects from higher flight altitudes. Further
result analysis is crucial to fully evaluate the model’s detection capabilities.

• Real life application: we also planned to use the final version of our model on
the past data gathered from the investigated area. This would allow us to estimate
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the E. vaginatum population size which is the desired and expected result of this
project by the geoscience research community.

1.3 Contributions and achievements

Below, we present our achievements and contributions towards achieving a new method
of quantifying plant phenology in a warming tundra biome:

• Improved E. vaginatum dataset: we successfully improved the quality of pro-
vided annotations within the dataset by a thorough inspection and re-annotation
procedure. This resulted in rejecting almost 8% of the previously annotated flower
objects.

• Dataset extension: we successfully extended the existing dataset (Part 1) by
adding nearly 10000 of model annotations which included correctly detected
flowers but had been previously omitted by the human annotators. We also added
108 more tiles which had been collected from a higher altitude (24m) in order to
further investigate our model’s performance on varying flight elevation.

• Model architecture improvement: we significantly improved the detection
quality of our model by extending its architecture through an additional contextual
path, dropout layers as well as an extra fully-connected layer within the Fast R-
CNN detector component. Our current model achieves F1 score of 0.82 compared
with only 0.70 last year. Moreover, based on our thorough investigation, the
network tends to detect a total number of objects present within the investigated
area being very close to the total number of flowers expected by the ground-truth
(within 10% difference range).

• Extensive evaluation: we conducted a thorough investigation of our network’s
performance including both standard metrics such as F1 score and average pre-
cision (Sections 7.1 and 7.2) as well as ran a series of experiments involving
images from different altitudes in order to determine a viability of delivering a
single detection pipeline capable of handling different flight scenarios (Sections
7.5 and 7.6). Furthermore, we also examined the network’s detection quality
against those of the experienced human annotators (Sections 7.3) and population
counts collected on the ground (Section 7.4) along with assessment of model’s
performance according to varying image quality factors such as image sharpness
and relative luminance (Section 7.7).

• Analysis of past data: having a reliable and well-performing detector allowed
us to analyse past data collected within the investigated area of Herschel Island
and estimate the E. vaginatum flower population (Section 7.8).



Chapter 2

Previous progress and
achievements (Part 1)

2.1 Dataset

Table 2.1 specifies the details regarding the original data supplied by the Team Shrub
research group from the School of Geosciences at the University of Edinburgh [140]
last year. The imagery had been collected according to our data collection manuscript
which is available in Appendix A.1. The drone expeditions were done across four
survey plots on Qikiqtaruk - Herschel Island (69°N, 139°W) in the Canadian Arctic
using Phantom 4 Advanced Pro drone platform [31]. It is worth noting that supplied
data represents a wide spectrum of complexity levels (i.e. lighting, blur) due to various
weather conditions present during the time of the collection.

Due to the substantial number of the original high spatial images (2625) and their
dimensionality (5320ˆ4200), we decided to apply a pre-processing procedure before
forming our final dataset. Therefore, we selected only the data collected from 12m
altitude and divided each image into 440ˆ440 tiles including 20 pixels overlap between
each other to avoid the situation where a flower lands on the edge making it more
difficult or even impossible for the annotators to notice it. Furthermore, to achieve good
generalisation of our model, we randomly selected 8% of tiles from 10 random images
within each of the possible days, sites and flights. This procedure resulted in a dataset
of 2160 randomly selected tiles, evenly spread across images of different areas under
various weather conditions.

The final step included data annotation using our own web-based tool. The annotators
were able to indicate the coordinates of the centre of each flower object present within
an image by simply clicking on the appropriate location. All the annotations were
then stored on the Somata server (somata.inf.ed.ac.uk) in an easily interpretable JSON
format. Further processing resulted in dividing the data into training and testing sets of
1728 (80%) and 432 (20%) tiles respectively. Our final dataset contained 34855 flower
objects with 27922 within training and 6933 within testing sets.

13
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Feature Initial data Dataset
Collection sites PS 1, PS 2, PS 3, PS 4 PS 1, PS 2, PS 3, PS 4
Altitude 12m, 24m, 50m, 100m 12m
Collection period June - August 2017 12th and 14th of July
Collection times 11:00 - 18:00 11:00 - 18:00
Weather conditions Various (i.e. clear sky, rain, wind) Various
Number of images 2625 2160
Image dimensions 5320ˆ4200px 440ˆ440px

Table 2.1: Initial data and final dataset specifications.

2.2 Methodology

Prioritising accuracy over speed for both training and testing, we utilised Faster R-CNN
[122] as our meta-architecture. Such choice was based on our extensive literature
research regarding most recent state-of-the-art deep-learning based models for object
detection. Furthermore, we used an alternative activation unit, namely parametric ReLU
(PReLU) [51] which we had implemented ourselves. Such a choice was made in order
to eliminate the issue of vanishing gradients and limit the risk of overfitting when
compared to the standard ReLU activation [103] used in the original Faster R-CNN
implementation. Our final architecture consisted of three main components:

• Base network: fully-convolutional neural network used as a feature extractor. In
order to make it capable of small object detection [35], we limited the number
of convolutional blocks (i.e. n convolutional layers each complemented by an
activation unit, followed by max-pooling layer) to two with two convolutional
layers in each. Such a relatively shallow network limited a risk information loss
due to the extensive feature map down-sampling performed by the pooling layer.

• Region proposal network (RPN): class-agnostic network responsible for utilis-
ing the extracted features and finding a predefined number of region proposals
which are most likely to contain flower objects. We further adjusted the original
implementation of the RPN to accommodate the fact that E. vaginatum flowers
take circular shape which can be enclosed by a square bounding box. Therefore,
we decided to consider anchors of a single 1 : 1 ratio but of 5 different scales due
to the variety of flower sizes.

• Detection network (Fast R-CNN): class-specific neural network responsible
for classification and bounding box refinement. For the purpose of achieving
the most optimal results, we set the lower threshold of negative samples within
the mini-batch from 0.1 to 0. Such decision was made based on the previous
studies [138] claiming that higher threshold results in ignoring infrequent yet
very important cases of confusing background regions.

The above parts were then jointly trained following the 4-stage training procedure where
RPN and detection components were trained interchangeably combined with the base
network. The whole training procedure required 16 hours to complete using Nvidia
Geforce 1080TI GPU. Testing time averaged to 0.5s for a single 440ˆ440 tile.
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Precision Recall F1 AP LAMR
Score 0.60 0.83 0.70 0.77 0.64

Table 2.2: Model scores on the test set based on the considered evaluation metrics.
AP an LAMR denote average precision and log-average miss-rate respectively.

A B C D E F Model
Before 0.76 0.73 0.65 0.69 0.71 0.70 0.75
After 0.80 0.76 0.70 0.70 0.78 0.74 0.86

Table 2.3: F1 scores for human annotators (A-F) and the model before and after
ground-truth analysis of the test set subset (i.e. 15 tiles).

2.3 Evaluation and Results

The first part of our evaluation was focused on choosing a single metric capable of
a reliable summary of the model’s performance. Due to a wide variety of choices,
we decided on F1 score being our primary evaluation measure (reliably indicates the
balance between precision and recall) supplemented by the average precision (most
popular metric in object detection community). Our final model achieved F1 score
of 0.70 on the test set which was highly impacted by a low value of precision (0.60)
compared with that of the recall (0.83). We also managed to achieve an encouraging
average precision score of 0.77 (Table 2.2).

In order to get a comparison between the performances of our model and human
annotators, we randomly selected a sample of 15 tiles from the test set and asked 6
individuals to annotate them. This procedure allowed us to contrast these 6 scores with
the model (Table 2.3). Our network achieved satisfactory performance scoring F1 of
0.75 compared with the best performing human achieving 0.76. However, we also
noticed that the ground-truth annotations were incomplete, resulting in the rejection of
some of the correct model detections as false positives which greatly influenced the
evaluation results. Hence, we performed a re-annotation of the ground-truth for the
analysed sample and re-evaluated the subjects against each other. This time our model
achieved a much higher score than the best-performing annotator (0.86 vs. 0.80). This
procedure demonstrated our network’s potential of achieving human-like performance
in this particular task as well as a need to reconsider the ground-truth of our dataset due
to its incompleteness which has been done in this part of the project.

The final evaluation stage involved counting performance. For the ground-truth, we
used ground counts from the 2ˆ2 meter sections within four phonology sites performed
during image collection. These counts were the closest to the true number of flower
objects growing within the area since the collectors were present on site. Again, our
model outperformed best-scoring human annotator by detecting on average 0.90 of
the total ground count value with 0.83 for the human. Furthermore, it is worth noting
that even considerable variations in image factors such as sharpness and illumination
due to changing weather conditions did not prevent the model from achieving such a
remarkable performance.





Chapter 3

Background

One of the most crucial aspects of successful task completion is choosing appropri-
ate model architecture. In this chapter, we will introduce the reader to the possible
approaches towards object detection and most up-to-date state-of-the-art architectures
used for similar detection tasks.

As mentioned in our previous report (Section 2.1 of the previous report), we define the E.
vaginatum population tracking as the object detection task. The goal of object detection
is both to determine the location (localisation) and class of every object present within
an input image (classification) based on its statistical and geometric features [59]. Its
complexity and wide applications such as pedestrian [8, 32] or face detection [152, 37],
make object detection one of the most fundamental tasks in computer vision [86].

3.1 Object detection approaches

One approach of tackling object detection is a two-step region proposal based frame-
work, also known as refined classification, which partially resembles the human’s brain
attention mechanism [179]. This two-step framework firstly regresses the prior box (i.e.
proposal) to a refined bounding box whose features are then pooled from a common
feature volume and are followed by the classification procedure [156, 41]. The most
successful examples of architectures following this regime are OverFeat [132], R-CNN
[41], SPP-Net [52], Fast R-CNN [40], Faster R-CNN [122] and Feature Pyramid Net-
work (FPN) [88] (Figure 3.1). The aforementioned models have already been described
in the background chapter of our last year report (Section 2.2 of the previous report).

The refined approach has been recently challenged by the regression/classification based
framework, better known as direct classification [179]. In this procedure, regression
and classification are performed simultaneously on the proposal resulting in reduced
processing time (fewer steps) and memory requirements (no need to store the proposals)
[91]. The most representative networks following this approach are YOLO (You-Only-
Look-Once) [120] and Single Shot MultiBox Detector (SSD) [91] which have also been
described in the previous part of this project (Section 2.2 of the previous report).

17
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Figure 3.1: Overview of the progress of deep-learning based object detection
architectures [179].

Despite the direct classification networks being even two orders of magnitude faster
in testing time than their refined counterparts 3.1, allowing them real-time detection
[120, 121], they tend to be less accurate [60, 179]. According to Figure 3.2, Faster
R-CNN model significantly outperforms other direct classification architectures using
equivalent feature extractors in case of detection quality (i.e. mAP). This can be
attributed to the greater amount of localisation errors performed by the models following
the direct approach due to the lack of proposal refinement [155].

Moreover, networks such as YOLO tend to struggle with detecting small objects,
especially in groups due to the strong spatial constraints imposed on bounding box
predictions [120]. On the other hand, architectures such as Faster R-CNN can easily be
sped up without sacrificing accuracy by utilising additional methods including residual
connections [168] or using less number of proposals for testing [122, 77].

Figure 3.2: Speed/accuracy trade-off graph based on COCO dataset [89] for different
models representing both refined and direct classification approaches of object
detection [60].
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Furthermore, according to the research group from the Edinburgh School of Geo-
sciences, our primary user, the accuracy of the counts is valued much higher than the
processing speed of the model. Hence, we found the accuracy of our model as crucial
for the final success of this project and decided to choose Faster R-CNN network as our
final architecture. This model also proved to be very successful in the previous part of
the project as well as similar tasks involving small object detection [35, 123].

3.2 Small object detection

It is worth mentioning that the task of E. vaginatum flower detection is especially
complex due to the area occupied by the objects varying between 100 and 256 square
pixels translating to about 0.05´0.1% of the area of the whole input image. Such small
objects are rarely considered in the most frequently used object detection datasets. For
datasets such as ImageNet [78] or COCO [89], objects occupying at most 32ˆ32 pixel
area, are considered as small, whereas the E. vaginatum flowers within our 12m altitude,
do not exceed 15ˆ15. Therefore, we put much greater focus on the detection accuracy
than the inference speed of our final detector.

In order to illustrate the complexity of the small object detection task, it is worth notic-
ing that, the best performing model at the 2017 COCO challenge (i.e. MegDet [111])
achieved an impressive 64.9% mAP for large instances while scoring only 34.5% mAP
on small objects. Such a huge performance gap is especially striking since MegNet was
an ensemble of four different detectors, accompanied by other techniques and trained
on multiple GPUs [111]. Hence, small object detection is considered an extremely
challenging task and is a very active area of research [112].

Network mAP (%) Test time (sec/img) Rate (FPS)
Refined Classification:
SS + R-CNN [41] 66.00 32.84 0.03
SS + SPP-Net [52] 63.10 2.30 0.44
Faster R-CNN (VGG16) [122] 73.20 0.11 9.10
Faster R-CNN (ResNet101) [122] 83.80 2.24 0.40
Direct Classification:
YOLO [120] 63.40 0.02 45.00
SSD-300 [91] 74.30 0.02 46.00
SSD-512 [91] 76.80 0.05 19.00

Table 3.1: Comparison of various networks for object detection based on PASCAL
VOC 2007 testing set [36]. SS denotes selective search proposal extraction method
[160], differently numbered SSD refer to the side dimension of the input image.

Despite its complexity, there are few methods commonly used to improve neural
networks’ performance in case of both localisation and classification for small objects.
The most obvious strategy is to upscale the image, increasing the relative size of smaller
objects [35]. However, such an approach proves inefficient very quickly due to the
increased memory requirements to process the image and the capacity of the GPU’s
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memory. Some studies also proposed considering each image at multiple scales (i.e.
pyramids) during training [142] or testing [136] procedure.

Taking the idea of image upscaling further, super-resolution could be used to mitigate
the issue of memory requirements [47]. In this case, Genral Advarsarial Network (GAN)
is usually trained and utilised to increase the resolution of the appropriate image crop
containing small object which can be then be processed further. However, the efficiency
of this approach highly relies on the initial resolution of the image [137].

Another alternative to improve small object detection performance is to reduce the
number of the network’s layers, making it shallower as a result. According to numerous
studies [35, 59], earlier layers tend to be more appropriate for small object detection
due to a much smaller receptive field and reduced risk of information loss caused by the
dimensionality reduction of the feature maps performed by the pooling layers [46]. This
technique has proved to be extremely efficient for specific tasks when all the objects
were expected to be of a similar small size [147]. We also followed this principle in the
previous part of our project by incorporating only the first two blocks of the VGG-16
architecture [141] as our feature extractor.

Considering context information around each object presents another improvement
towards robust small object detection [123]. This technique is widely used to improve
models’ detection performance on both various object sizes [39] as well as small
objects specifically [123]. The idea of including contextual information within the
detection pipeline is rather intuitive since context is an effective cue for humans to
detect low-resolution (and often small) objects in images [108].

Context is especially helpful to locate small objects because it provides additional
information by consulting nearby surroundings [176]. Possible implementations were
achieved by including separate ’contextual path’ within the network architecture [39] as
well as by fusing feature maps from deeper layers (bigger receptive field) with those
from shallower layers [139]. Due to the effectiveness of this approach, we decided to
consider utilising contextual information within our model in this part of the project.
Further discussion and implementation details had been included in Section 5.1.5.

3.3 Final architecture

Due to the encouraging results achieved in the previous part of the project and the
success of Faster R-CNN in tackling similar tasks as ours [123, 59, 35, 77], we decided
to base our solution on this architecture yet again. According to the previous studies
[60, 179], Faster R-CNN and its variations provide the most accurate results compared
to models following the direct classification approach which is vital for small object
detection. Moreover, most recent improvements such as skip connections [123] and
proposal number reduction [77] allow for improving the speed performance of the
model without necessarily compromising detection quality. Hence, we found exploring
the potential of Faster R-CNN in E. vaginatum flower detection especially appropriate.
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Figure 3.3: Evolution of the R-CNN based architectures [164].

Faster R-CNN [122] stands for faster region-based convolutional neural network which
has been derived from its predecessors, namely R-CNN [41] and Fast R-CNN [40]
which we have described in more detail in the last year’s report (Section 2.2 of the
previous report). As the name suggests, it firstly focuses on generating proposals (i.e.
regions) which are the most likely to include an object and uses those to perform
bounding box regression and classification based on their features [122].

Faster R-CNN addressed the bottleneck of its predecessor, namely the inefficient region
extraction method (i.e. selective search [160]), by introducing a Region Proposal
Network (RPN) [122]. Such a solution was nearly cost-free due to sharing full-image
convolutional features with the rest of the detection network [179]. Hence, RPN was a
crucial step to improve the efficiency of Fast R-CNN since it could share the feature
extractor’s layers, reducing the time of previously used selective search method [59].

As a result, Faster R-CNN consists of three components first of which is the feature
extractor network (originally VGG-16[141]) shared by the other two parts and responsi-
ble for extracting image features outputted by its last convolutional layer (Figure 3.3).
The extracted feature maps are then processed by the class-agnostic RPN which is a
small convolutional network used to extract a set number of image proposals (RoI). The
class-specific Fast R-CNN detector is then applied on the proposals in order to perform
the refined box regression and classification [147]. Extensive experiments proved not
only a significant improvement in speed (0.2s per image) but also in detection quality
[122, 179, 35].

Faster R-CNN and its variations, has also been successfully applied in small object
detection tasks [35, 77, 123, 35, 147]. Proposed modifications were based on the exact
same principles as the original Faster R-CNN but with slight adjustments, mainly to the
feature extractor component. According to the most recent studies, Faster R-CNN was
capable of good quality detections (78.9% mAP) even from satellite imagery where
the objects appear as very small [123]. This has been achieved by feature map fusion
from different levels of Res-Net feature extractor [50], which allows considering more
contextual information around each instance. A similar approach also involves feature
map concatenation instead of simple fusion (i.e. addition) to account for less distorted
features [59].
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Other modifications included using fewer proposals generated by the RPN (i.e. from
2000 to 300) for testing since it is more likely to include fewer proposals of generic
objects that are part of the background due to their relatively simpler shapes [77, 122].
Hence, considering our previous model’s success as well as the recent findings regarding
Faster R-CNN for small object detection, we found this architecture to be the most
suitable for our task.
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Dataset

The dataset being used in the previous part of the project consisted of 2160 image tiles
with 34855 flower objects manually detected by human annotators (Chapter 3 of the
previous report). Further 80%´ 20% data-split procedure resulted in the formation
of a training set containing 1728 tiles with 27922 flowers and testing set of 432 tiles
with 6933 objects. However, our previous experiments and evaluation emphasised
inaccuracies of the dataset which were likely to have a substantial impact on the
final results. Therefore, we decided to improve and extend our dataset to address the
aforementioned issues.

This year project utilised the following three datasets:

• Re-annotated dataset: updated version of the dataset from the previous part of
the project, including revised flower annotations (Section 4.2).

• Scaled dataset: scaled version of the re-annotated dataset used to simulate higher
flight altitude (i.e. 24m) during data collection (Section 4.3).

• Dataset extension: a testing set consisting of 108 images from 24m elevation
used to evaluate the network trained on the simulated altitude tiles (Section 4.4).

4.1 Dataset re-annotation

The earlier version of our human ground-truth annotations was missing some of the
objects due to the omnipresent noise caused by light reflections and other flower species.
This resulted in cases where the correct model’s detections were rejected as false-
positives despite including legitimate flower objects which should have been considered
as true-positives instead. This was likely to affect the scores of most of the evaluation
metrics. In fact, it has been proven by further analysis performed on a small sample
of the testing set. After the re-annotation, most of the evaluation scores changed
substantially, especially the relatively low precision of the model. Thus, in order to yield
more accurate detections and provide a thorough evaluation, we decided to re-annotate
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(a) Boxes before re-annotation (b) Boxes after completed re-annotation

Figure 4.1: Example of an image before and after completed re-annotation proce-
dure (red: reject, green: accept). Users were also able to add new proposals when
needed which has been indicated by the blue bounding box.

the entire dataset, allowing the users to approve or reject previously marked objects as
well as add new ones.

Since our final goal was to achieve a human-like performance by the model, we treated
our network as an annotator. Thus, we combined human and model detections and
merged those ones with sufficient overlap between each other (ą 0.5 intersection over
union). However, due to the fact that the final model has seen 80% of the data during
training, we had to perform 5-fold training procedure where each fold consisted of
432 tiles translating to 20% of the available data. Without doing so, we would greatly
increase the risk of overfitting since the examples were already seen multiple times by
the network during each training epoch. Hence, we further divided the training set into
4 equal folds (plus the already existent testing set) and treated each as a new testing set
while training a new version of our model using the rest of the folds as a new training
set. This procedure resulted in 49907 possible flower objects annotations (i.e. 15098,
6733 and 28076 from the model, ground-truth and their overlap respectively; Table 4.1).

Furthermore, in order to quantitatively evaluate human alertness and ability to notice
obvious false-positives, we added artificial false-positive bounding boxes to the pre-
viously generated annotations. Those fake boxes accounted for 20%´ 30% of the
total number of possible flower object within each tile. We also made sure that those
randomly generated false-positives would not extensively overlap (ą 0.5 IoU) with the
already existing boxes which could cause unnecessary confusion among the annotators.
Consequently, the number of possible annotations increased by 10204 boxes to 60111.

The final step was to adjust our already existing annotation web-based tool (Section 3.2
of the previous report) for the purpose of data re-annotation. To do so, we redefined
the task, keeping the same layout as before. After submitting their identification, each
annotator was presented with a set of magenta boxes displayed on top of the image
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(a) Example tile before re-annotation (b) Example tile after re-annotation

Figure 4.2: Example of a tile before (a) and after (b) re-annotation procedure. We
can clearly see how incomplete our previous dataset used to be. Re-annotated tiles
introduced higher complexity due to the inclusion of much smaller flower objects.

which represented potential candidates for including flower objects. The user was able
to confirm a correct proposal by simply clicking on the appropriate box, making it
change its colour to green. A candidate box could be rejected using the left mouse
click and Alt key. Such choice was indicated by a red colour of the re-annotated box.
As previously, annotators were able to reverse their choice if they made a mistake by
selecting the left mouse click and Shift key making the colour of the box to become
magenta again. Figure 4.1 presents a tile before and after the re-annotation procedure.

Once all the available boxes within the presented tile had been annotated, the user was
able to add their own proposals by clicking on an appropriate location within the image,
making a blue box appear at the centre of their selection. All the annotations could
then be submitted and stored on the Somata server (somata.inf.ed.ac.uk) in an easily
interpretable JSON format.

4.2 Updated dataset

The images have been re-annotated throughout December 2018 with examples presented
in Figure 4.2 and more detailed statistics in Table 4.1. It is worth noting that almost
81% of the human ground-truth annotations overlapped with nearly 65% of the model
detections indicating relatively high overall recall but significantly lower precision of
our network. Of the remaining non-overlapping model annotations, 67% (10041 boxes)
were classified as correct proposals, which proved our previous arguments regarding
the incompleteness of the earlier ground-truth. This means that the model was capable
of detecting flowers which have not been previously noticed by the human annotators.
The percentage regarding the same aspect for the human ground-truth equalled to 70%
(4744 boxes) which further undermined the quality of our earlier dataset.
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Annotation Total Accepted Rejected
Ground-truth 34809 31932 (92%) 2877 (8%)
Ground-truth (no overlap) 6733 4744 (70%) 1989 (30%)
Model 43174 37229 (86%) 5945 (14%)
Model (no overlap) 15098 10041 (67%) 5057 (23%)
Overlap 28076 27188 (97%) 888 (3%)
Fake false-positives 10204 99 (1%) 10105 (99%)
New flowers 149 149 (100%) -

Table 4.1: The number of proposals accepted and rejected by the human annotators
after completed dataset re-annotation. The overlap includes boxes from both human
ground-truth and model detections which overlapped by more then 0.5 IoU and were
merged into a single annotation (i.e. average box).

Another interesting aspect of the processed data was a very high acceptance rate of
overlapping annotations between the model and the human ground-truth which reached
nearly 97%. Such a huge percentage suggests that once both humans and the network
agreed on a detection, it was highly likely that such a proposal was indeed correct and
included a legitimate flower object. This measure slightly lowered when we considered
ground-truth and model annotations separately (each containing the overlap set). These
corresponded to 92% and 86% for ground-truth and the network respectively, which
were still relatively high acceptance rates indicating a promising potential of achieving
human-like performance by the model.

Moreover, the annotators were able to detect nearly all (99%) artificial false-positive
boxes demonstrating their alertness during the marking task and disproving our initial
expectations about the human reluctance to reject presented proposals. We further
analysed the remaining 1% of the fake proposals which had been accepted as legitimate
flower objects in order to decide whether they were indeed correct annotations, worth
adding to the final 12m altitude dataset. However, our visual analysis has shown that
these fake boxes were most probably accidentally accepted by the annotators since
nearly 82% of them did not resemble anything similar to a E. vaginatum flower. Hence,
we excluded all artificial false-positives from being added to the final dataset to prevent
any highly-doubtful annotation to influence model performance and its evaluation.

Amount
Ground-truth 4744 (11%)
Model 10041 (23%)
Overlap 27188 (66%)
New flowers 149 (0%)
Total 42122

Table 4.2: Summary statistics of the final 12m altitude dataset.

Table 4.2 presents the overall number of proposals within the final dataset and the
breakdown regarding their sources. Our final dataset, therefore, consisted of 42122
annotations indicating a 21% increase compared to the previous dataset iteration from
last year (Table 4.3). These annotations included 27188 overlapping proposals between
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human ground-truth and the model, 4744 of the remaining non-overlapping ground-
truth boxes as well as 10041 of the model and only 149 new proposals added by the
annotators. Such a small number of new objects suggests that our collection of the
bounding boxes was relatively complete and was not missing many legitimate flowers.

Set Before After Change
Training 27922 32306 +16%
Testing 6933 9816 +42%
Total 34855 42122 +21%

Table 4.3: Change in the number of included ground-truth objects between previous
and updated versions of our datasets.

4.3 Scaled Dataset

As the vital aspect of improving the geosciences research is to collect data from the
highest possible altitude in order to cover the biggest area within the same amount
of time, we decided to adjust and test our model on images taken from 24m altitude.
However, due to the time constraints and a limited number of experienced annotators,
we were unable to annotate as many images as for the 12m altitude dataset. Instead, we
simulated higher altitude by scaling the images using bicubic interpolation [68] as well
as the ground-truth annotations. Bicubic interpolation goes one step beyond its bilinear
counterpart by considering 4ˆ4 image patches with the closest pixels carrying higher
weight [165]. The interpolated value is a weighted average of the surrounding pixels.

In order to simulate double the altitude (from 12 to 24m), we simply scaled the images
and ground-truth annotations by the factor of 0.5. The resulting data convincingly
resembled images collected from higher altitudes as shown by Figure 4.3. This data has
been then saved as a separate dataset and used to retrain our model, this time adjusted
for detection from the given altitude. The detailed discussion of the training procedure
and the results have been included in Section 7.5.

Figure 4.3: Example of resizing 12m altitude image (left) in order to simulate data
collected from higher altitudes (right).



28 Chapter 4. Dataset

(a) Example of tile from 12m altitude (b) Example of tile from 24m altitude

Figure 4.4: Examples of tiles from 12m and 24m altitudes. Each tile in our dataset
extension (24m) covers almost four times the area of our original dataset (12m),
making flower objects appear even smaller and more cluttered.

4.4 Dataset extension

Despite convincing results of the image altitude simulation, we decided to create a
separate dataset consisting of the actual 24m altitude tiles. Due to the limited resources,
we only managed to create a testing set which was used to test the network trained on
the simulated data and assess the network’s performance and the effectiveness of the
data altitude simulation method.

This set consisted of 108 randomly selected tiles of the same parameters as the previously
discussed data, except from the altitude from which they have been collected (i.e. 24m).
The specific number of tiles has been determined by the area covered by the 12m altitude
testing set. In order to cover the same area from twice the altitude, the number of tiles of
the previous testing set (i.e. 432) had been divided by four as a result. These new tiles
had been annotated using the same web-based tool as last year, which required users to
click on appropriate locations in order to mark a new instance of a flower indicated by a
red dot. This procedure resulted in 2994 ground-truth flower objects being included in
our dataset extension. This number increased to 3317 objects after the re-annotation
procedure.

It is worth mentioning that the introduction of the higher altitude data significantly
increased the complexity of our detection task. As indicated by Figure 4.4, E. vaginatum
flowers appear as very small and much more cluttered compared to images from lower
altitudes. This, however, allowed us to evaluate the capability of our model more
thoroughly.
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Methodology

In this chapter, we will describe the architecture of our final network as well as motivate
our design choices. Although some parts of the model remained unchanged from the
previous year (Chapter 4 of the previous report), we plan to remind the reader about its
crucial aspects and focus especially on the updated components.

Faster R-CNN is a highly complex architecture consisting of three distinct components
which are trained through the 4-stage training process (Section 6). Our network is
capable of processing RGB image of arbitrary size (subject to memory limits) due to
the feature extractor being a fully-convolutional neural network (i.e. no fully-connected
layers) and the RoI pooling layer within the Fast R-CNN detector component [122].

Our Faster R-CNN architecture consists of the following components:

• Feature Extractor: fully convolutional network, shared between two other com-
ponents, extracts the features of the input image, producing a set of feature maps
(Section 5.1).

• Region Proposal Network (RPN): class-agnostic network, extracts a pre-defined
number of image regions (i.e. proposals) which are the most likely to contain an
object. Produces a set of proposals along with their objectiveness score (Section
5.2).

• Detector: uses both feature maps from the feature extractor as well as the propos-
als from the RPN to further refine the bounding boxes and classify objects inside
them. Produces final output of Faster R-CNN, being a set of bounding boxes’
coordinates, classes and confidence scores for the input image (Section 5.3).

The complete diagram of our network’s architecture, along with its layers’ parameters,
can be found in Appendix C.1.
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Figure 5.1: Feature extractor architecture.

5.1 Feature Extractor

Feature extractor is a backbone of the Faster R-CNN architecture. It is shared by both
of the remaining components and its primary purpose is to extract the features from
the input image [122]. It is also a component which experienced the biggest change
compared with the previous iteration of our project due to an additional convolutional
block and feature map fusion (Figure 5.1). In this section, we will explain the purpose
and our design choices regarding each layer of this sub-network.

5.1.1 General Structure

Feature extractor is crucial for the satisfactory performance of the entire detection
pipeline [179]. In fact, detection quality is strongly correlated with feature extractor’s
classification performance of on the ImageNet classification task as indicated by the re-
cent studies [60]. Hence, we undertook significant efforts to choose the most appropriate
backbone for our model.
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Similarly to last year, we based our base network on the VGG-16 [141] architecture
which has also been utilised in the original Faster R-CNN [122]. The original VGG-16
model includes five convolutional blocks, each consisting of two to three convolutional
layers followed by the activation function and spatial pooling at the end. VGG is
characterised by a very small size of its convolutional kernels (3ˆ 3), which is the
smallest to capture spatial dependence (i.e. left/right, up/down, centre) [179].

Such an approach requires to incorporate more convolutional layers to achieve the same
receptive field as the networks utilising bigger filters [175, 78] resulting in the decision
function being more discriminative [141]. Another advantage of smaller kernels is a
decreased number of network parameters due to weight sharing for the filters, which
allows for reducing training and testing times [20]. Moreover, backbone networks based
on the VGG architecture and its variations yield superior results over other networks in
tasks involving small object detection [35, 59, 147].

Unlike the authors of the original Faster R-CNN, however, we reduced the depth of
our feature extractor to just three convolutional blocks. This decision has been based
on multiple studies indicating shallower layers as being more suitable for small object
detection [35, 77] due to the more appropriate size of the receptive field and reduced risk
of information loss caused by the pooling operations [59]. Moreover, compared to the
last part of the project, we added a third convolutional block in order to accommodate
more context information around each object by fusing extracted feature maps with the
features from the earlier block [123]. This aspect has been described in more detail in
Section 5.1.5.

Although other architectures, including Res-Net [50] or Inception-Net [157], tend
to achieve superior performance in both classification and detection tasks [60, 123],
they did not yield better quality detections of E. vaginatum flower objects despite our
extensive efforts including various hyper-parameters setups and optimisation methods.
The best F1 score reported by our Faster R-CNN while utilising a shallower version of
the original Res-Net as the backbone network was only 0.76 (0.82 for VGG). We found
these results quite surprising and not in line with some of the mentioned studies [60].
Res-Net’s ability to tackle the issue of vanishing gradients by incorporating identity
shortcut connections did not prove beneficial in case of our task [50]. However, due to
the time constraints, we were not able to run further experiments to find the exact reason
for the degraded performance for Res-Net. Therefore, we chose to base the architecture
of our feature extractor on the VGG model instead.

We have also considered utilising architectures already pre-trained on other tasks such as
ImageNet [78] and COCO [89]. This approach, commonly known as transfer learning,
tries to repurpose a detector trained on a domain X to be applied on a domain Y [163].
This is especially useful in cases where there are much more data available for domain
X than for Y [80]. Using pre-trained architectures has been a very common approach in
the majority of object detection tasks, including those involving very small instances
[147, 123, 108]. This way, the already trained network only needs to be fine-tuned for
the purpose of a new task which significantly reduces training time compared to training
from scratch [80].
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However, if the new dataset is completely unrelated to the dataset used for pre-training,
it is very unlikely to benefit the model [158]. Moreover, as shown by the previous
studies, the objects of the desired domain ought to be similar and of comparable size as
the objects on which the network was pre-trained [142]. Nevertheless, we have tried
using both shallower blocks of pre-trained Res-Net and VGG-16 but with little success.
Our best performing model utilising pre-trained Res-Net as backbone did not exceed
F1 score of 0.55. Therefore, due to the significant specificity of our task and very
small sizes of the E. vaginatum flower objects, we decided not to use any pre-trained
architecture for the purpose of this project.

Similarly to the previous year (Section 4.1 of the previous report), we did not use batch
normalisation layer in our feature extractor due to very similar reasons as for transfer
learning. Batch normalisation is a widely used technique [50, 157] which makes the
network less susceptible to hyper-parameter initialisation, easing its optimisation [64]
by shifting its inputs to zero-mean and unit variance per each mini-batch and making
the data comparable across all the features [104].

However, Faster R-CNN is trained using very small batch size (i.e. 1 or 2), which is
likely to cause the batch normalisation layer to estimate unreliable mean and variance
values [94]. Another alternative would be to use a ’frozen’ pre-trained batch normali-
sation layer whose parameters are not updated during training as it has been done in
previous studies [88, 49]. Nevertheless, such a solution turns batch normalisation into a
constant linear transformation layer, which actually performs no normalisation [94] and
could suffer from the same flaw as a pre-trained architecture due to the specificity of
our task. Therefore, once again, we did not include any batch normalisation layer in our
final Faster R-CNN model.

5.1.2 Input layer

The very first component of every neural network is an input layer. Input layer does
not perform any computations nor it takes any input from the preceding layers since it
is the starting layer for a neural network, which is often referred to as a passive layer
[107]. It simply passes the input, RGB image in our case, as a 3D matrix. Despite no
changes being applied to this layer compared with last year, it is worth pointing out two
aspects regarding the input component of our feature extractor.

Firstly, our input layer performs zero-centering, which denotes centering data around
the origin by subtracting the mean image from each forward propagated input [74].
This method proved to aid network convergence by removing possible gradient bias
[27] and making the network more robust to varying illumination and contrast of the
input images [130] which is crucial in constantly changing weather conditions during
the data collection process.

Secondly, our feature extractor is capable of processing RGB images of arbitrary dimen-
sions, the only limitation being the memory requirements, due to lack of fully-connected
layers. The same applies to the detector component of the Faster R-CNN (Section 5.3)
thanks to the RoI pooling operation. The 440ˆ440 dimensions of the training tiles has
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been defined arbitrarily as a trade-off between performance and computational efficiency.
Nevertheless, Faster R-CNN is capable of running the inference on significantly bigger
images as long as enough memory is available to fit the input. Moreover, unlike most of
the Faster R-CNN implementations [122, 84, 20], we did not scale nor crop the inputs
in order to preserve all the information and avoid unnecessary distortions [84].

5.1.3 Convolutional Block

We denote a convolutional block as a set number of convolutional layers (i.e. two
to three), each followed by an activation unit. Since we only updated the number of
blocks, without changing their structure, we are going to describe the layers involved in
a convolutional block very briefly with more discussion available in our previous report
(Section 4.1 of the previous report).

Convolutional layer

Convolutional layer is responsible for feature extraction. Unlike its fully connected
counterpart which flattens the input to a vector, convolutional layer preserves the spatial
relationship between pixels by learning features via considering rectangular (very often
square) patches of input determined by the kernel [82]. The convolutional operation,
in this case, denotes a dot product (element-wise multiplication and addition) between
kernel’s weights and a patch of the input [78]. The result of an image being fed through
the convolutional layer is a set of feature maps with their number determined by the
number of filters (i.e. kernels).

One interesting property of the convolutional layer is weight-sharing, meaning that the
same weights are applied to different neuronal connections. This helps to reduce the
number of parameters in the whole system and makes the computation more efficient
[20]. Moreover, all inputs within each patch respond to the same set of kernel weights,
responding to the same kind of features [19]. Therefore, applying a series of multiple
convolutional layers on the same input enables deeper layers to combine simpler features
from the previous layers (i.e. curves, edges) to extract more complex structures (i.e.
eyes, faces) [151].

As previously mentioned, this year, we introduced an additional block to our feature
extractor, consisting of three convolutional layers, capable of extracting more refined and
complex features compared to the more coarse ones generated by the shallower blocks.
Adding more convolutional layers also results in an increased effective receptive field
(40 compared to just 14) which allowed us to incorporate more contextual information
as discussed in Sections 5.1.1 and 5.1.5.

Activation function

It is worth noting that all previously described operations within the network were
strictly linear. As a consequence, the network is only able to perform linear regression,
despite using many convolutional layers stacked together (combination of linear func-
tions is still linear) and it could be simplified to a single-layer network. This issue is
tackled by the activation layer.
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Since the output of each node can take arbitrary values, activation function determines
when a node is considered activated and what proportion of the signal is propagated
further. The non-linear activation function is especially crucial for the neural network’s
performance due to its non-linearity which allows the model to extract more complicated
representations of the inputted data, enabling it to tackle more complex real-life tasks
which are usually non-linear.

The most widely used type of activation layer is Rectified Linear Unit (ReLU)[103,
171, 50, 134]. ReLU greatly accelerates network’s convergence, even by a factor of 6
compared to sigmoid or tanh functions [78]. It is also a very computationally efficient
operation due to simple thresholding at zero [103, 118]. However, ReLU has a serious
flaw, since the negative inputs are all equalled to 0 (constant line for negative values),
same for the gradients, meaning that those units will eventually stop responding to
variations in error/input and die, making that segment of the network passive [118].
This phenomenon is also known as vanishing gradient problem and it could significantly
limit the ability of the network to properly learn from the inputted data [51].

Last year, we introduced and implemented a PReLU activation layer [51], which
significantly improved the results when compared to the equivalent architecture using
ReLU. PReLU’s success could be attributed to the learnable leakage parameter adapted
for each channel, helping to eliminate the vanishing gradient problem as well as reducing
the risk of overfitting due to its randomness [170]. Despite not being previously used
in any of the publicly available implementations of the Faster R-CNN, it improved the
detection quality by a significant margin indicating its superiority over a standard ReLU
activation based on our last year’s experiments (Subsection 4.1.4 of the previous report).

Despite a wide variety of currently available activation functions such as SELU [73],
ELU [25], GeLU [54] or ELiSH [7], none of those options gained any significant
popularity within the deep-learning community. Moreover, based on our literature
review, we did not find any convincing arguments that those alternatives are likely to
bring any serious improvement to our Faster R-CNN architecture. Hence, we decided
to use the same version of the PReLU activation as in the previous part of our project.

5.1.4 Pooling

As described in our previous report (Section 4.1 of the previous report), pooling is a
downsampling operation which reduces the dimensionality of the feature maps produced
by the preceding convolutional layers [102]. Pooling improves translation invariance to
small distortion and shifts by considering the input values within each patch determined
by the kernel size [12]. Moreover, pooling decreases the number of subsequent learnable
parameters due to the output being of smaller dimensionality and no learnable parame-
ters being incorporated within this layer [102]. This reduces the risk of overfitting and
speeds up training and inference [83]. Our latest version of feature extractor utilises
additional pooling layer compared with its predecessor, resulting in two such operations
in total.

yki j “ max
pp,qqPRi j

xkpq (5.1)
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(a) Max-pooling (top) (b) Average pooling (bottom)

Figure 5.2: Examples and possible drawbacks of the conventional pooling operations
(i.e. max and average). Their suitability highly depends on the target task [173].

The specific type of pooling operation used in our feature extractor was maximum
pooling which simply selects the highest value present within the considered patch of
the input, also known as pooling region, determined by the kernel dimensionality [102]
(Equation 5.1). Once again, we used max-pooling layers with 2ˆ2 kernel, the stride of
2 and no padding, effectively reducing both height and width of the inputted feature
maps by a factor of 2 which results in reducing the overall feature volume by 75%. Such
parameter choice was inspired by the original Faster R-CNN implementation [122] as
well as its application in other successful architectures [125, 91].

We previously mentioned another commonly used method of average pooling which
takes the arithmetic mean the values within the patch instead of extracting their max-
imum [12]. However, average pooling poses a risk of devaluating high activations
since many low activations also contribute to the outputted value [167] (Figure 5.2(b)).
We are also aware of the drawbacks posed by max-pooling since it only considers the
maximum value, ignoring the others within the region. Such strategy might have some
undesirable consequences such as when most of the elements in the pooling region take
high values and the distinguishing feature vanishes after the max-pooling operation is
performed [173] (Figure 5.2(a)). Despite that both types of operations prove to yields
state-of-the-art results, it is still unknown which could be more suitable for tacking a
new task [173].

Some of the studies try to mitigate the aforementioned issues by introducing stochastic
procedures which employ adaptive pooling strategies combining both operations [162,
83, 150], whereas others employ probabilistic approach [174]. These methods introduce
a degree of randomness to the pooling process which is beneficial for preventing
overfitting and boost the network’s invariance properties [150]. However, they are
also likely to inject noise into the networks predictions which could result in degraded
performance at test time [174]. None of the discussed alternatives gained significant
popularity within the deep-learning field which made us conclude that their further
implementation and testing in our model would be too resource expensive and out of
the scope of this project.

Another alternative could be abandoning conventional pooling completely and use
learned-based methods instead, which utilise convolutional operations with a stride
equal or greater than 2. Some of the studies indicated that networks with such setup and
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no pooling layers did not suffer from a loss of accuracy on the task of image recognition
[148]. However, convolutional pooling brings results in an increased number of network
learnable parameters and higher computational complexity [150].

The last considered solution was a combination of pooling and strided convolutions
successfully employed by the most recent state-of-the-art architectures such as Res-Net
[50] and ResNeXt [169]. However, as previously stated, our version of Res-Net based
feature extractor did not yield satisfactory results in the case of E. vaginatum flower
detection task. Despite its popularity in most common detection challenges, strided
convolutions can cause artifacts such as aliasing by simply picking one node in a fixed
position in each local neighbourhood, regardless of the significance of its activation
[128]. These drawbacks were addressed by detail-preserving pooling [128] which we
consider as out of the scope for this project. Therefore, we decided to incorporate
the previously successful pooling method of max-pooling and focus our efforts on
improving our Faster-RCNN by enhancing its other components.

5.1.5 Feature Fusion

Feature fusion is the biggest and most significant change to our architecture in the
recent part of the project. Previously, we only considered features within a set receptive
field. This worked reasonably well but since the E. vaginatum flower objects are of
quite primitive circular shapes, they were easily confused with other objects such as
light reflections or field markers (Figure 5.3(a)). Hence, we decided to tackle this issue
by incorporating context information about the surrounding pixels of each object by
adding an extra convolutional block with a bottom-up path for feature fusion.

Motivation

Fusing features is a common approach which integrates information from different
feature maps with different receptive fields [123, 139, 108], thus utilising surrounding
local context to disambiguate some of the object instances [39]. Recent studies have
shown that detection quality benefits from incorporating even human-defined contextual
information (i.e. human priors) within pre-existing network architectures [65]. The idea
of considering the context in which an object occurs is quite intuitive since we do not
expect some of the objects like cars to appear underwater or in the sky for example.
Indeed, using context to boost the detection performance had been proven successful
as early as in 2008 when background clustering had been added to already existing
methods for car and bicycle detection [53]. Most recent implementations incorporate
skip connections and concatenation directly within the network in order to extract
multi-level and multi-scale information [75, 123, 59].

Context has been incorporated in various Faster R-CNN implementation, especially in
case of small object detection where it significantly aided the performance [123, 18, 59].
Combining features of multiple scales within the feature extractor component, regardless
of its general architecture (i.e. VGG-16, Res-Net), resulted in models with more robust
characteristics [59]. The effectiveness of such approaches was the main driving force
which made us consider utilising contextual information within our model.
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(a) Previous network (no context) (b) New network (with context)

Figure 5.3: Example of beneficial impact of contextual information on detection qual-
ity (green and red boxes indicate ground-truth and model detections respectively;
ground-truth differed between years).

The extent (i.e. scale) of the considered context greatly depends on the task and sizes of
the objects that we aim to detect [123]. Although some successful implementations take
this idea to the extreme by incorporating the context of a whole image [179], that extent
varies greatly among implementations [120, 123, 18]. In the case of our task, due to
very simple shapes and small sizes of E. vaginatum flowers, we extended the considered
receptive field to as much as 40 pixels (i.e. last layer of the third convolutional block)
and incorporate it with more coarser and local features of the receptive field of 14
(i.e. last layer of the second convolutional block). Such an approach significantly
improved the quality of the resulting detections as shown in Figure 5.3. We based our
implementation on previously existing architectures utilising context such as reverse
connection in RON-Net [75] and a context path incorporated in a modified version of
Faster R-CNN for small object detection [123].

Bottom-up path

The purpose of the additional feature block is to generate higher resolution but semanti-
cally stronger feature maps. However, since the feature maps produced by the last block
have their width and height reduced as well as their channel dimensions increased by
a factor of 2 when compared to the feature maps extracted by the second block, they
need to be rescaled in order to perform the fusion (i.e. element-wise addition). Hence,
in order to adjust channel dimensions to a set number of 128, which is the channel
dimensions of the feature maps generated by the second convolutional block, we apply
a 1ˆ1 convolutional layer.

This type of convolution, also known as point-wise convolution is a commonly used
operation for compressing the channel size of the input. It essentially acts as a cross-
channel parametric pooling layer which is learned during the training process [87, 88].
Moreover, due to the very small kernel size, it is less prone to overfitting [75]. Because
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it is a strictly linear operation [154], it is followed by a PReLU activation layer. This
operation is also applied to the corresponding feature maps of the second convolutional
block despite their number of channels being unchanged. The main purpose of such an
approach is to introduce additional non-linearity and learn complex patterns [123].

o“ sˆpi´1q` k´2ˆ c (5.2)

The next step is to adjust the height and width of the feature maps by upsampling. To do
so, we add a transposed convolutional layer, also called fractionally-strided convolution,
and often incorrectly referred to as deconvolution [63]. Transposed convolution simply
swaps the forward and backward passes of a convolution [104], learning the projection
of the feature maps to a higher-dimensional space [123]. Hence, unlike conventional
convolution, where multiple input activations within a patch are connected to a single
activation, transposed convolution associates a single input activation with multiple
outputs. As a result, the output is an enlarged dense activation map [104].

The dimensions of the outputted feature maps upsampled by the transposed convolution
can be determined by Equation 5.2, were symbols s,i,k and c denote stride, input and
kernel sizes as well as cropping respectively. Hence, in order to make the feature maps
twice the height and width, we used a transposed convolution with a 2ˆ2 kernel, a
stride of 2 and no cropping. The resulting feature maps are of the same dimensions as
the target feature maps (i.e. second convolutional block), thus are ready for the fusion
operation.

Fusion

Once the dimensions of the feature maps extracted from the third convolutional block
had been adjusted, they can finally be fused with the coarser features from the preceding
block. We achieved feature fusion by incorporating element-wise addition layer which
simply adds the inputs channel by channel. Summation is one of the most common
ways of combining branches and merging features within neural networks [123, 75].
Compared to a simple feature stacking operation (i.e. concatenation), element-wise
addition also performs concatenation but enforces weight-sharing [146, 88]. It is also a
more intuitive approach in case of our task since we strive for the strongest signals to
contribute the most to the propagated information which can be easily achieved by the
summation layer [146].

After merging, fused feature maps are then passed through another convolutional layer
with 3ˆ3 kernel followed by PReLU activation in order to degrade the spatial aliasing
effect of up-sampling [81, 179, 88] and produce the final output of our feature extractor.
Hence, the feature extractor component produces 128 feature maps (220ˆ220) which
are then be passed to the remaining two components of our Faster R-CNN pipeline.
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Figure 5.4: Region proposal network (RPN) architecture.

5.2 Region Proposal Network (RPN)

RPN has been the biggest advancement made by the authors of the Faster R-CNN [122].
This is because its predecessors heavily relied on additional methods such as selective
search [160] or EdgeBox [184] in generating a set of candidate image crops that were
most likely to contain an object (i.e. proposals). These methods have been the main
bottleneck in case of efficiency [179].

Faster R-CNN addressed this issue by introducing a Region Proposal Network (RPN),
integrated into the pipeline, for proposals extraction [59] (Figure 5.4). Such a solution
was nearly cost-free since RPN shares feature extractor with the rest of the detection
network [179]. As a result, RPN significantly improved the efficiency and performance
of the previous pipelines (i.e. an order of magnitude in test time per image) [122].

Since we did not modify the architecture of our RPN, except the refinement of anchor
sizes, we are going to describe this component very briefly, with further discussion
available in our previous report (Section 4.2 of the previous report).

5.2.1 Workflow

Once the fused feature maps are outputted by the feature extractor, they are then passed
to the RPN which applies the sliding-window method using another convolutional layer
followed by the PReLU activation. At the centre of each window, we predict multiple
regions of various scales and ratios determined by the anchors. Last year, we defined
anchors of five different sizes with a single ratio of 1 : 1 in order to account for varying
dimensions and circular shape of the flowers which can easily be enclosed within a
square box. This approach yield satisfactory results with smaller computational cost
compared to the original implementation using nine anchors (i.e. three sizes and three
ratios). This year, however, we utilised four anchors of more refined sizes which are
slightly bigger than previously and resemble the actual flower sizes more closely (i.e.
12, 14, 16, 21). These anchor sizes are still significantly smaller than in the original
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implementation. That is because such small anchors are much more appropriate for
detecting smaller objects as reported by multiple studies [35, 77, 59].

The outputs are then simultaneously mapped onto 2k and 4k tensors (k being the number
of anchors, 4 in our case) within classification and regression paths respectively, using
a 1ˆ1 convolutional layers. Those convolutions essentially act as a fully-connected
layer, making the RPN a fully-convolutional network allowing it to process inputs of
any dimensions [134].

In the classification path, the tensor is reshaped and softmax activation function is
applied which determines probability scores. These are then passed to the classification
layer which computes binary cross-entropy loss with object and background classes
[122]. As a result, the classification layer outputs 2k scores that estimate the probability
of each proposal being an object or non-object (i.e. background).

In the regression path, regression layer refines bounding box locations using a smooth
L1 loss function [179]. Regressions towards true bounding boxes are achieved by
comparing proposals relative to the anchors. Finally, 4k outputs per each anchor
are generated, encoding the coordinates of k boxes (x, y, height and width). These
coordinates, combined with the objective scores from the classification part, define a
set of possible region proposals and are processed further by the final part of the Faster
R-CNN architecture to complete the detection process, namely Fast R-CNN detector
component (Section 5.3).

5.2.2 Post-processing

We also apply the same processing of the proposals as last year (Section 4.2 of the
previous report). Firstly, we remove the cross-boundary boxes because they are likely
to introduce large error terms to our objective function [122]. It is worth noting that this
only applies during the training process since we want the detector to be able to detect
partially occluded objects around image edges [46].

Moreover, we perform non-maximum suppression (NMS) which discards the boxes
with intersection over union (IoU) greater than or equal to 0.7 with higher scoring
proposals. This value has been reported by the authors of the original Faster R-CNN to
provide an appropriate balance between not loosing too many boxes and eliminating
enough overlapping ones [122].

Lastly, we choose 2000 proposals with the highest objective scores. This was rec-
ommended as the most optimal value by the authors of the original Faster R-CNN
implementation. Increasing it would likely to significantly lengthen the training pro-
cedure whereas setting it to a lower value could negatively affect the detection quality
[35, 18]. Thus, we decided to keep this value unchanged from last year (i.e. 2000).
However, as discussed in Section 6.2.1, this value is set to 300 during testing in order to
provide better performance and yield higher quality detection by the network.
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5.2.3 Loss function

In order to calculate the loss, generated proposals are divided into positive (object)
and negative (non-object) instances based on their overlap with the ground-truth boxes.
We left the threshold values the same, namely, ą 0.7 and ă 0.3 IoU for positive and
negative instances respectively. Next, the mini-batch is formed with the highest scoring
proposals with ratio 1 : 1 between two types to ensure that the network will not be
biased towards negative proposals due to their abundance [122].

Lptpiu,ttiuq “
1

Ncls

ÿ

i

Lclsppi, p˚i q`λ
1

Nreg

ÿ

i

Lregpti, t˚i q (5.3)

The loss function has been presented in Equation 5.3 and consists of two components,
namely Lcls and Lreg denoting binary cross-entropy loss and smooth L1 loss for classifi-
cation and regression respectively. More detailed derivations of the above equation and
discussion regarding the loss function are available in our previous report (Section 4.2
of the previous report). The rest of the terms in Equation 5.3 are defined as follows:

• pi: predicted probability of ith anchor being an object

• p˚i : ground-truth label whose value is equal to 1 for the positive anchor and 0 for
the negative one

• ti: vector of four parametrised coordinates of predicted bounding box

• t˚i : vector of ground-truth bounding box coordinates for the positive anchor

• Ncls: mini-batch size

• Nreg: number of anchor locations

• λ: parameter which ensures that both loss components are weighted equally (set
to 10).

5.3 Detector (Fast R-CNN)

The last component within our Faster R-CNN pipeline is Fast R-CNN detector [40]
(Figure 5.5). Once all the proposals have been generated by the RPN, they are then
fed into the detector which, together with the image feature maps extracted by the
feature extractor, performs further classification and box refinement [122]. This part
of our network, except for slight modifications discussed in Subsection 5.3.1, has not
experienced any drastic changes compared with last year. Therefore, we only included
a brief summary of the detector component, with more detailed discussion available in
our previous report (Section 4.3 of the previous report).
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Figure 5.5: Detector component (Fast-RCNN) architecture.

5.3.1 Workflow

Before further processing, feature maps and regions of interests (RoIs) are combined in
order to select relevant feature sections representing each proposal. Then, each proposal
is fed through RoI-pooling layer which produces a fixed-size feature vector. This special
type of max-pooling divides the RoI (hˆw) into a grid of pre-defined size (HˆW)
with h{Hˆw{W sub-windows. RoI-pooling performs max-pooling independently to
each feature map channel within a sub-window, reducing each sub-window to a single
cell. Hence, the returned output is of a fixed size (HˆW), regardless of the dimensions
of the proposal, which can be processed further by the following set of fully-connected
layers. We decided to change the RoI-pooling grid from the previous year’s 4ˆ4 to
8ˆ8. This allowed us to preserve more spatial information regarding each proposal,
resulting in better quality detection [35].

The resulting fixed-size features are then flattened by a series of two fully-connected
layers, each followed by the activation unit, to produce a feature vector. This step
allows the final classification and regression of the tensor. Based on the previous studies
indicating the benefit of including two fully-connected layers [41, 40], we decided to
add a second layer to our previous detector component. Such configuration tends to
yield better results, most likely due to the expanded capability of learning more complex
patterns thanks to the increased capacity of the network [78, 41, 141]. The reason for
not including two such layers last year was to reduce the network size. However, since
the accuracy is much more important than computational performance in case of our
task, we decided to include an extra fully-connected layer.

Moreover, this year we also introduced a dropout layer [149] with probability parameter
of 0.5, following each fully-connected layer. Dropout is a very popular normalisation
technique used in numerous of the state-of-the-art networks [78, 141, 50]. It randomly
deactivates part of the nodes within the network (determined by hyper-parameter p)
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during training, which greatly reduces the risk of overfitting. As a result, dropout makes
the network seem as a combination of multiple models trained on different subsets of
data [109]. We suspect that this layer did not improve our results last year since we
only used one fully-connected layer which, after dropping a substantial proportion of
its nodes, was not able to learn more complex patterns in our data [109]. This year,
however, the combination of dropout and an extra fully-connected layer allowed us to
improve the performance of our model due to the network’s improved generalisation
capacity [149] (Section 6.2.3).

After the set of fully-connected layers, the network splits into two sibling paths. The
classification path outputs a discrete probability distribution p over K`1 categories,
where K denotes the number of classes excluding background (i.e. 1 in our case). This is
achieved by a fully connected layer which reduces the input to a K`1 vector, followed
by softmax and cross-entropy classification output layers.

The regression path, on the other hand, produces bounding-box regression offsets
tk “ ptkx, t

k
y, t

k
h, t

k
wq for each of the K object classes which determine the final coordinates

of an object. This path consists of a fully-connected layer with 4K units followed by
the smooth L1 regression output layer.

5.3.2 Post-processing

Similarly to the RPN, we apply non-maximum suppression with 0.7 IoU threshold on
the resulting boxes. Finally, all detections with a probability score lower than 0.5 are
discarded which ensures that only the most probable candidates are being generated.
Such value can be regarded as arbitrary. Nevertheless, 0.5 is a widely used standard
threshold value within similar pipelines and other object detection tasks [36, 122, 179].

5.3.3 Loss function

The loss function for the detector component may seem relatively similar to the one
used in RPN. However, there are several differences which we wish to point out.

Firstly, before the mini-batch is formed, the RoIs are again divided into positive and
negative instances. The threshold, in this case, has been set to 0.5 overlap with the
ground-truth, resulting in boxes with IoU of ě 0.5 to be positive and ă 0.5 as negative.
As we pointed out last year, this is a slight variation from the original Faster R-CNN
implementation where the IoU range for the negative instances was set to r0.1;0.5q
which was supposed to crudely approximate hard negative mining [122, 52]. However,
according to previous studies [138, 17], this choice is suboptimal since it is likely to
discard some infrequent, but important, difficult background regions. Hence, the lower
threshold (0.1) has been set to 0.
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Secondly, the ratio between positive and negative instances forming the mini-batch was
set to 1 : 3 which ensures that enough positive candidates have been included [41]. Such
choice is crucial since, as shown by the previous studies [138], increasing or removing
this ratio results in decreased performance (i.e. „ 3% mAP).

Finally, the mini-batch is formed by sampling N images and the sampling R{N RoIs
from each image. Making N small significantly reduces mini-batch computation since
RoIs belonging to the same image share computation [40]. Original Faster R-CNN used
N “ 2 and R“ 128, yielding satisfying results, despite the concerns that such a small
value of N might slow training convergence due to RoIs from the same image being
correlated [40]. However, as indicated by the previous studies [17, 138], we chose
alternative setup of N “ 1 and R“ 256 (as last year), which tends to yield much better
quality detections (i.e. „ 2% mAP).

Lpp,u, tu,vq “ Lclspp,uq`λruě 1sLlocptu,vq (5.4)

Lclspp,uq “ ´logpu (5.5)

Llocptu,vq “
ÿ

iPtx,y,w,hu

smoothL1ptui ´ viq (5.6)

The complete equation for the Fast R-CNN loss has been presented in Equation 5.4
with a breakdown for classification (Lcls) and regression (Lloc) losses described in
Equations 5.5 and 5.6 respectively. Yet again, the smooth L1 loss has been used due to
its much higher robustness to outliers [40] compared with L2 utilised by R-CNN [41]
and SPP-Net [52]. Thus, the remaining terms in the aforementioned equations denote:

• p: predicted discrete probability distribution per RoI, p“ pp0, ..., pKq, for K`1
classes (including background)

• u: ground-truth class label

• tu: vector of predicted box regression offsets for class u, tu “ ptux, t
u
y , t

u
h, t

u
wq

• v: vector of ground-truth box regression targets for class u, v“ pvx,vy,vh,vwq

• λ: hyper-parameter controlling balance between the losses, set to 1.

• ruě 1s: evaluates to 1 for all classes except the background, 0 for background.



Chapter 6

Training and Experiments

The purpose of this chapter is to remind the reader the training procedure of our object
detection pipeline (Section 6.1) and present a number of experiments supporting our
design choices (Section 6.2).

6.1 Training

Although the general training procedure of our Faster R-CNN model has not changed
since last year, in this section, we are going to briefly describe it with more details
available in our previous report (Section 5.1 of the previous report). Moreover, we also
update the reader on all the changes of hyper-parameters values in each training stage
which had been made to accommodate the modifications of the network’s architecture.

As previously described, Faster R-CNN is a complex architecture consisting of multiple
components, that is feature extractor, RPN and Fast R-CNN detector. Moreover, both the
detector and the RPN share the feature extractor network with each other making Faster
R-CNN much more efficient than its predecessors which utilised a separate heuristics
for region proposal (i.e. selective search [160]). However, since those two components
perform different tasks, namely class-agnostic proposal extraction and class-specific
refinement respectively, they are likely to modify parameters of the feature extractor
layers in different ways [122]. Hence, in order to train the Faster R-CNN pipeline, we
need to follow a different training strategy than the conventional regime used by the
majority of the sequential models [78, 141, 41].

In order to train our network, we follow the same 4-stage alternating training strategy
(Figure 6.1) as we used last year and which has been recommended by the authors of the
original Faster R-CNN architecture [122]. Despite its complexity, this method allows
us to achieve a unified object detection pipeline capable of being trained end-to-end
instead of having two separate networks which would introduce additional overhead
and increase the complexity of the model even further [19].

45
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Figure 6.1: Faster R-CNN 4-stage alternating training procedure. Stages 3 and 4
utilise feature extractor from stage 2.

Therefore, we trained our model in the following four stages:

• Stage 1: RPN training

• Stage 2: Fast R-CNN detector training using the RPN from step 1 (no parameter
sharing)

• Stage 3: RPN re-training using weight sharing with Fast R-CNN

• Stage 4: Fast R-CNN re-training using updated RPN

Although the above training process might seem more complex than that of the networks
following the direct classification approach (i.e. YOLO [120], SSD [91]), Faster R-
CNN tends to outperform the aforementioned models in case of detection quality which
is crucial for our task. Hence, we do not consider longer training time as a serious
disadvantage as long as it results in better quality of the E. vaginatum flower detection
based on our evaluation metrics (i.e. F1 score).

In the following subsections (6.1.2-6.1.5), we are going to define hyper-parameters
setup and briefly explain the training process behind each of the above stages, with
further details available in our previous report (Subsections 5.1.1-5.1.4 of the previous
report). However, before doing so, we are going to describe the chosen optimiser
algorithm in more detail (Subsection 6.1.1).
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6.1.1 Optimiser

During the training procedure, the network processes the inputs and compares its outputs
with the desired target (i.e. ground-truth). The error, determined by the loss function,
is then propagated back through the network (i.e. back-propagation [82]) in order to
adjust layers’ parameters (i.e. weights and biases) accordingly to minimise the loss.
This process is repeated multiple times until the best parameter set-up is found. The
data used for training is often referred to as the training set which is iterated through
multiple times determined by the number of epochs [145].

The loss function allows us to assess the performance of a particular set of network
parameters. However, due to the extensive amount of such variables, very often reaching
millions [78, 141] resulting in an enormous amount of possible combinations, we need
an efficient strategy of finding a good enough performing combination of weights and
biases. An optimisation algorithm (i.e. optimiser) provides a way of finding a particular
set of learnable parameters that minimises the loss in a controllable manner [72]. The
role of optimiser it to find the optimum parameter combination which yields the lowest
error [28].

Similarly to last year, we used mini-batch gradient descent with momentum as our
optimiser (Equation 6.2). This method proves to yield superior results when compared
to standard and extremely popular mini-batch gradient descent [153, 116] (Equation
6.1). That is due to the additional momentum parameter (i.e. γ) which maintains the
algorithm’s movement along the previous search direction by combining the steepest
descent direction with the most recent iterate displacement [153]. As a result, such a
strategy allows mitigating the issue of significant oscillations when heading towards
the optimum experienced by the standard mini-batch gradient descent which always
points to the steepest rather than the most optimal direction [126, 116]. Hence, the role
of momentum might be seen as accumulating contributions in the direction of persistent
descent which reduces unnecessary parameter updates leading to faster and more stable
convergence [11].

θi`1 “ θi´α∇Epθiq
˚ (6.1)
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˚
`γpθi´ θi´1q (6.2)
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We followed the same hyper-parameter set-up as previously which is also in line with the
authors of the Faster R-CNN, namely the momentum parameter of 0.9 [122]. Addition-
ally, we employed a weight decay parameter of 0.0005, performing L2 regularisation,
which penalises large weights (does not affect bias terms) preventing the network from
overfitting [56] and resulting in increased generalisation capability of the model [101]
(Equations 6.4 and 6.5). Moreover, when set to a very small value, weight decay is
believed to not only act as a regularizer but also to be an important parameter for
reducing the model’s training error [78].

ERpθq “ Epθq`λΩpwq (6.4)
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2

wT w (6.5)

Furthermore, we initialised all layers’ weights using zero-mean Gaussian distribution
with standard deviation of 0.01 [79] as in the original Faster R-CNN implementation as
well as most of other state-of-the-art architectures [122, 78, 51]. In addition, all bias
terms were set to zero prior to training due to the symmetry within each node being
already broken by the random initialisation of weights [57]. Although there have been
multiple alternative strategies for parameter initialisation [76, 42], none of them has
previously been reported to yield significant improvement when used within Faster
R-CNN architecture, thus we consider them out of the scope of this project.

Finally, we are also aware of alternative optimisation algorithms such as Adam [72] or
RMSprop [28] which are often referred to as superior to the mini-batch gradient descent
with momentum used in this project. However, we did not observe any benefits of using
Adam in case of our network. More detailed discussion and specific results have been
provided in Subsection 6.2.2.

6.1.2 Training stage 1

In the first stage, we jointly train feature extractor and the RPN in order to generate
proposals which can then be utilised in the second training phase by the Fast R-CNN
detector. This step is crucial because the overall success of the detection pipeline heavily
depends on the quality of the proposals extracted by the RPN [179]. This aspect is vital
for small object detection in particular [35].

Based on our research results from last year, we set the RPN mini-batch size to 256.
We found this value to be the most optimal with no improvements when increased,
except for lengthened training process and with diminishing effect on the stability of
the training when set to a lower value. This can be attributed to the fact that very high
value of mini-batches tend to converge to sharp minimizers of the training and testing
functions leading to poorer generalisation whereas smaller batch sizes tend to converge
to much flatter minimizers [66].

However, it is worth noting that, in this case, the notion of mini-batch slightly differs
from the one in other models. In our Faster R-CNN network, this parameter determines
the number of regions from the same image that forms a mini-batch rather than the
number of images used as a mini-batch. Hence, the mini-batch is formed from a single
image with multiple region proposals.

Due to the modified structure of our model such as the addition of the contextual path
which resulted in increased network depth, we had to adjust the step size (i.e. learning
rate) and length (i.e. number of epochs) of training accordingly. We found the values of
180 and 0.001 for the number of training epochs and learning rate respectively, as the
most optimal.



6.1. Training 49

Learning rate denotes the size of steps taken by the optimiser in order to reach the
optimum point on the loss function [145]. The exact learning rate value greatly depends
on the task and the model architecture used with no single and effective heuristic
currently available to determine the optimal learning rate values [43]. Our choice of the
value for this parameter is in line with the original Faster R-CNN implementation [122]
and an order of magnitude higher than the one used last year. This increase might be
attributed to the expanded network depth resulting in a much higher number of learnable
parameters within our model [9] as well as the utilisation of the dropout layer [149].
Lower values significantly slowed down the training progress whereas higher ones led
to overshooting reported by NaN loss values.

We also applied a learning rate decay strategy of decreasing the value of this parameter
by a factor of 10 after multiples of 70 epochs. Despite its simplicity, this approach
proved to be very effective last year by forcing the optimiser to take smaller steps
resulting in reduced risk of overshooting and an opportunity to settle in more optimum
point [9]. Specific values of dropping factor and its period had been determined by
our previous experiments and trials. This step was crucial to ensure that the training
converges efficiently and in a controllable manner.

Moreover, our research indicated availability of more sophisticated methods for the
learning rate adaptation which include AdaGrad [33], RProp [124, 131], cyclical [145]
or layer-specific learning rates where each layer can learn at a different pace [143],
depending on its type and setup. However, due to the time constraints and no indication
of such strategies being successfully adapted in any of the most recent Faster R-CNN
variants, we considered such methods as out of the scope of this project.

Figure 6.2: Graph of the overall training loss for the first stage of the training.

Finally, our choice of specific training length expressed in epochs was determined
by similar aspects as the learning rate parameter, namely changed network architec-
ture, utilisation of the dropout layer and network’s depth in particular. Based on our
experiments, we found that the value of 180 epochs yielded the best results.
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As we can observe from Figure 6.2, the training progressed without any abnormalities
and with a constantly decreasing loss indicating the efficiency of our hyper-parameter
setup. The slight drops in the later phases, after about 1.2ˆ105 and 2.4ˆ105 iterations,
correspond to the learning rate drop periods once again demonstrating the effectiveness
of our approach. In addition, the loss extremely varied between each iteration. This
was expected since each mini-batch consists of proposals extracted from a single
image which present different degree of complexity for the detector based on its blur,
illumination or presence of ambiguous instances such as light reflections.

6.1.3 Training stage 2

The second stage involves joint training of the feature extractor and Fast R-CNN
detector components, using the proposals extracted in the previous stage in order to
perform the refinement and final detection. It is worth noting that there is no parameter
sharing between first two training stages, meaning that the feature extractor is freshly
initialised at the beginning of the second stage [46]. This is because the RPN and
detector components are likely to modify feature extractor parameters very differently
due to the difference in their roles [122] as we explained in Section 6.1.

The hyper-parameters setup remained unchanged from the previous training stage,
except the number of epochs and, as a consequence, the learning rate dropping period
which were slightly increased to 200 and 75 epochs respectively. These changes were
motivated by our observations indicating that the detector component takes slightly
longer to train in order to achieve its optimal results in comparison with the RPN. Such
a phenomenon could be most likely attributed to a more complex structure and a much
higher number of learnable parameters introduced by additional fully-connected layer
in the detector component [97].

Figure 6.3: Graph of the overall training loss for the second training stage.
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As presented by Figure 6.3, the overall detector loss was progressively decreasing, indi-
cating training progress and proving the effectiveness of our hyper-parameter choices.
Similarly to the RPN, the detector responded positively to our new learning rate strategy
expressed by the drop in loss values around the points of the specified drop periods
(i.e. 1.3ˆ105 and 2.6ˆ105 corresponding to 75th and 150th epochs) as well as the
amplitude between the losses for each iteration. In addition, as the training continues,
the amplitude keeps decreasing which demonstrates the network’s improved ability to
tackle harder examples much better.

6.1.4 Training stage 3

In the third stage, we can finally join the two networks by using the parameter setup
obtained in the previous training stage to initialise the RPN (Figure 6.1). This time,
however, we freeze all layers belonging to the feature extractor and only fine-tune the
layers unique to the RPN. Thanks to this strategy, we obtain a unified object detection
pipeline via parameter sharing (i.e. shared feature extractor).

The values of some hyper-parameters, including the number of epochs, learning rate and
its decay period, differ noticeably from the two previous training steps. That is because
the purpose of the third and fourth stages is to only fine-tune component parameters in
order to adjust their specific layers to the fixed feature extractor (stage 3) and new region
proposals (stage 4) [122]. Moreover, both components have already gone through the
learning process which allowed them to perform their tasks with satisfying quality
meaning that their parameters only need slight adjustments rather than training from
scratch [181].

Hence, we set the number of epochs to 100 with the learning rate of 0.0001 and its decay
period of 40 epochs. Such set-up allowed the RPN to reach the desirable parameter
configuration in a more controllable manner [181]. In addition, for the sake of clarity
and brevity of the report, we included the graphs of the loss for this and the next stage
in Appendix D.1.

The training progressed in a very similar manner as in the first stage with a very sudden
decrease in the overall loss right at the beginning. Due to the fine-tuning approach, the
network was able to reach lower values for the loss which supports our choice of hyper-
parameters setup. Likewise, the fine-tuned RPN responded positively to our learning
rate decay strategy after multiples of 40 epochs indicated by further loss reduction.

6.1.5 Training stage 4

In the fourth and final stage of the Faster R-CNN training process, we keep all layers of
the feature extractor fixed in order to fine-tune the Fast R-CNN detector components
utilising the proposals extracted by the fine-tuned RPN in the previous training iteration.
This is necessary in order to adjust the detector’s layers for better quality proposals of
the tweaked RPN. We followed a similar strategy as for the previous stage and set the
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values of the number of epochs, learning rate and its decay period to 120, 0.0001 and
40 respectively.

This time, the training did not proceed as smoothly as previously expected as indicated
by the fairly constant loss value and relatively higher amplitude (Figure D.4). However,
we found this training length optimal since further reduction or an increase in the
number of epochs resulted in worsened detection quality.

6.1.6 Training and experiments setup

We implemented our Faster R-CNN network using MATLAB 2018b release with full
compatibility with the 2018a version. However, due to changes in the fasterRCNNObject-
Detector class [98] prior to the 2018a release, the results might differ slightly for the
ones stated in this report when using an earlier version of MATLAB software.

For all the experiments and training we used steinby server localised in the School of
Informatics with the following specifications:

• Operating system: Ubuntu 18.04.1 LTS

• CPU: Intel Core i5-9600K @ 3.70GHz

• GPU: NVIDIA Titan V (12 GB; driver version: 410.78)

• RAM: 32 GB Corsair VENGEANCE DDR4 (2400MHz)

Moroeover, thanks to our successful application entry to the NVIDIA GPU Programme,
we were able to use a brand new Titan V GPU which significantly sped up our computa-
tions. The process took nearly 26 hours to complete whereas the testing time averaged
to 0.05s per tile.

6.2 Experiments

The purpose of this section is to present our experiments regarding different network
setups in order to justify our architectural choices. For the sake of brevity of this report,
we included only a small portion of all experiments conducted for the past year which
allowed us to come up with our final model.

For the model evaluation, we used various performance metrics which we have in-
troduced in the previous part of the project, namely precision, recall, F1 score and
average precision (AP) [183]. Despite much wider use of AP within the object detection
community [36, 40, 122, 14], we prioritised the F1 score for our final evaluation with a
complete discussion and explanation of such choice included in Section 7.1.

In order to remind the reader, F1 score is a weighted harmonic mean of precision and
recall [117]. This type of mean allows the metric to minimise the impact of large
outliers over the small ones, thus privileging balanced systems [133]. This is crucial in
case of our task since we prioritise both precision and recall equally highly.
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Figure 6.4: Average detection quality and average testing time per image depending
on the number of proposals used for testing (on the testing set).

6.2.1 Number of region proposals

Our first experiment focused on the most optimal number of top proposals per image
considered during the testing phase. In the original Faster R-CNN implementation,
while training, the authors used the top 2000 proposals generated by the RPN for further
refinement by the detector component, whereas that number has been reduced to 300
while testing. Such strategy resulted in reduced testing time with no significant drop in
detection quality. The reason for examining more regions during training was to ensure
that the network sees enough examples to learn effectively [122].

Moreover, different variations of the Faster R-CNN pipeline also followed the same
strategy, some of which using as little as 200 regions [18]. This approach has also been
recommended in case of small object detection where the number of proposals has been
reduced to 1000 while tested on standard datasets [77] and 1200 while performing ship
detection from remote sensing imagery [171].

The reason for improved performance when considering fewer proposals can be at-
tributed to the fact that most of the true positive examples tend to occur as the top
proposals with a sharp rise of false positives as more regions are considered. These
false positives arise much more often as the number of proposals increases due to the
similarity of shapes of generic background objects (i.e. light reflections) and the objects
of interest [77]. Hence, finding an optimal value for this parameter is very likely to
further improve the performance of Faster R-CNN based models.

As we can see from the aforementioned studies, the specific value of regions of interest
used for testing varies greatly depending on the task and specific network architecture.
Therefore, we decided to perform our own investigation and determine whether such a
reduction in the number of region proposals can indeed yield better quality detections
in case of E. vaginatum flower detection task.
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The graph of network performance expressed as F1 and the average testing time (i.e.
based on testing set) depending on the number of proposals used has been presented
in Figure 6.4. As we can see, our pipeline was able to achieve slightly better detection
quality using as little as 300 proposals with F1 score of 0.815 compared with about 0.805
for previously used value of 2000. Our results are thus in line with the aforementioned
studies indicating the advantage of using a smaller number of proposals during the
training phase on the overall detection quality.

Although the increase in F1 score might not seem significant, it is important to notice
that the reduction in time to process a single image also dropped since fewer candidates
are being considered. Hence, when considered jointly, decreasing the number of
proposals indeed brought desired benefits which had been previously indicated in other
tasks. Such an approach allowed us to reduce the number of unnecessary computations
while improving detection quality.

Moreover, we observed a constant performance of our pipeline once the number of
considered regions exceeded 1000 as well as a significant decrease while that value
has been reduced to only 50. The constant section of the graph matches previous
conclusions regarding a sharp rise of false positive examples when considering a higher
number of proposals [77]. Whereas the second phenomenon can easily be explained by
the fact that most of the considered images within our dataset contained up to about 100
flower objects, with a great majority not exceeding 50. Hence, as little as 100 proposals
were unlikely to capture a substantial majority of all present objects within an single.

As a result of this experiment, we decided to set the number of proposals used for testing
to 300 but leave the value for training unchanged (i.e. 2000) since we did not find any
convincing evidence indicating any beneficial influence of such change on the detection
quality of similar networks [122]. However, we suspect that further reduction of regions
used for training is very likely to diminish the results due to the unsubstantial number
of examples that the model can learn from and a further increase might significantly
lengthen the training procedure [171].

6.2.2 Adam optimiser

Our next experiment focused on alternative choices for the optimiser. In particular,
these included the adaptive gradients methods which recently gained huge popularity in
numerous deep-learning models. The essential difference between those methods and
different variants of gradient descent is their ability to compute individual learning rates
for different network parameters which are likely to deliver more optimal parameter
setup. Moreover, we have not found any previous studies which utilised such methods
of training any Faster R-CNN based model, thus indicating the novelty of our potential
findings.

Despite a great variety of alternative optimisers, we decided to focus on Adam [72]
which, in particular, has become the default choice used within many deep-learning
frameworks [166]. In general, Adam combines advantages of other two methods,
namely AdaGrad [33] and RMSProp [28]. The former adjusts learning rate for each
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specific parameter improving performance on problems with sparse gradients (including
computer vision) [33] whereas the latter additionally adapt the learning rate based on
the average of the recent gradient magnitudes for the weight [28], impeding the search
in direction of the oscillations [72], and making it suitable for tasks with substantial
amount of noise [28].
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Adam updates the learning rate utilising the average of the second moments of the
gradients and calculating a moving average of the gradient and its square with parameters
β1 and β2 controlling their decay rates [72] (Equation 6.6). This approach makes the
step size update rule more invariant to the magnitude of the gradient when compared
with the gradient descent optimiser. As a result, this property helps to combat the
areas of the loss with very small gradients such as saddle points where gradient descent
usually struggles [126].

Optimiser Precision Recall F1 AP Counts
MGDM 0.83 0.80 0.82 0.78 9571 (98%)
Adam 0.88 0.71 0.78 0.68 7882 (80%)

Table 6.1: Results for equivalent networks trained using different optimisers. MGDM
denotes mini-batch gradient descent with momentum.

However, despite our best efforts of adjusting all necessary hyper-parameters, including
lower initial learning rate of 0.0001 and constant monitoring of the training progress,
our network did not benefit from training with Adam optimiser. According to our results
from Table 6.1, the equivalent architecture trained with the mini-batch gradient descent
with momentum significantly outperformed the one with Adam in every considered
metric, except the precision. The network trained with Adam was able to detect fewer
objects within the testing set which might explain its poorer recall score and as a
consequence, also F1 score.

Potential explanations of decreased network’s performance while using Adam might be
that despite its ability to reach lower training loss, it tends to converge to significantly
less optimal minima greatly affecting the generalisation ability of the model. According
to previous studies, such poor generalisation performance stems from the non-uniform
scaling of the gradient [166], whereas others point to the training issues resulting from
the non-monotonic nature of the steps [119]. In fact, using Adam might lead to much
poorer results in popular detection and classification tasks compared with standard
gradient descent based methods [67, 166]. However, the exact explanations of Adam’s
influence on the network final generalisation ability is still an active area of research
with many potential improvements proposed by the recent studies [16, 119].
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Therefore, we found Adam optimiser to be ineffective and thus unsuitable for our
Faster R-CNN architecture and chose the previously used mini-batch gradient descent
optimiser.

6.2.3 Fast R-CNN detector variants

The last series of our experiments focused on finding the most optimal architecture
for the Fast R-CNN detector component. In particular, we aimed our attention to
two specific aspects, namely the number of fully connected-layers (1 vs. 2) and the
utilisation of dropout [149]. The main motivation behind such choices was the structure
of the detector component being an often modified part of the Faster R-CNN in various
studies [85, 123, 171] due to the inclusion of fully-connected layers (FC) which account
for a very substantial proportion of the total parameter number within the model [40].

A number of previous studies concerning the influence of the FC layer setup [41, 40]
indicated the most optimal performance achieved by employing a series of two layers
within the detector. Having two layers is more likely to expand the network’s ability to
learn more complex patterns from the data [78]. However, others argue that the addition
of an extra FC layer drastically increases the number of learnable parameters within the
model making it less computationally efficient and more prone to overfitting [46, 85].
In fact, the computations carried within those two layers accounted for nearly 45% of
the testing time for the original implementation [40]. Hence, we found it crucial to
investigate this aspect of our architecture in order to yield the best possible results.

Moreover, we also considered the influence of utilising dropout [149] in combination
with the FC layers within the detector. Dropout is one of the most popular methods to
regularise deep-learning models [109]. Our experiments from last year did not indicate
any benefits of using this technique within our network. However, due to the wide
popularity of dropout [108, 179, 50], we decided to revisit this aspect of our architecture
once again.

The idea of dropout is relatively straightforward. During the training process, for
each hidden layer, a random fraction p of all the nodes along with the corresponding
activations are ignored (i.e. zeroed out) [109]. During testing, however, all the units are
used with the random fraction p reduced during each pass. Such an approach forces
the network to learn more useful and robust features in conjunction with many random
subsets of its units thus reducing the risk of overfitting [149].

The results of our experiments have been presented in Table 6.2. As we can see, the
combination of two fully-connected layers with dropout proved to yield the best results
with F1 score of 0.82 and 98% of detected objects in case of counts (i.e. regardless
of their correctness). In addition, both modifications on their own proved to improve
the results when compared to just one FC layer without dropout in case of the F1
score. In fact, employing two FC layers without additional regularisation technique
yield competitive results. However, this setup resulted in significantly longer training
time since all the nodes have been utilised while training, as well as a much higher
number of the overall, detected objects (i.e. counts). We can, therefore, deduce that such
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Dropout FC layers Precision Recall F1 Counts
1 0.78 0.83 0.80 106%

? 1 0.80 0.81 0.81 102%
2 0.75 0.86 0.81 114%

? 2 0.83 0.80 0.82 98%

Table 6.2: Results for different Fast R-CNN detector variants. FC denotes the
number of fully-connected layers. The percentage indicates the proportion of the
total number of objects expected by the ground-truth.

architecture was more prone to confusion by the noisy background (i.e. low precision,
high recall, high detection counts).

The reason for poorer results for the architectures with just a single FC layer can
be attributed to their inability to learn more complex patterns from the data. On the
other hand, the lack of dropout makes models much more prone to overfitting and
reduced precision score. Therefore, our results are in line with some of the previous
studies regarding the most optimal detector set-up [41, 40]. Despite increasing the
total number of network’s learnable parameters by additional 4198400, we were able to
achieve significantly better results (both F1 score and counts) which justifies our final
architectural choice.

Due to the time constraints, we were able to investigate only a handful of hyper-
parameter values, namely 2048 units for the FC layer and 0.5 for the dropout parameter.
Hence, we cannot claim for certain that our choice of architecture is the most optimal
but it is the best out of all that we have tried. Alternatively, we could also consider
replacing the FC layers with their convolutional counterparts utilising 1ˆ 1 kernels
[34]. This way, we can achieve an equivalent set-up, reducing the number of learnable
parameters (due to weight sharing) within the network [134]. However, we consider
this aspect worth investigating in the future due to limited time and resources in the
current iteration of the project.





Chapter 7

Results and Evaluation

In this chapter we will present the results and thoroughly evaluate our final model based
on various metrics (Sections 7.1 and 7.2). Similarly to last year, we also compare the
network’s and human’s performance in order to assess whether the model’s detection
quality matches that of the experienced annotators (Sections 7.3 and 7.4). Moreover,
this year we will also determine our model’s performance on data collected from
higher altitudes (Sections 7.5 and 7.6) as well as examine the network’s robustness to
different image quality factors such as illumination and blur caused by extreme weather
conditions during data collection (Sections 7.7). Finally, we will use the final model to
process all available data from the phenology sites given to us in order to estimate E.
vaginatum flower species population within the investigated region.

As mentioned and proved last year, the quality of the ground-truth annotations can easily
influence the model’s final evaluation thus being crucial for the thorough assessment.
Since the ground-truth was entirely determined by the human annotators which are likely
to be affected or confused by the noisy images (i.e. light reflections, blur, illumination,
field markers, etc.), we are aware that the reported results might slightly differ from
the true situation. However, we have made significant efforts to ensure that the quality
of our dataset is the highest possible by performing the entire dataset re-annotation
(Section 4.1). Hence, we believe that our results are reliable and match the actual
numbers as closely as possible.

7.1 Standard metrics

In this section, we will remind the reader about the most popular metrics used to assess
performance in object detection tasks (Section 6.1 in the previous report). These include
precision, recall, F1 score, average precision (AP) and counts (i.e. a percentage of the
expected number of objects according to the ground-truth). We will use those metrics
to evaluate both our previous and final models for E. vaginatum flower object detection.

Before describing each of the measures separately, let us explain how we define correct
and incorrect detections. This task is not particularly trivial since we do not expect
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Metric Old Old re-trained New
Precision 0.60 0.65 0.83
Recall 0.83 0.87 0.80
F1 0.70 0.74 0.82
AP 0.77 0.81 0.78
Counts 137% 134% 98%

Table 7.1: Final results for the previous year’s network trained and tested on the
old dataset (Old), previous year’s (Old re-trained) and current models (New) both
trained and tested on the re-annotated dataset.

the network to output bounding boxes that exactly match the ground-truth. Some of
the detections might be slightly off the locations determined by a human annotator
but they are still likely to include legitimate flower objects. In this project, we use a
standard definition of correct detection determined by the 0.5 IoU threshold between the
outputted bounding box and the ground-truth [36]. Hence we can classify the network’s
detections as follows:

• True positives (T P): correctly detected flower objects (i.e. overlapping with the
ground-truth boxes with the IoU ě 0.5).

• False positives (FP): incorrectly detected flower objects that have not been
included in the ground-truth (i.e. objects overlapping with the ground truth with
the IoU ă 0.5).

• False negatives (FN): flower objects missed by the network (i.e. undetected
objects with the IoU “ 0).

Table 7.1 presents all the metrics for our previous model introduced last year (Old),
the same architecture but re-trained on our updated dataset after re-annotation (Old
re-trained) and our latest and final network (New). All the results have been reported
on the testing set, namely 20% of our overall dataset (Section 4.2). According to those
metrics, our current model indicates a superior performance compared with its previous
iterations (Figure 7.1).

Precision and recall

Precision and recall are the most widely used metrics to assess the performance of
information retrieval as well as object detection systems [58]. Equation 7.1 defines
precision as a ratio between correctly detected objects (T P) and all objects outputted by
the model (T P`FP). Hence, in case of our task, precision denotes the proportion of
the legitimate flowers out of all objects detected by the network. Last year, we noticed a
very poor model’s precision, especially when compared with human annotators (0.72 vs.
0.94 on a validation subset; Subsection 6.1.5 in the previous report). This was partially
due to the quality of the previous ground-truth, since after the subset re-annotation
the network’s precision increased significantly, however still being much lower than
human’s (0.91 vs. 0.98).

Precision“
T P

T P`FP
(7.1)
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Figure 7.1: Example tiles with detections yield by our model (green boxes: ground-
truth; red boxes: model).

Nevertheless, based on the re-annotated testing set, precision was the metric which
improved the most since last year, rising from 0.60 to an impressive 0.83. This indicates
that a very high proportion of all detected object by our latest network were true flowers.
Moreover, high precision directly relates to the low false discovery rate (FP to the total
number of detections)[58], which indeed significantly decreased from 0.40 to just 0.17
compared with last year. Overall, we can see significant progress of the latest version of
our model in the ability to return a high proportion of correct detections (T P) within its
outputs. Such improvement justifies our architectural choices as desirable and highly
needed to obtain a reliable tool for fully-automatic phenology data analysis.

Recall, on the other hand, has been defined in Equation 7.2 and describes the ratio
between correctly predicted objects (T P) and all expected objects denoted by the
ground-truth (T P`FN). Thus, in case of our task, recall indicates what proportion
of all ground-truth flowers had been detected by the network. Our previous results
demonstrated model’s relatively high recall of 0.83. This number has increased further
after that same model was trained on the re-annotated dataset (0.87). Network’s high
recall was also indicated by the last year’s model-to-human comparison where the
model significantly outperformed human annotators in this metric (0.78 vs. 0.67), even
after the subset re-annotation (0.82 vs. 0.71).

Recall“
T P

T P`FN
(7.2)

The latest iteration of our detector achieved slightly lower recall of 0.80 which indicates
that a lower proportion of all existent flowers has been detected. This can be attributed
to the fact that the previous version of the model was detecting far too many objects
than it was expected according to the ground-truth, namely 37% too many flowers
(counts of 137%). Hence, due to the much higher number of outputs, the network was
more likely to return some additional true positives along with plentiful of incorrect
detections (FPs).
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Counts

That has been indicated by the next metric which we defined as raw counts or simply
counts. Counts denote the total number of objects detected by the model which in
fact can be used to calculate the percentage of the total number of objects expected
by the ground-truth regardless of the correctness of such detections. This is a relevant
metric for our task in particular since, as discussed last year (Section 6.3), our model’s
primary goal is to deliver reliable statistics regarding the E. vaginatum population. As
a result, although the flower counts and their correct locations are highly correlated
(perfect detection means perfect counting), the final users (i.e. geoscience researchers)
are primarily concerned about raw flower counts and how they fluctuate due to the
climate change.

Hence, despite detecting fewer objects than before (98% vs. 137%), our current model
yields the detections which are much closer in number to the total amount of flowers
growing within the investigated area. This demonstrates the superiority of our new
network and justifies our architectural choices made this year to improve the detection
performance.

F1 score

The above metrics confirmed our last year’s expectations that the previous architecture
was yielding highly imbalanced performance in case of precision and recall by detecting
too many objects regardless of the ground-truth quality (134% even after dataset re-
annotation). As a result, a very high proportion of these detections (0.35) were false
positives.

This indeed had been suggested by the other metric, namely F1 score. F1 score is a spe-
cial case of a general F-score metric whose β parameter is set to 1 (Equation 7.3). Such
a choice ensures that the precision and recall are equally weighted since we prioritise
both of those measures by the same amount. In addition, F-score uses harmonic rather
than simple arithmetic mean which minimises the impact of large outliers over the small
ones, privileging balanced systems [133]. F1 score is, therefore, an appropriate measure
incorporating both precision and recall with significant disproportions between those
being instantly reflected by the score [96].

Fβ “
p1`β2q ¨ pprecision ¨ recallq
pβ2 ¨ precision` recallq

(7.3)

It is worth noting that by simply improving the quality of the ground-truth with no
further architectural changes made, we were able to improve the network’s previous F1
score from 0.70 to 0.74. However, the system was still highly imbalanced but this year’s
efforts improved the results to an impressive 0.82. Hence, despite the drop in the recall,
our final network performs significantly better overall than the last year’s version.

Average precision

The last considered evaluation metric, namely average precision (AP), has a slightly
less intuitive interpretation. A more detailed discussion regarding specific approaches
of calculating AP and their implications has been included in the previous part of our
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Figure 7.2: Precision-Recall curves for all three models (Old, Old re-trained and
New).

report (Section 6.1.2 of the previous report). AP is equivalent to the area under the
precision-recall (P-R) curve which indicates the trade-off between precision and recall
for different thresholds. AP can be obtained by averaging the precision values along the
curve across all values of recall between 0 and 1 (Equation 7.4). However, in practice,
the integral representing the average precision in Equation 7.4 is approximated by the
finite sum over every position in the ranked sequence of the detected objects [183].

AP“
ż 1

0
pprqdr «

n
ÿ

k“1

Ppkq∆rpkq (7.4)

The P-R curves for all three models have been presented in Figure 7.2. The curve
corresponding to the latest version of our network achieved consistently higher precision
scores than the other graphs for the remaining models at the equivalent recall thresholds.
Hence, the graph indicates better performance of our new detector. However, the AP
scores in Table 7.1 suggest something completely different from the old version of
the network trained on the re-annotated dataset scoring 0.81 against 0.78 for the new
architecture. This is because two curves are of different lengths due to a varying number
of detected objects. Since the old version of the model detected significantly more
objects than its latest iteration (134% of the ground-truth vs. only 98%), it had a higher
chance of detecting an additional portion of legitimate flowers (i.e. more T P), scoring
higher recall which resulted in a longer curve.

Therefore, despite being the most popular evaluation metric for object detection tasks
[1, 35, 182, 179], we did not find AP to be the most suitable single mean of model
assessment in case of our task. The results present very clearly that a network capturing
an extensive amount of noise (i.e. high FP and counts; low precision) and achieving
a significant imbalance between precision and recall (0.65 and 0.87) is able to score
higher AP than a more balanced system.



64 Chapter 7. Results and Evaluation

Similar issues had been pointed out by the previous studies [105, 144] with other
drawbacks including AP’s inability to distinguish very different R-P curves (i.e. different
shapes can score the same AP) and its lack of a direct measure of bounding box
localisation accuracy (i.e. tightness level) [105]. This, in fact, indicates a significant
challenge of finding a single evaluation metric capable of a thorough assessment of the
model’s performance.

Alternative metrics such as localisation-recall-precision (LRP) had been proposed [105],
however, they have not gained significant popularity within the object detection field.
Other studies supplement AP with log average miss rate (LAMR) [62], especially in
case of pedestrian detection tasks [90, 32, 178]. Nevertheless, as we explained last year,
LAMR does not take into account the value of precision, recording only the miss rate
(i.e. 1´ recall) [90].

After careful consideration, we decided on the F1 score accompanied by the counts to
be our main evaluation metric. There had been numerous of reported disadvantages of
F1 [105, 114, 117] which we acknowledged but most of them are irrelevant in case of
our task despite F1 not being directly designed for the object detection problems [114].
First of all, F1 is undefined when the number of T Ps is 0 even if a model outputted
some detections [105]. However, this does not apply to our assessment since we would
automatically discard such a poorly performing model on a bigger set of images. Other
aspects include F1’s focus on a single class and its bias towards the majority class [114]
which are again irrelevant since we only consider one class, namely flower denoting E.
vaginatum flower objects. Finally, F1 does not take into account the true negatives (i.e.
T Ns) [114], which in case of the object detection are not considered (i.e. no need to
consider all possible non-flower objects at every image location).

F1 reliably indicates the balance within the system between precision and recall by
utilising the harmonic mean [117]. Moreover, when supplemented with our count
metric, it can accurately point out a model with the desired specification in case of our
task, namely prioritising precision and recall equally as well as detecting a number of
objects close to the total amount of flowers defined by the ground-truth which has been
indicated by the aforementioned results from Table 7.1. Therefore, we can confirm with
high confidence that our latest version of the network significantly outperformed the
last year’s architecture which we consider as a great success and completion of one of
the main goals for this year, namely detection quality improvement of our model.

7.2 Cross-validation

The next part of the evaluation was to reliably estimate the generalisation performance of
our model. In a majority of the studies, this has been achieved by generating validation
and test sets where the latter is used for hyper-parameter tweaking and the former allows
to evaluate the performance on a previously unseen data [36, 89]. However, due to the
scarcity of good quality data, we did not create a validation set. Instead, we split our
dataset into only two subsets, namely training and testing sets with 80 : 20 ratio, using
the latter for the performance evaluation (Section 7.1).
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Precision Recall F1 AP Raw counts
Fold 1 0.78 0.83 0.80 0.80 106%
Fold 2 0.79 0.82 0.81 0.79 104%
Fold 3 0.78 0.83 0.80 0.79 106%
Fold 4 0.78 0.84 0.81 0.80 107%
Mean 0.78 0.83 0.81 0.80 106%

Table 7.2: Cross-validation results.

We would like to stress that the lack of the validation set was not caused by the lack
of our will to get more data nor our organisational skills. This was because building a
good quality dataset from scratch is a very expensive procedure, both in case of time
and resources and not purely dependant on us but rather on the experienced annotators
who are willing to volunteer and dedicate their own time to extend the dataset.

We could have easily outsourced this tedious assignment using Amazon Mechanical
Turk [3] but the annotation quality of such newly generated data would be questionable
due to the high amount of the noise present in our images (i.e. light reflections, image
distortions) as well as very small flower sizes. This, as we have seen last year with
the incomplete ground-truth, would likely to result in poorer quality detections and
unreliable evaluation. On the other hand, a further split of our already limited dataset
would severely limit the number of examples that the network could learn from, thus
not yielding as good performance. Therefore, we decided not to generate any additional
validation set.

Such an approach is likely to result in some degree of overfitting by our model since
we chose a specific network setup based purely on its performance on that single set
[92]. Hence, in order to assess the generalisation ability of our network, we conducted
5-fold cross-validation. Cross-validation is a very simple procedure which we used
before in the case of dataset re-annotation (Section 4.1). We split our dataset into 5
equal segments (20% each) and used four of them for training and the remaining one
for testing in order to evaluate the network’s performance. In addition, since we have
already used one such segment as our official testing set, in this section we report the
results of our cross-validation procedure on the remaining four folds.

Cross-validation is not a very widely used mean of neural network assessment due to
the abundance of data (standard datasets such as ImageNet or COCO contain thousands
of images), and the time requirements to re-train the model [177, 22, 21]. However, this
is certainly not the case for this task since our data is scarce and it takes about 26 hours
to train the detection pipeline. Thus, we found cross-validation an appropriate mean of
the network evaluation.

The cross-validation results presented in Table 7.2 indicate an expected degree of
performance of our final model. On average, precision was slightly lower than previously
suggested by the results in Section 7.1 (0.78 vs. 0.83) with the opposite situation for
the recall (0.83 vs. 0.80). However, both mean values of those metrics were high as
well as balanced (0.78 and 0.83) and were constant among all the folds. As a result,
the detector scored highly on F1 measure (0.81) which is almost the same in value as
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for our nominal test set in the previous section (0.82). The same applies to the average
precision (0.80).

Finally, our final model was constantly detecting 106% of the total number of expected
flowers on average. Although this number is slightly higher than previously suggested
(98%), it can be considered as a satisfying performance. Additionally, such consistency
in raw count scores is likely to indicate the expected error range once we apply the
network on the entire available set of imagery to record the numbers for the E. vaginatum
species population (Section 7.8). Hence, we would expect the numbers to be slightly
higher than the true value.

7.3 Network-human comparison

Another aspect of our evaluation process is the model-to-human comparison. The
purpose of this method is to assess how the network’s detection quality compares with
one made by the experienced human annotators. We followed the same procedure as
last year, namely evaluating humans and the detector on the evaluation subset. This
so-called evaluation subset is a subset containing 15 randomly selected images from
our original testing set. Such a small number of considered tiles was due to the limited
resources and the annotators’ time constraints. However, we consider this subset as
relatively representative since, as we discussed and presented last year (Section 6.1.5
in the previous report), it contains imagery of a fairly varied number of flowers and
image qualities. Moreover, due to the whole dataset re-annotation, we also updated the
ground-truth that we used to assess the considered subjects.

As already mentioned in Section 7.1, the last year’s results indicated relatively poor
precision and very high recall of the network in comparison to human annotators (0.72
and 0.78 before ground-truth re-assessment). This could be attributed to the fact that
the network was outputting many more objects than human participants (i.e. counts),
making it more likely to include a higher amount of incorrect detections (FPs) resulting
in decreased precision. The opposite pattern was observed for the annotators with the
best scores recorded across all individuals of 0.94 and 0.67 for precision and recall
respectively. Humans were generally more reluctant to make the annotations but they
also struggled to notice some of the flowers due to their very small area. This resulted
in a much smaller number of detected objects which in fact translated to the low values
of recall. However, the quality of their detections was very reliable explaining the high
values for precision. We also observed an extreme inconsistency between the annotators
in case of their detections which indicates the complexity of the task as well as the
unreliability of the human performance.

This year’s results (Table 7.3) suggest slightly different conclusions. Despite the
network’s precision not being the highest (0.87) and far from the best scoring annotator
(0.98), its score was in the mid-range with two annotators recording much lower values
(0.82). There was also a significant gap between human’s (best score of 0.60) and
model’s recall (0.81) values. Those two aspects resulted in notably higher model’s F1
score of 0.84 indicating its superiority over the most experienced human annotators.
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A B C D E F Model
Precision 0.93 0.98 0.82 0.96 0.82 0.89 0.87
Recall 0.58 0.52 0.44 0.45 0.60 0.49 0.81
F1 0.71 0.68 0.57 0.61 0.69 0.63 0.84
Counts 62% 53% 54% 47% 74% 54% 93%

Table 7.3: Results for the model-to-human comparison. A-F denote human annota-
tors who had been kept antonymous.

This situation could be further explained by analysing the proportion of the total number
of detections yield by both the network and the participants. Our model was decidedly
closer to the expected number of flower objects present within the images, recording an
impressive 93% with the highest human’s score being only 74% and most of them not
exceeding 60%.

Assuming the high quality of the ground-truth (analysed and re-annotated by experi-
enced annotators), we could state that our model was able to significantly outperform
human annotators. Human’s poor performance could be explained by the annotators’
inability to notice very small flower objects or possibly by their frustration caused by
the tedious nature of the task. These aspects do not concern our model making it much
more suitable for analysing the phenology data.

There is also a possibility that our newly re-annotated dataset could contain objects
other than E. vaginatum flowers. This might be because, during the re-annotation
process, the annotators were presented with object candidates which could have been
very suggestive, making people simply click on them without thorough consideration.
However, our visual analysis of randomly selected images did not indicate a significant
amount of mistakes within the ground-truth. Moreover, the statistics presented in
Section 4.2 showed that the annotators were rather quite selective and attentive based
on 99% rejection rate of the fake false positives as well as 92% acceptance rate of
the previous ground-truth. Therefore, based on the best available quality data, we can
rightly claim that our network is able to deliver significantly better detections than even
the most experienced human annotators.

7.4 Ground counts

The next part of the evaluation was based on the ground counts assessment. As
described last year (Section 6.3 in the previous report), during the time of data collection,
researchers collected flower counts on the ground inside 2mˆ 2m areas within each
investigated phenology site. This has been done to determine the number of flowers
present at each area unaffected by any image qualities, noise or distortions. Since this
data had been obtained in person on the ground, those numbers are the closest to the
actual ground-truth making it an appropriate mean of assessing model’s performance.

After the data handover, we extracted the images of the investigated areas which resulted
in a set of 12 validation site tiles. Next, used those to test 3 human annotators (subset
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of the previous 6 in Section 7.3) along with our model and considered only the number
of detections (i.e. counts) since we did not have the actual flower locations this time.
Moreover, this year, we also tried to extend the number of images involved in the ground
count evaluation, however, we were not able to obtain any more images containing
whole validation sites. Therefore, the set of 12 tiles was the best available data allowing
us to evaluate both humans and the network against the ground counts.

Our results (Table 7.4) indicate extremely varying human performance depending on
the image. For instance, annotator A was able to detect only 49% of the actual number
of flowers presented in image 3, whereas he or she delivered 97% of the total number of
objects in case of image 8. Detection quality significantly varied between the individuals
as well. This was especially the case for images 3 and 10 where the percentage range of
the detected ground count between the annotators was 28% and 29% respectively.

Image A B C Model
1 80% 82% 73% 111%
2 64% 74% 70% 111%
3 49% 77% 70% 91%
4 64% 77% 74% 89%
5 80% 67% 76% 111%
6 88% 69% 73% 129%
7 94% 83% 96% 103%
8 97% 122% 116% 104%
9 96% 96% 100% 101%
10 94% 65% 87% 104%
11 69% 60% 63% 100%
12 85% 92% 102% 123%
Mean 80% 80% 83% 107%
Std 16% 17% 16% 11%

Table 7.4: Results for the ground count evaluation. A-C denote human annotators
(subset of the previous group with no equivalence between the letters).

Yet again, we can see how unreliable human annotators can be despite having prior
experience in the considered task. This has been summarised by the standard deviation
with the lowest value of 16% for annotators A and C. On the other hand, our model
indicated notably less variable performance with standard deviation reaching only 11%.
Except for images 6 and 12, it outputted the number of objects within 11% from the
true value presenting more stable performance.

Moreover, on average, our latest network was constantly (except images 2 and 3)
predicting a higher number of flowers than had been counted on the ground. On average,
the model was able to detect 107% of the ground count number. Such a surplus of
detections matches our cross-validation results from Section 7.2, where it was detecting
106% of the expected amount on average. Despite detecting too many objects, this result
is much better than the one recorded by any human annotator whose the highest score
was only 83%. That is because our model was, on average, much closer to the ground
count number than any of the humans (107% vs. 83%). In fact, we saw once again that
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Trained Tested Precision Recall F1 Counts
real 12m fake 24m 0.01 0.01 0.01 37%
fake 24m fake 24m 0.81 0.71 0.75 87%
fake 24m real 24m 0.41 0.75 0.53 182%
fake 24m real 24m* 0.53 0.93 0.67 175%

Table 7.5: Result for altitude evaluation. The real 24m* denotes the re-annotated
set of 108 images collected from the 24m altitude.

humans were usually not able to detect all nor almost all (i.e. ě 90%) of the flower
objects, possibly due to the small flower area compared with the image and the image
distortions. Therefore, the above results indicate the superiority of our final model over
the experienced human annotators due to much closer ground count predictions in case
of the raw counts as well as a less varying performance between the images.

7.5 Altitude

The following part of the evaluation aimed to assess our model’s performance on images
collected from higher altitudes. This aspect is very important since by doubling the
drone altitude, the researchers could cover the same area in a much shorter period of
time (up to 3 times less time needed), thus allowing them to inspect much broader field
during a single flight with no need for stopping to recharge the batteries. However,
higher altitude imagery extends the task complexity even further due to its increased
ground spatial resolution (GSR) which denotes the equivalence of the actual area that a
pixel represents.

The tiles from our standard dataset were collected from 12m altitude with 3mm GSR
meaning that an average E. vaginatum flower could be enclosed within a 16ˆ 16
bounding box. These dimensions shrink proportionally with the GSR, hence the same
flower can be enclosed within 8ˆ 8 when observed from 24m altitude (6mm GSR).
Thus, we found the aspect of image altitude particularly interesting and crucial for
the model’s final success in this project to provide the users with a reliable tool for
analysing phenology data.

Firstly, we used the previously discussed model, which had been trained on 12m altitude
set, and tested it on the scaled testing set imitating the doubled altitude of 24m. We
scaled the tiles along with the annotations, yielding a so-called fake 24m data, due to the
lack of available annotations for the real images collected from the 24m altitude. The
scaling had been performed using bicubic interpolation which we described in more
detail in Section 4.3.

As shown by Table 7.5 (row 1), our model performed very poorly on such a set-up. The
network was able to detect some of the flower objects but the outputted boxes were
much bigger than the ones expected by the ground-truth. These bigger boxes were then
classified as incorrect detections (FPs) since their IoU with the ground-truth fell below
the 0.5 threshold. This was because the network learned on the objects occupying much
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bigger pixel area thus, during testing, it was not able to spot much smaller flowers or
they had been treated as noise. Nonetheless, the model detected only 37% of the total
expected number of objects which is significantly less than indicated by its previous
performance on the default test set (i.e. 106% on cross-validation).

Next, we trained our pipeline from scratch on the scaled training set in order to inves-
tigate whether the inclusion of the smaller target flower sizes would result in better
performance. Moreover, this was a useful experiment to asses the network’s ability to
learn on smaller objects. In this case the results (Table 7.5; row 2) were much more
encouraging. The network reached the expected level of precision (0.81) and recorded
a slightly lower recall (0.71) which resulted in a satisfactory F1 score of 0.75. In
addition, it outputted 87% of the total expected number of objects indicating relatively
good performance. The slight drop in the evaluation metrics was the result of the
decreased object dimensionality, making some of the flowers too small for the network
to efficiently learn from and detect. However, the aforementioned results demonstrated
our final architecture’s ability to handle even very tiny objects as long as a substantial
amount of them has been available for training.

However, before assuming our detector’s success at handling higher altitude data, we
found necessary to test it on the actual images collected from the 24m altitude. For this
part of the evaluation, we used the dataset extension of additional 108 annotated images
taken from 24m which we described in Section 4.4. Unfortunately, the results (row 3)
were rather disappointing, although not as poor as for the first iteration of our current
assessment (row 1). Due to detecting many more objects than expected (182%), the
network recorded substandard level of precision (0.41) and a high recall (0.73), which
has been summed up by much lower than expected F1 score of 0.53.

Nevertheless, such impaired results were not surprising since we expected our interpo-
lated data to be unable to simulate higher altitudes perfectly [68]. Bicubic along with
other types of interpolation might cause various types of undesired image artifacts such
as edge halos or clipping caused by the negative lobes of the kernel [165]. Moreover,
by averaging neighbouring values, the image contrast could also be affected, especially
around white flower objects which are usually surrounded by green pixels representing
the grass [45].

The results (row 4) improved slightly after the test set containing the legitimate 24m
images has been re-annotation following the exact same procedure as described in
section 4.1. After the revision, the network achieved the F1 score of 0.67 along with an
exceptional level of recall reaching 0.93. These metrics, along with the 174% of the
total object number being outputted, indicate a high number of FPs generated by our
model and suggest its susceptibility to omnipresent noise caused by light reflections,
field markers and other plants. These results could possibly improve by utilising more
complex interpolation methods or further parameter tweaking but we were not able to
evaluate this hypothesis due to the time constraints.

The series of the above experiments showed us that simple interpolation cannot provide
us with sufficient means of imitating higher flight altitude. While training the model
on synthetic altitude data, it is likely to achieve a reasonable level of performance on
the real imagery, however, this would still likely be below the acceptable standards (i.e.
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Results for: Precision Recall F1 Counts
overall 0.80 0.74 0.77 92%
real 12m 0.82 0.80 0.81 97%
fake 24m 0.78 0.67 0.72 86%
real 24m 0.13 0.14 0.13 106%

Table 7.6: Results for the model trained on both real 12m and fake 24m tiles by
splitting our default dataset using 50 : 50 ratio. The real 24m denotes re-annotated
set of 108 images collected from the 24m altitude.

balanced system with a close to the actual number of outputs). Therefore, we conclude
that extension of the dataset with the higher elevation imagery, although very time and
resource expensive, would be necessary to allow the model for comparable performance
on higher altitude. In addition, a model trained on images collected from the same
altitude is highly unlikely to perform well on an alternative elevation. Hence, different
altitude imagery is required in order to deliver a universal detector.

7.6 Universal pipeline

After showing that a model trained on a single altitude is not suitable for processing
images collected from higher elevations, we decided to proceed with an additional
set of experiments in order to investigate the viability of achieving more universal
detector. For this part, we randomly split our default training set consisting of 12m
altitude images into two equal parts and scaled one of them in order to imitate higher
flight elevation (using bicubic interpolation as before). The same procedure has been
applied to the testing set. By doing so, we generated a dataset consisting of images
from different altitudes (or at least that simulate it). We also kept away the entire dataset
extension of the real 24m images initially in order to make our results comparable with
the previous section.

The results presented in Table 7.6 demonstrate a very good overall performance of our
model (row 1) as well as on each particular part of the test (rows 2 and 3). Unsparingly,
the network achieved both higher F1 score (0.81) and predicted the number of object
which was the closest to the total amount expected by the ground-truth (97%) for the
12m data than for the part imitating 24m altitude (0.72 and 86%). Although its recall
for the synthetic data fell below the level of 0.70 (0.67), the difference in model’s
performance on those two parts was still comparable.

However, our enthusiasm plummeted as we tested our model on the real 24m data. The
network reached a disappointing 0.13 F1 score despite detecting roughly the right total
number of objects (106%). Most of its detections were thus incorrect, consisting of a
high amount of noise or boxes that were of incorrect sizes to reach the 0.5 IoU threshold.
Our later analysis indicated that since the images simulating different altitudes also
consistently varied in dimensionality (440ˆ440 for default 12m and 220ˆ220 for the
simulated 24m due to scaling), the network was able to learn that relationship which
later resulted in undesirable behaviour when tested on 440ˆ440 real 24m images.
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Results for: Precision Recall F1 Counts
overall 0.76 0.72 0.74 94%
real 12m 0.77 0.78 0.78 101%
fake 24m 0.80 0.66 0.72 83%
real 24m 0.48 0.56 0.52 115%

Table 7.7: Results for the network trained on the partially scaled dataset (50 : 50
ratio) and additional 86 real 24m images and tested on the remaining tiles and the
partially scaled testing set.

This could have been avoided by standardising the training set image dimensions using
simple tiling procedure (i.e. division into tiles) as we did before while generating our
default dataset. Alternatively, we could have extracted the 12m tiles location coordinates
and map them onto the real 24m imagery in order to extract their 24m equivalents (the
same for the annotations). Unfortunately, due to the time constraints, we were unable
to investigate this aspect since this analysis had been conducted at the very end of our
investigation period.

Our last experiment involved extending the aforementioned mixed dataset with the real
24m images. We expanded the training set by adding 80% of the set of 108 images
collected from the 24m altitude with the remaining 20% being dedicated for testing.
Hence, the split ratio between training and testing sets was exactly the same as for our
standard dataset. This extension might not seem as significant since we only have added
86 new images to the training set. However, it is worth noting that a single 440ˆ440 tile
taken from 24m represents four times the area depicted on a 440ˆ440 tile from 12m.
Hence, our new extension of 86 images (for the training set) was, in fact, equivalent in
case of the area covered to 344 tiles from 12 m.

We found the results of this experiment (Table 7.7) very encouraging with the overall
F1 score for all image types reaching 0.74. In addition, the values for both real 12m
and simulated (fake) 24m were only slightly worse than before. This finding suggests
that adding more data from other altitudes does not introduce further confusion for the
network negatively affecting its performance on the remaining types of images. This
procedure also resulted in a significant improvement when tested on the remaining 20%
of the real 24m images. We are aware that in this case, the results from Tables 7.6 and
7.7 are not exactly comparable since the latter consists of fewer examples (20%) but the
progress in case of the results is nevertheless apparent.

Despite achieving F1 score below the satisfactory level, we found the result of 0.52
very encouraging. We did not add an extensive amount of new data for the network
to learn from, yet it was still able to improve its performance on that particular subset
significantly. Therefore, we conclude that a further dataset extension by adding images
from varying altitudes is likely to result in a universal detection pipeline in case of flight
elevation. It might not reach the same performance as the architectures trained on a
single height, but the results are likely to be satisfactory nevertheless.
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Overall, the presented results undermine our previous hopes for achieving a universal
altitude detector by simply imitating flight elevation from the already annotated data.
However, the network indicates a potential to achieve much better performance if
further changes were applied along with extending the data with more images collected
from the desired flight elevation. One of such changes would be to add an additional
input parameter denoting the altitude that the image was taken from. This relatively
easy to implement solution could allow the network to adjust its detections to the
appropriate setup resulting in much better performance on varying altitudes. We found
this idea worth investigating but due to the time constraints, we included it as a possible
improvement for the future research (Section 9).

7.7 Image quality factors

Apart from yielding good quality detections in a controlled setup, the final tool for
phenology data harvesting is also expected to be robust to data of varying quality (Figure
7.3). This is particularly vital in case of the investigated area of Arctic tundra where
the quality of the images is very likely to be affected by the rapidly changing weather
conditions. For instance, strong gusts might introduce additional drone movement
(i.e. shaking) resulting in blurred data whereas increased cloud cover is likely to affect
image brightness. Therefore, we found it extremely crucial to assess our model’s
performance based on varying image quality factors. Similarly to last year (Section 6.2
of the previous report), we decided to focus on two main factors, namely relative image
sharpness an illumination.

(a) Relative sharpness of 2.56 (b) Relative luminance of 0.68

Figure 7.3: Example tiles of varying image qualities with detections yield by our
model (green boxes: ground-truth; red boxes: model).
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Method Set-up Mean Sharpness F1

Very blurry Gaussian filter std = 2 1.95 0.60
Blurry Gaussian filter std = 1 3.44 0.78
Normal - - 5.32 0.82
Sharp Unsharp masking r = 0.75 6.56 0.80
Very sharp Unsharp masking r = 1.50 7.89 0.77

Table 7.8: Results for different testing set versions with increasing mean sharpness.

7.7.1 Sharpness

The first considered factor was image sharpness. Sharpness is one of the most apparent
and important image qualities since it determines the amount of detail an image can
reproduce [6]. It can be greatly affected by the camera shake or object movement due to
strong winds or depreciated lens cleanliness caused by raindrops [48]. Such conditions
are likely to occur not only in the tundra but in any kind of environment, making this
quality particularly important for our assessment.

For the sake of brevity of this report, we decided not to include further discussion
regarding different metrics measuring image sharpness or available methods to improve
it. That is because we have already provided the reader with such information in the
previous report (Subsection 6.2.1 of the previous report). We used the same method of
determining image sharpness as previously which was based on image gradients [29]
and described in Equation 7.5. In this case, ipx,yq denotes an pixel image whereas n
determines the change step which we set to 1 in order to consider per-pixel shift.

fgrad,n “
1

MN

M´n
ÿ

x“1

N´n
ÿ

y“1

b

ripx`n,yq´ ipx,yqs2`ripx,y`nq´ ipx,yqs2 (7.5)

Last year, we showed a great diversity of our dataset in case of the sharpness, spanning
from extremely blurry to highly sharp tiles as well as the model’s relatively consistent
performance regardless of the image quality (F1 score of 0.70). However, we did not
consider any further variations in sharpness which would allow us to determine or
at least estimate the deterioration in network’s detection quality based on that factor.
That is why we decided to perform an additional set of experiments involving tracking
network’s detection performance after blurring and sharpening the entire test set.

For this experiment, we used the network trained on the default version of the training
set and tested it on five variations of the original testing set as presented in Table 7.8.
The first two versions were blurred using Gaussian filter with square kernels of side
size 5 and 9 and increasing standard deviation of 1 and 2 in order to imitate higher blur
due to the drone movement and other weather factors. The other two variants included
sharpened images using unsharp masking [159] with radii of 0.75 and 1.5 denoting the
standard deviation of the Gaussian lowpass filter which controls the size of the region
around the edge pixels that is affected by sharpening. We also used our default testing
set as the middle version.
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Figure 7.4: Scatter plot representing tiles from different versions of the testing set in
case of their relative sharpness and F1 score achieved by the detector. The values
in the legend denote the average relative sharpness of each testing set variant.

The results presented in Table 7.8 indicate our network’s ability to achieve an acceptable
level of performance despite varying sharpness of the data, including very blurry tiles.
Nevertheless, its detection quality deteriorated significantly in case of the very blurry
version of the test set, achieving F1 score of 0.60. However, such a drop was expected
since that particular iteration of the data included very blurry images. A similar level of
blurriness would most likely unable a human annotator to match the results achieved by
the model based on some example tiles presented in Figure 7.3. Therefore, we consider
the model’s performance as satisfactory despite the results being a simple approximation
due to taking the mean sharpness of each testing set variant (image sharpness can vary
greatly among each variant).

In order to present the range of sharpness among the investigated tiles, we generated a
scatter plot of their relative sharpness versus the F1 achieved by the detector (Figure
7.4). Once again, we can see that the performance deteriorated notably once the images
were blurred using Gaussian kernel with the standard deviation of 2. However, it is
much harder to observe any other distinct patterns of deteriorating model’s performance
on the remaining versions of the testing set which suggests that our network is relatively
robust to moderate amount of additional blur and sharpness of the data. This is a very
important feature since it allows future users to collect data in less favourable weather
conditions without severely affecting the results.
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Method Set-up Mean Luminance F1

Very dim Add val = -30 0.31 0.76
Dim Add val = -15 0.36 0.80
Normal - - 0.42 0.82
Bright Add val = 15 0.48 0.79
Very bright Add val = 30 0.53 0.72

Table 7.9: Results for different testing set versions with increasing mean luminance.

7.7.2 Luminance

The next investigated image quality feature was relative luminance which denotes the
luminous intensity detected by the human eye when looking at a given area from a
given angle [38]. As we pointed out last year (Subsection 6.2.2 in the previous report),
luminance is not equivalent to image brightness which is a subjective attribute of light
thus unlikely to be measured objectively [71]. Previously, we also observed a wide
range of relative luminance of the tiles within our default testing set most likely due
to the varying cloud cover and time of data collection. Hence, determining network’s
performance in a given setup would allow us, and the potential users, to determine the
range of suitable weather conditions and times of the day for data collection instead of
relying exclusively on a personal judgement.

Once again, we used the same normalised linear RGB component formula to calculate
relative image luminance as last year which has been presented in Equation 7.6. The
colour components are not equally weighted in order to reflect the increased sensitivity
to green compared with red and blue of the cone cells in the human eye which are
responsible for colour vision [127]. A simple average of the colour components would
result in a significant bias towards the blue component.

Luminance“ 0.2126R`0.7152G`0.0722B (7.6)

Our experiments regarding image luminance were conducted in a similar manner to the
ones investigating sharpness. The testing set variations ranged from very dim to very
bright with their luminance adjusted by increasing or decreasing each channel intensity
by a given value resulting in increased or decreased image luminance respectively.

Table 7.9 presents the results based on the averaged relative luminance of each version
of the testing set along with the network’s respective overall F1 scores. We can see that
even for the very dim and very bright sets, the model was able to achieve a relatively
satisfiable performance expresses by 0.76 and 0.72 F1 scores respectively. It is rather
obvious that for the extreme values of luminance (i.e. both low and high) network’s
ability to yield good quality detections is likely to deteriorate dramatically. However,
looking at the testing set variants as a whole, our results demonstrated the model’s
relative robustness to varying image luminance.

Our claims regarding the network’s relative detection reliability and robustness to
varying image luminance have also been suggested by the scatter plot in Figure 7.5.
The performance visibly drops for as the tiles become dimmer or extremely bright but
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Figure 7.5: Scatter plot representing tiles from different versions of the testing set in
case of their relative luminance and F1 score achieved by the detector. The values
in the legend denote the average relative luminance of each testing set variant.

the range between which the model is able to achieve a satisfactory level of F1 score of
at least 0.7 is relatively wide. Although we cannot say for certain that the modifications
made to our testing set (both luminance and sharpness) perfectly simulate the effects
of the varying weather conditions, the aforementioned results indicate our network’s
potential to deliver reliable detections despite some variations in the image quality
factors.

7.8 Final population estimates

The final stage of our evaluation involved processing all available data from all four
investigated phenology sites around Herschel Island from 2017. Our initial intention
was to use imagery from other years, however, most of the available data had been
collected from much higher elevation (50-100m) which was not suitable for our detec-
tor. Nevertheless, we found the considered data sufficient and appropriate to deliver
estimates of the E. vaginatum flower population within the investigated region.

As previously described (Section 2.1), the imagery was collected on two different days
and over three independent flights started from different area corners each time in order
to provide the best visibility for the eventual occluded objects. Since at each area those
three flights were conducted within minutes from each other, we expected the equivalent
data to yield a similar number of detections per flight. Moreover, the days of collections
were only 48 hours apart suggesting that the population of E. vaginatum flowers at each
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Figure 7.6: Population estimates E. vaginatum flower species for all investigated
sites.

PS1 PS2 PS3 PS4
12/07/2017 1% 5% 1% 3%
14/07/2017 2% 3% 3% 9%

Table 7.10: Standard deviation as a proportion of the mean number of detections.

site should not vary significantly between those days unless the weather conditions
changed dramatically (i.e. dense clouds, strong winds).

Indeed, our results presented in the form of a bar chart in Figure 7.6 confirmed our
initial expectations. The model detected a very similar amount of flowers on both days,
regardless of the site. Such consistency indicates our network’s potential reliability even
on a much larger scale than previously considered. In addition, we did not observe any
extreme variations between numbers among different sites. This could be attributed to
the fact that the sites, despite being located on different parts of the island, were in close
proximity to each other (i.e. less than 5km apart). We also included the exact counts per
each flight in Appendix E.1. However, it is worth noting that according to the results
from our previous evaluation experiments (Sections 7.2 and 7.4), the true population
size of E. vaginatum population is likely to be slightly lower than recorded due to our
model’s tendency to output a higher number of detections than usually expected.

Moreover, our expectation regarding similar numbers yielded from subsequent flights
were also confirmed by our model. The results from Table 7.10 show the standard
deviation of the three flight per site per day, expressed as a proportion of the mean
(average of the three of flights). Except for the PS4 site on the 14th of July, where
the network recorded an abnormal number of objects due to severe light reflections
(strong sun, especially disturbing from that particular angle), the counts did not vary by
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more than 5% between the fights. This, once again, demonstrates the consistency and
reliability (in the case of proportion) of our detector.

Although we were unable to assess the correctness of the above numbers, the predicted
population size, easily exceeding 20000 individuals at each site, demonstrates how time-
consuming and tedious the task of manual counting would be. Conventional methods
involve tracking the numbers within a much smaller region and assuming a similar
distribution for the rest of the area. This might lead to only rough approximations
and does not take into consideration any abnormalities caused by varying terrain
characteristics or distribution patterns. On the other hand, our model was able to
investigate a much broader area with a high density of flowers in less than 5 minutes
per site. Such scale could only be matched by dedicating an extensive amount of
resources and training a vast number of human annotators which likely exceeds the
financial abilities of the majority of research groups or universities. Therefore, the
aforementioned results demonstrate reasonable population estimations made by our
model based on our previous expectations indicating a great potential for its future use
as a reliable tool for phenology data acquisition and analysis.





Chapter 8

Conclusions

The main objective of our honours project was to investigate and improve our previous
approach to deliver a fully-automated method of real-world phenology data collection
in flowering ecosystems. Such a tool would, in turn, enable the researchers to acquire
more landscape-level information on plant responses to global temperature change.
Our extensive research procedure along with a comprehensive set of experiments and
thorough evaluation resulted in the following conclusions:

• Influence of data quality: during the previous evaluation process, we observed
the incompleteness of our human-defined ground-truth and its influence on the
network assessment. This indeed has been demonstrated during the current
iteration of the project, particularly after re-annotating our previous dataset.
Without any further architectural changes, the previous model yield notably
higher precision and recall resulting in F1 score improvement from 0.70 to 0.74.
This in turned highlights how crucial high annotation quality really is for the
successful model performance and its thorough evaluation.

• Exceptional network performance: recent modifications including additional
convolutional block with a contextual path in the feature extractor component
(Section 5.1) along with dropout and extra fully-connected layer within the Fast
R-CNN detector part (Section 5.3) as well as using fewer proposals for training
(300), resulted in network’s significant improvement in detection quality. The
model is now able to consider a greater area around each potential object with
minimal information loss which resulted in F1 score of 0.82 on the testing set.

• Unreliable human performance: once again, this time based on much more
complete set of ground-truth annotations, we observed the extent of inconsistency
and great variation among the human-made detections (Sections 7.3 and 7.4).
Not only taking significantly more time to cover the same area, experienced
annotators presented an extremely low level of recall, being notably lower than
the one presented by our model. Considering a very high level of human detection
precision, we can conclude that, in case of partial certainty, people are generally
more hesitant to mark a candidate object as a flower. They are also more likely to
be affected by the omnipresent noise (i.e. light reflections, other flower species).
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• Viability of a universal detection pipeline: our further experiments concerning
varying flight altitude (Section 7.5 and 7.6), indicated the need for more real data
obtained from various elevations and a very limited efficiency of training the
model on their synthetic (re-scaled) version. Nevertheless, extending our dataset
by a small proportion of real 24m images resulted in a significant increase in
performance for such data without a notable drop in detection quality for the
remaining altitudes. This, in fact, suggests that obtaining a network capable
of delivering reliable detections from various flight altitudes is highly likely,
however, requires further dataset extension.

• Real life application scenarios: encouraged by the exceptional performance
of our model, we fed all available previous imagery covering the investigated
area (Section 7.8). The consistent population estimates among subsequent days
suggest the network’s reliability and indicate its potential for future use as a tool
for real-world phenology data collection and analysis. However, more data from
previous years and months would be needed in order to make further claims
regarding more exact estimates of the E. vaginatum population and its change
over the years.



Chapter 9

Future Work

Despite our best efforts, we were unable to investigate every possible aspect of our
model primarily due to the limited time and available resources. Therefore, we propose
further improvements which we found worth to examine in the future.

9.1 Alternative annotation procedure

As our experiments clearly showed how severely both the network performance as well
as its evaluation can be affected by the poor quality of human-generated ground-truth, it
would be highly valuable to explore alternative methods for data annotation. Possible
alternatives could involve presenting annotators with much smaller sections of the
image or even crops of single object candidates with an additional area around them in
order to provide more context and prevent from further confusion between legitimate E.
vaginatum flowers and the noise.

Moreover, allowing annotators to adjust the size of the bounding box enclosing each
flower, instead of setting a default box size as we have done throughout this project,
would yield further data quality improvement. However, such an extension would
require additional design consideration, ensuring that it would not negatively affect the
intuitiveness and efficiency of the current approach.

The aforementioned enhancements could, in turn, make the annotation procedure more
approachable for the users who do not wish to spend too much time on processing a
single bigger tile which they had been experiencing so far.

9.2 Dataset extension

We are aware that extending the dataset is an extremely expensive and time-consuming
procedure. However, based on our current findings which demonstrated that the syn-
thetically simulated flight altitude might not be perfectly equivalent to the real data, it is
necessary to include images collected from different altitudes in order to fully determine
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the viability of achieving a universal detector. Hence, we found it especially important
for the future progress of this project to include more imagery collected from 24m and
potentially 50m which had already been acquired in the previous years by the Team
Shrub [140] research group.

Furthermore, getting more imagery from appropriate altitudes would enable more
reliable estimates of the E. vaginatum population within the investigated region at a
given time. Having more regular data collection missions could result in a population
graph which we were unable to extend beyond a short period of just a couple of
days due to the lack of appropriate data. Generating such a graph would allow us to
better estimate and understand the influence of changing global temperatures on the E.
vaginatum flower population.

9.3 Model architecture improvements

It is hardly possible to explore all viable modifications to a model which could po-
tentially improve its detection quality and performance. However, we found a few
propositions particularly worth to investigate further which we could not evaluate our-
selves due to the time constraints. Nevertheless, the most compelling, yet very simple,
would be to incorporate an additional input parameter denoting flight altitude. Due to
the model’s structure, involving multiple convolutional layers, it could be appended
to the vectors generated by the 1ˆ1 convolutional and fully-connected layers within
RNP and Fast R-CNN components. This additional information would likely effect
in improved network’s performance on the images from varying altitudes. However,
we were not able to back this modification by any previous studies due to the lack of
similar methods being employed in the past.

9.4 Further applications

Although achieving the real-time detection performance by our model was not the
primary goal while choosing an appropriate architecture, the network nevertheless
demonstrates a relatively high efficiency (20 fps). We would find it extremely valuable
to integrate our network as a component of a much more extensive detection pipeline.
This could involve extending the features to construct a stand-alone application capable
of automatic image stitching as well as detection in order to produce a map of the whole
investigated area along with specific statistics involving population size and its density
distribution. This would allow users to better understand and analyse the obtained
flower counts, improving their research findings.
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Yann LeCun. OverFeat: Integrated Recognition, Localization and Detection
using Convolutional Networks. CoRR, abs/1312.6229, 2013.

[133] Khaled Shaalan. A Survey of Arabic Named Entity Recognition and Classifica-
tion. Computational Linguistics, 40(2):469–510, 2014.

[134] Evan Shelhamer, Jonathan Long, and Trevor Darrell. Fully Convolutional Net-
works for Semantic Segmentation. CoRR, abs/1605.06211, 2016.



96 Bibliography

[135] Jonathan Shen, Noranart Vesdapunt, Vishnu Naresh Boddeti, and Kris M. Kitani.
In Teacher We Trust: Learning Compressed Models for Pedestrian Detection.
CoRR, abs/1612.00478, 2016.

[136] Xiaoyong Shen, Ying-Cong Chen, Xin Tao, and Jiaya Jia. Convolutional neural
pyramid for image processing. CoRR, abs/1704.02071, 2017.

[137] Jacob Shermeyer and Adam Van Etten. The effects of super-resolution on object
detection performance in satellite imagery. CoRR, abs/1812.04098, 2018.

[138] Abhinav Shrivastava, Abhinav Gupta, and Ross B. Girshick. Training Region-
Based Object Detectors with Online Hard Example Mining. In 2016 IEEE
Conference on Computer Vision and Pattern Recognition, CVPR 2016, Las Vegas,
NV, USA, June 27-30, 2016, pages 761–769, 2016.

[139] Abhinav Shrivastava, Rahul Sukthankar, Jitendra Malik, and Abhinav Gupta.
Beyond skip connections: Top-down modulation for object detection. CoRR,
abs/1612.06851, 2016.

[140] Team Shrub. Team Shrub research group official website. https://teamshrub.
com/. Accessed: 29-03-2018.

[141] Karen Simonyan and Andrew Zisserman. Very deep convolutional networks for
large-scale image recognition. CoRR, abs/1409.1556, 2014.

[142] Bharat Singh and Larry S. Davis. An analysis of scale invariance in object
detection SNIP. In 2018 IEEE Conference on Computer Vision and Pattern
Recognition, CVPR 2018, Salt Lake City, UT, USA, June 18-22, 2018, pages
3578–3587, 2018.

[143] Bharat Singh, Soham De, Yangmuzi Zhang, Thomas Goldstein, and Gavin
Taylor. Layer-specific adaptive learning rates for deep networks. In 14th IEEE
International Conference on Machine Learning and Applications, ICMLA 2015,
Miami, FL, USA, December 9-11, 2015, pages 364–368, 2015.

[144] Pavel Sirotkin. Predicting user preferences - an evaluation of popular relevance
metrics. In Information und Wissen: global, sozial und frei? Proceedings des 12.
Internationalen Symposiums für Informationswissenschaft, ISI 2011, Hildesheim,
Germany, 9.-11. März 2011., pages 24–35, 2011.

[145] Leslie N. Smith. Cyclical Learning Rates for Training Neural Networks. In
2017 IEEE Winter Conference on Applications of Computer Vision, WACV 2017,
pages 464–472, 2017.

[146] Leslie N. Smith and Nicholay Topin. Deep convolutional neural network design
patterns. CoRR, abs/1611.00847, 2016.

[147] Lars Wilko Sommer, Tobias Schuchert, and Jürgen Beyerer. Fast deep vehicle
detection in aerial images. In 2017 IEEE Winter Conference on Applications of
Computer Vision, WACV 2017, Santa Rosa, CA, USA, March 24-31, 2017, pages
311–319, 2017.



Bibliography 97

[148] Jost Tobias Springenberg, Alexey Dosovitskiy, Thomas Brox, and Martin A. Ried-
miller. Striving for simplicity: The all convolutional net. CoRR, abs/1412.6806,
2014.

[149] Nitish Srivastava, Geoffrey E. Hinton, Alex Krizhevsky, Ilya Sutskever, and
Ruslan Salakhutdinov. Dropout: a simple way to prevent neural networks from
overfitting. Journal of Machine Learning Research, 15(1):1929–1958, 2014.

[150] Manli Sun, Zhanjie Song, Xiaoheng Jiang, Jing Pan, and Yanwei Pang. Learning
pooling for convolutional neural network. Neurocomputing, 224:96 – 104, 2017.

[151] Yi Sun, Ding Liang, Xiaogang Wang, and Xiaoou Tang. DeepID3: Face Recog-
nition with Very Deep Neural Networks. CoRR, abs/1502.00873, 2015.

[152] Kah Kay Sung and Tomaso A. Poggio. Example-based learning for view-based
human face detection. IEEE Trans. Pattern Anal. Mach. Intell., 20(1):39–51,
1998.

[153] Ilya Sutskever, James Martens, George E. Dahl, and Geoffrey E. Hinton. On the
importance of initialization and momentum in deep learning. In Proceedings
of the 30th International Conference on Machine Learning, ICML 2013, pages
1139–1147, 2013.

[154] Christian Szegedy, Wei Liu, Yangqing Jia, Pierre Sermanet, Scott E. Reed,
Dragomir Anguelov, Dumitru Erhan, Vincent Vanhoucke, and Andrew Rabi-
novich. Going deeper with convolutions. In IEEE Conference on Computer
Vision and Pattern Recognition, CVPR 2015, Boston, MA, USA, June 7-12, 2015,
pages 1–9, 2015.

[155] Christian Szegedy, Scott E. Reed, Dumitru Erhan, and Dragomir Anguelov.
Scalable, High-Quality Object Detection. CoRR, abs/1412.1441, 2014.

[156] Christian Szegedy, Alexander Toshev, and Dumitru Erhan. Deep neural networks
for object detection. In Advances in Neural Information Processing Systems
26: 27th Annual Conference on Neural Information Processing Systems 2013.
Proceedings of a meeting held December 5-8, 2013, Lake Tahoe, Nevada, United
States., pages 2553–2561, 2013.

[157] Christian Szegedy, Vincent Vanhoucke, Sergey Ioffe, Jonathon Shlens, and
Zbigniew Wojna. Rethinking the inception architecture for computer vision. In
2016 IEEE Conference on Computer Vision and Pattern Recognition, CVPR
2016, Las Vegas, NV, USA, June 27-30, 2016, pages 2818–2826, 2016.

[158] Chuanqi Tan, Fuchun Sun, Tao Kong, Wenchang Zhang, Chao Yang, and Chun-
fang Liu. A survey on deep transfer learning. In Artificial Neural Networks and
Machine Learning - ICANN 2018 - 27th International Conference on Artificial
Neural Networks, Rhodes, Greece, October 4-7, 2018, Proceedings, Part III,
pages 270–279, 2018.

[159] M. Trentacoste, R. Mantiuk, W. Heidrich, and F. Dufrot. Unsharp Masking,
Countershading and Halos: Enhancements or Artifacts? In Proc. Eurographics,
2012.



98 Bibliography

[160] Jasper R. R. Uijlings, Koen E. A. van de Sande, Theo Gevers, and Arnold W. M.
Smeulders. Selective Search for Object Recognition. International Journal of
Computer Vision, 104(2):154–171, 2013.

[161] Chi-Chen Raxle Wang and Jenn-Jier James Lien. AdaBoost learning for human
detection based on Histograms of Oriented Gradients. In Computer Vision -
ACCV 2007, 8th Asian Conference on Computer Vision, Tokyo, Japan, November
18-22, 2007, Proceedings, Part I, pages 885–895, 2007.

[162] Peng Wang, Lingqiao Liu, Chunhua Shen, and Heng Tao Shen. Order-aware
convolutional pooling for video based action recognition. CoRR, abs/1602.00224,
2016.

[163] Nick Weiss, Henning Kost, and André Homeyer. Towards interactive breast
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Appendix A

Previous progress and
achievements (Part 1)

A.1 Data collection manuscript

Platform: Phantom4Advanced [31]

Area: four 100mˆ100m or 50mˆ200m transects (depending on topography and site)

Data collection frequency: Every three days to a week during peak flowering and once
a week to every two weeks during the lead up and tail of the flowering season.

Data collection times: Focus on solar maxima for time series flights, but also collect
data during low light conditions and in variable cloud and cloudy days.

Locations: Phenology ridge (covering the area of the phenology transects and phe-
nocams), PS 1 or PS 2 and PS 3 or PS 4 (perhaps install a couple of the additional 6
phenocams at these sites). Try to cover both the Herschel vegetation type and Komakuk
vegetation type in each flight or conduct multiple flights in each vegetation type.

Flight altitude: The priority are 12m and 24m surveys, if flight time permits another
survey of the same extent at 50 m with a few photos at 100m, perhaps include a ladder
climb with one photo every 10m or something similar if possible up to 100m at the
beginning or end of the flight. Exact flight extents and data collection can be determined
by flight time so that ideally all data collection can be conducted using one flight of the
Phantom4Advanced.

Photo overlap: Following protocols for SfM builds, „ 75% front and „ 50% side
overlaps.

Imagery format: Collect both RAW and JPEG formats or only RAW if it is too time
consuming to save both.

Markers: at each corner of the area plus additional four to mark the validation site for
the ground counts.
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Additional data: Collect metadata following general protocols on flight and weather
conditions. GNSS data for marker positions and phenology transect. Meta data for
flights including georeferencing of all imagery. On site assessment of flower develop-
ment for key species: Eriophorum vaginatum, Dryas integrifolia, etc.



Appendix B

Dataset

B.1 Sky conditions scale

Scale Description
0 Clear sky
1 Haze
2 Thin cirrus- sun not obscured
3 Thin cirrus- sun obscured
4 Scattered cumulus- sun not obscured
5 Cumulus over most of sky- sun not obscured
6 Cumulus- sun obscured
7 Complete cumulus cover
8 Stratus- sun obscured
9 Drizzle

Table B.1: Scale used to describe sky conditions.

105





Appendix C

Methodology

C.1 Architecture diagram

RPN Fast R-CNN

Convolution + PReLU (3x3, 64)
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Convolution + PReLU (3x3, 128) 

Convolution + PReLU (3x3, 128) 
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Convolution + PReLU (3x3, 256) 

Convolution + PReLU (3x3, 256) 

Convolution + PReLU (3x3, 256) 

Convolution + PReLU (1x1, 128)Convolution + PReLU (1x1, 128)
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Convolution + PReLU (3x3, 128) 
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Figure C.1: Faster R-CNN architecture diagram.
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Appendix D

Training and Experiments

D.1 Training graphs

Figure D.1: Graph of the overall training loss for the first training stage.
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Figure D.2: Graph of the overall training loss for the second training stage.

Figure D.3: Graph of the overall training loss for the third training stage.
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Figure D.4: Graph of the overall training loss for the fourth training stage.





Appendix E

Results and Evaluation

E.1 Final population estimates

Site Flight 1 Flight 2 Flight 3
PS1 (12/07/2017) 29574 29540 28857
PS1 (14/07/2017) 29574 29668 28770
PS2 (12/07/2017) 26653 28469 26013
PS2 (14/07/2017) 27031 27981 26496
PS3 (12/07/2017) 31960 32109 31366
PS3 (14/07/2017) 29980 31721 31600
PS4 (12/07/2017) 23372 23432 24612
PS4 (14/07/2017) 27433 23243 23786

Table E.1: Table of the population counts predicted by the model for each phenology
site, day and flight
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