
Generating Novel Policies and
Rewards for Continuous Control

Tasks with Curiosity Driven
Exploration

Qingzhuo Aw Young

4th Year Project Report
Artificial Intelligence and Computer Science

School of Informatics
University of Edinburgh

2019



1

Abstract
The research presented in this report extends prior research in exploration and intrin-
sic motivation in RL algorithms, to the domain of continuous control tasks. We tackle
new challenges observed in complex tasks with continuous state and action spaces, and
introduce a novel extension to the TRPO algorithm, Dual TRPO, which incorporates ex-
ploration incentives while maintaining policy invariance.
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Chapter 1

Introduction

Reinforcement Learning (RL) is a field of machine learning which tackles the problem of
an agent learning an optimal policy in an unknown environment which it learns through
exploration. RL is an exciting area of research, and it has been applied to solving prob-
lems, from playing simple games like Atari Pong [31], complex games of Go and Chess
[49], and even autonomous driving [63].

One of the main challenges in reinforcement learning is balancing the exploration-exploitation
trade-off [9]. Exploration refers to the agent choosing a possibly non-optimal action in
order to gather more information about the environment so as to maximize future rewards.
On the other hand, exploitation refers to the agent acting to maximize reward based on its
current knowledge of the environment. A purely explorative strategy would not fulfill our
goal of training an agent which acts optimally, and a purely exploitative strategy would
result in the agent being stuck in locally optimal solutions. The ideal balance of explo-
ration and exploitation lies somewhere in the middle, where the agent explores enough to
understand the environment that it is in, but is also able to exploit its knowledge to attain
greater rewards.

Our motivation for this research comes from the recent surge of interest in the topics of
intrinsic motivation and exploration in the context of reinforcement learning [8, 12, 14, 22,
39, 52]. There is a very compelling reason for the large amount of interest in this particular
topic. In a 2013 groundbreaking paper by Deepmind [31], it was shown that by using
RL algorithms (Deep Q-Learning in particular), it was possible to achieve superhuman
or human-like performance in many Atari games. There were a couple of Atari games
however, in which the RL agent just couldn’t get anywhere near human performance
(< 0.1% of human scores). The games in question, Montezuma’s Revenge and Pitfall,
share something in common — they have extremely sparse rewards. A long sequence of
specific actions are needed to get any reward (think walking to pick up a key, unlocking
a door, and picking up a jewel). As it turned out, some human-like characteristics, like
curiosity, were needed for an agent to be successful at learning in such environments.
In the literature, we refer to the agent’s ability to generate its own rewards as intrinsic
motivation (as opposed as extrinsic motivation in the from of environmental rewards).
As shown in recent research [13, 16], agent curiosity and intrinsic motivation are two
effective ways of training agents capable of achieving human-level competency in the
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Chapter 1. Introduction 5

hard games.

The related research mentioned above focus on exploration in discrete environments,
such as Atari and other arcade games, and solving tasks with sparse rewards. There has
not been much work on extending it to more complex tasks which deals with continuous
environments, and thus, this is an interesting open area for research. The extension is
non-trivial as many of the aforementioned approaches e.g. [8] rely fundamentally on
having environments with discrete and countable spaces. The focus of our research is
thus on generating curiosity-based intrinsic rewards in the Roboschool continuous control
environments for the purpose of more efficient exploration and generating better policies.

Our work in this report first establishes baseline results on Roboschool environments
using state-of-the-art Trust Region Policy Optimization (TRPO) and Proximal Policy Op-
timization (PPO) algorithms1. As TRPO performed better than PPO in the baseline ex-
periments in our environments, TRPO was chosen as the foundation which we build our
algorithms on.

We then introduce TRPO-EXP, an extension of TRPO which augments extrinsic reward
from the environment with a bonus intrinsic reward for the agent based on novelty of
state trajectories. We explain the algorithm in detail and how we model novelty using
autoencoders and random network distillation in Section 5.2. Evaluations of TRPO-EXP
show a performance increase in most environments, but catastrophic failure in learning in
other environments. This was hypothesized to be caused by the original objective being
modified with the introduction of intrinsic rewards. This results in a change in the optimal
policy, and unintended consequence often encountered in shaping rewards. [34]

Finally we introduce Dual TRPO in Section 6.3, an extension of TRPO-EXP which solves
the problem unintended modifying of the original objective with TRPO-EXP. In Dual
TRPO, we have a exploratory behavior policy which receives bonus intrinsic rewards
that we sample trajectories from (updated using TRPO), and also a target policy which
does not receive intrinsic rewards and is updated off-policy from the previously sampled
trajectories. The intuition is that we maintain policy invariance by keeping the original
objective the same (since the target policy does not receives any bonus rewards), but at
the same time, we reap the benefits of a better exploration policy.

Our experimental results show that the addition of bonus intrinsic rewards generated us-
ing state-novelty metrics can consistently improve the performance of policies learned
in continuous control tasks. In several locomotion tasks within the Roboschool physics
simulation environments, we show a ∼ 2–10% increase in scores for policies learned by
Dual TRPO compared to TRPO baselines.

1.1 Contributions

A summary of key contributions made in this research:

1Provided as part of the OpenAI Baselines [15] framework
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• Evaluation of previous RL algorithms Trust Region Policy Optimization (TRPO)
and Proximal Policy Optimization(PPO)2 in the context of our tasks : a set of con-
tinuous control robotics environments.

• Extension of related research to the tasks we are focusing on — continuous con-
trol environments. This includes the implementation of various existing/proposed
exploration bonuses, built in the OpenAI baselines framework.3

• Critical evaluation of previous research, and identifying new issues arising due to
the shift from discrete to continuous environments.

• Conceptualization and implementation of a new RL algorithm based on TRPO,
which we call Dual TRPO. Dual TRPO addresses the problem of unoptimal policies
caused by the addition intrinsic rewards to continuous control tasks.

In the spirit of those whom work that I’ve built upon, all algorithms and code developed
within this research are open-sourced under a free and permissive software license.

2RL algorithms are implemented/evaluated using the OpenAI Baselines RL framework.
3Implemented as an extensible module in baselines.common.exploration Python package.



Chapter 2

Background

2.1 Definitions of the Reinforcement Learning Problem

Suppose an environment E that an agent interacts with over some number of discrete
timesteps t0, t1, ..., tN−1. We consider the class of finite horizon environments, where an
episode consists of a finite number of N < ∞ timesteps. The agent may interact with the
environment over multiple episodes, where the environment’s state is reset at the end of
each episode.

We formulate the reinforcement learning problem as a finite-horizon discounted Markov
decision process (MDP) defined by the tuple (S ,A ,P ,r,ρ0,γ).

• S is the state space of the environment. A state st ∈ S describes the state of the
environment at timestep t. The initial state of the environment s0 is distributed
according to ρ0 : S→ R, the initial state distribution.

• A is the action space of the environment. An action at ∈ A is a possible action for
the agent at timestep t.

• P : S ×A ×S → [0,1] is the state transition probability distribution. P (st+1|st ,at)
describes the probability of the environment transitioning from state st to state st+1
upon action at by the agent. The transition probability distribution models the
stochasticity of the environment due to factors outside the control of the agent (e.g.
wind)

• r : S ×A → R is the reward function, and γ ∈ [0,1] is the discount factor.

At each timestep t, the agent observes the state of the environment as st ∈ S . Sampling
from the agent’s policy π1, the agent selects an action at ∈ A . The action at performed in
state st transitions the environment to the next state st+1 and yields the agent a reward of
r ∈ R. The tuple (st , at , rt , st+1) describes the trajectory of the agent in the environment
at timestep t.

1We consider stochastic policies, where π represents a probability distribution over the action space.
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2.1.1 Policy and Rewards

We have previously described the reward rt as a value that the agent receives as a feedback
from the environment for performing an action at in state st in timestep t. The return Gt
is the defined as the total discounted reward from timestep t till the time horizon N.

Gt =
N−t−1

∑
i=0

γ
trt+i (2.1)

The discount factor γ is a real valued number in [0,1] which controls how much the agent
perceives immediate vs future rewards. γ close to 0 leads to a ‘short-sighted’ agent pri-
oritizes immediate rewards, while γ close to 1 leads to a ‘far-sighted’ agent that values
future rewards. There are various reasons for discounting rewards, and they range from
modeling uncertainty in the future to the biological behavior of humans and other animals
preferring immediate rewards [21, 47].

In reinforcement learning, we are interested in finding a optimal policy π∗ which maxi-
mizes the expected return we get by following the policy from the initial states, η (Equa-
tion 2.2).

η(π) = Es0,a0,...

[
N−1

∑
t=0

γ
trt

]
where s0 ∼ ρ0(s0), at ∼ π(at |st), st+1 ∼ P(st+1|st ,at)

(2.2)

Where we have a parameterized policy πθ (a neural network in our case), we want to find
the optimal parameters θ∗ such that

θ
∗ = argmax

θ

(η(πθ))

2.1.2 Remarks on the RL Problem within the Context of this Research

Our research focuses on environments where the state space and action space are continu-
ous (i.e. S ⊆RN and A ⊆RN). This is a non-trivial extension from environments studied
in related works, where the environments had discrete, and in almost all cases countable,
state and action spaces (i.e. |S |< ∞, |A |< ∞ ).

Since the environments that we work with are physics simulations, for the sake of repeata-
bility of experiments we would like our environments to be deterministic given a certain
randomness seed. However, due to either numerical inaccuracies or bugs in the physics
simulator, some of our experiment environments are not strictly deterministic [35]. This is
just a small remark, the inconsistencies only occur in the 9th or 10th decimal place within
floats and do not affect the validity of our experiments. Just expect slight variations in
results on runs with identical seeds.
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We will be working with stochastic policies, i.e. π : S ×A → R, as this is how most
policy gradient RL algorithms (e.g. TRPO, PPO) works. Our policy π(a|s) = P [a|s;θ]
stochastically selects an action a in state s according to parameters θ. This is different
from deterministic policies that you may encounter in other literature, e.g. a = π(s).

2.2 Environments Used in this Research

In this research, we focus on the family of continuous control tasks, specifically locomo-
tion tasks, where our agent has to learn a policy for a walking or hopping gait. One of the
most well established simulation environments for continuous control tasks is the “Multi-
Joint dynamics with Contact” physics engine, better known within the RL community as
MuJoCo [58].

In our research however, we will be using Roboschool as our environment. Roboschool
is a recent project by OpenAI [36], and it is a physics simulation environment built on
top of the Bullet physics engine. Roboschool was introduced alongside the Proximal
Policy Optimization algorithms paper by Schulman et al. [46] and it has rapidly gained
popularity since. We opt to use Roboschool over MuJoCo as the simulation environment
because of the following advantages:

• Roboschool is fully open-source and does not require a per-machine paid licence
unlike MuJoCo.

• Environments and tasks implemented in Roboschool (replicas of MuJoCo tasks) are
modified to be more realistic, e.g. more natural gait. While it is not a 1:1 replication
of the MuJoCo tasks, they serve as similar or even better benchmarks.

• It is just easier to work with Roboschool from a software engineering perspective,
e.g. adding new tasks, rendering and saving videos, etc.

We will use the following Roboschool environments to evaluate our RL algorithms and
policies. All of the environments mentioned below are continuous in both their state and
action spaces. For the sake of brevity, we shall omit ‘Roboschool’ and ‘v1’ when referring
to the environments, e.g. ‘Hopper’ is synonymous with ‘RoboschoolHopper-v1’.
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(a) Hopper (b) HalfCheetah (c) Walker2d

(d) Humanoid (e) Reacher (f) Ant

Figure 2.1: Renders of various Roboschool-v1 environments.

2.2.1 RoboschoolHopper-v1

The 2D one-legged hopper (Figure 2.1a) has a single leg with hip, knee, and ankle joints,
making the action space a 3D vector. The state’s representation is a 15D vector.

2.2.2 RoboschoolWalker2d-v1

The agent in this environment consists of two controllable legs and a torso stump (Fig-
ure 2.1c). It can only move along the x-axis and it has six controllable joints, three per
leg; these are its degrees of freedom. The state representation is a 22D vector while the
action space is a 6D vector. Achieving a stable walking policy is made difficult by the
fact that the agent does not have an upper torso to balance itself.

2.2.3 RoboschoolHalfCheetah-v1

Like the walker2d, the half-cheetah (Figure 2.1b) moves along the x-axis and it has 6
controllable joints. However, since it has both the anterior and posterior legs of the same
side of the body, it is naturally more stable and less prone to fall over. The state space has
26 dimensions, while the action space has 6 dimensions.
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2.2.4 RoboschoolHumanoid-v1

The humanoid (Figure 2.1d) has 9 controllable joints. Knees and elbows have 1 degree
of freedom, the shoulders have 2 degrees of freedom, and the abdomen and hips have 3
degrees of freedom. This allows the agent to perform more complex movements. Thus,
the action space is a 17D vector, while the state representation is a 44D vector.

2.2.5 RoboschoolReacher-v1

The reacher (Figure 2.1e) is a simple robotic arm with 2 controlable joints. The goal
of the agent is to move one end of the robotic arm to a randomized target location. The
action space is a 2D vector, while the state representation is a 9D vector.

2.2.6 RoboschoolAnt-v1

The ant (Figure 2.1f) has is a quadruped robot with 2 controllable joints for each limb,
one at the hip and one at the knees. The action space is a 8D vector, while the state
representation is a 28D vector.
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Related Works

Exploration in reinforcement learning has been a thoroughly studied topic, and many ap-
proaches have been proposed historically, each with different levels of theoretical rigor. In
this section, we briefly cover the range of related works in the broad area of exploration,
and highlight the pros and cons of each method. We start with theoretically oriented re-
search which offers strong optimality guarantees under strong assumptions, and gradually
shift to more practical research which can be applied to problems with relaxed constraints,
but with weaker theoretical backing (and sometimes just empirically justified approxima-
tions).

3.1 Bayesian Reinforcement Learning

Bayesian reinforcement learning assumes that the prior information of the environment
can be modelled by some probabilistic distribution, and information gained through ex-
ploration can be incorporated into the model through Bayesian inference methods. Bayesian
methods are appealing as they offer strong theoretical guarantees.

Bayesian and other statistical methods such as Thompson sampling [2, 27, 57] and up-
per confidence bound (UCB) approaches [6, 25] have been studied extensively in the
multi-armed bandit (MAB) class of problems, which is a reduced reinforcement learning
problem with stochastic MDP with a single state.

Bayesian RL(BRL) appears to be a great approach to tackling the exploration-exploration
tradeoff in traditional reinforcement problems, and they have been extended to (small)
finite MDPs with discrete state or action spaces [4, 37, 40]. That includes Probably Ap-
proximately Correct in Markov Decision Processes (PAC-MDP) algorithms which learns
near-optimal policies in as much as a polynomial number of samples [54]. However such
approaches quickly become intractable as the size of the state space increases. This is a
severe drawback of Bayesian RL algorithms which prevents it from being applied to tasks
with even slightly greater complexity.

12
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3.1.1 Optimism in Face of Uncertainty

The works of research mentioned under this section are heavily influenced by the multi-
arm bandit and adversarial bandit problems [5] mentioned in the previous section.

In the setting of bandit problems, we analyze the strategy of a player by comparing the
expected difference between the rewards the player gets with that of an optimal strategy.
In other words, we study the regret of the player for not playing optimally. The regret
after N rounds is given by:

RN = max
a∈A

N

∑
t=1

r(a)t−
N

∑
t=1

r(a′)t

A simple heuristic for the exploration-exploitation tradeoff is known as optimism in the
face of uncertainty. The heuristic is general enough to be applied to other sequential deci-
sion making problems in unknown environments, such as the RL problem in this research.
The intuition behind the heuristic is that given prior information on the environment, the
agent generates plausible environments consistent with the known prior. The agent takes
the most favorable environment of the plausible set of environments, and acts in the most
optimal way as if it were in the favorable environment. Bubeck et al. [11] shows that this
produces near optimal strategies for stochastic MAB problems.

R-Max [10], E3 [26], UCRL [23] are algorithms which apply the same principle of opti-
mism in the face of uncertainty to discrete MDPs. They achieve efficient exploration of
MDPs while incurring a polynomial amount of regret. This means that these algorithms
are capable of finding a near-optimal policy within a polynomial amount of timesteps.
This, however, is still intractable when the state and action spaces of the MDP is large or
continuous [50].

Optimism based exploration methods have been extended to continuous state spaces [38,
40], but these are still restricted to linear function approximators.

3.2 Count-based Methods

Count-based Methods use the visit counts of states in the environment to guide the agent
towards exploring and reducing uncertainty in the agent’s understanding of the environ-
ment. In an early research, Strehl and Littman [53] showed an augmented Bellman equa-
tion which incorporates an exploration bonus inversely proportional to the square-root of
the state-action visit count N(s,a).

V (x) = maxa∈A

[
R̂(x,a)+ γEp̂

[
V (s′)

]
+βN(s,a)−1/2

]
The exploration bonus accounts for uncertainties in both the transition and reward func-
tions and establishes a finite bound on the agents suboptimality.
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However, pure count based methods are not effective in most of applied RL, as the en-
vironments studied have large state and action spaces such that states are rarely visited
more than once [8].

Bellemare et al. [8] proposed a novel method of modelling a density distribution over the
state space, generating visitation pseudo-counts from the distribution, and extending it to
discrete environments with large state spaces. This was the first major improvement over
Mnih et al. [31] in the performance of the hardest Atari game of Montezuma’s Revenge.
Using exploration bonuses derived from pseudo-counts, the agent was able to explore 15
out of the 24 rooms in the game and net a highscore of 6600 (the previous record was 0).

Although the results are significant, the methods in [8] are not directly applicable to envi-
ronments with continuous domains. Our work in this research extends the concept of state
novelty based exploration bonuses to the continuous domain with deep neural networks
(see Section 5).

3.3 Prediction of Environment

There have been some prior research on modelling and predicting the transition behav-
ior of the environment. It is possible to incentivize exploration either in hindsight by
preferring actions which cause transitions with high surprise, or in foresight by having a
generative model of the environment. Araya et al. [3] shows that it is possible to obtain a
near-optimal policy with high probability by applying the previously mentioned BRL on
the transition space. Along with the other methods proposed [18, 29, 51], these methods
work on the transition matrix of a discrete MDP, and offer no straight-forward extension
to environments with large or continuous state or action spaces.

3.4 Exploration in Practical RL Algorithms

The exploration strategy used in most practical RL algorithms are actually much simpler
than the ones mentioned above. On-policy algorithms relies on stochasticity of their pol-
icy for implicit exploration, and is covered in detail in Section 4. Off-policy algorithms
on the other hand have explicit exploration strategies.

3.4.1 ε-greedy exploration

One of the simplest exploration strategies is ε-greedy exploration [62], where the agent
chooses a random action with probability ε, and chooses the greedy action with probabil-
ity 1− ε

π(a | s) =

{
ε/m+1− ε if a∗= argmaxa∈A Q(s,a)
ε/m otherwise

(3.1)
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3.4.2 Parameter Space Noise

In DDPG [60], some noise is added to the actions at training time. The paper recommends
using time correlated noise generated using an Ornstein-Uhlenbeck process [17, 59]. The
Ornstein-Uhlenbeck process models the velocity of a Brownian particle with friction,
which results in temporally correlated values centered around 0. The intuition is that
using a noise with ‘inertia’ results in more efficient exploration than random noise.



Chapter 4

Policy Gradient Methods

Policy gradient methods (PGM) refer to a class of RL algorithms that optimizes the policy
directly in the policy space. Since we are dealing with continuous state and action spaces,
it is often advantageous to work in the policy space rather than the state action space [7].

There exist other RL algorithms using value-based methods such as Q-learning [62] and
DQN [60], which approximates either some state-value function V (s) that tells the agent
how good it is to be in a state, or some action-value function Q(s,a) that represents the
value of taking an action from a given state. In order to formulate the optimal (greedy)
policy from a value function, you have to take the argmax over all possible actions [7].
This is not feasible for continuous (or very large) action spaces and thus value based
methods do not work for our tasks.

(a) An optimal deterministic policy will move ei-
ther left or right (not both) in the grey states, so
it can get stuck and never reach the reward.

(b) An optimal stochastic policy will move ran-
domly left or right in the grey states and reach
the reward in a few steps with high probability.

Figure 4.1: Example environment where the grey states are perceptually aliased to the
agent (agent can only observe adjacent squares). In the toy environment, an optimal
stochastic policy outperform an optimal deterministic policy1.

Policy gradient algorithms like TRPO and PPO are designed to be effective in environ-
ments with continuous state and action spaces, with the added benefit of being able to
learn stochastic policies. Having a stochastic strategy is advantageous as it is less ex-
ploitable, and in game theory it is known that there are games where a mixed strategy
Nash equilibrium exists but no pure strategy equilibrium does [61]. Figure 4 shows a toy
environment where stochastic policies outperforms deterministic policies.

1Example taken from [48].
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Unfortunately, this is both a blessing and a curse. On-policy PGM relies on the stochas-
ticity of their policies to manage the exploration-exploitation tradeoff. Policies initially
start off having high variance, which gradually decreases as the learning algorithm runs.
This means that exploration and exploitation are “fundamentally intertwined” [24]. There
is no explicit ‘exploration strategy’ as in off-policy methods such as ε-greedy exploration
used in DQN [32] or parameter space noise generated by an Ornstein–Uhlenbeck process
in DDPG [28]. Kakade and Langford [24] showed that on-policy PGM can be extremely
sample inefficient, requiring an expected number of samples exponential in size of the
state space using undirected exploration. This problem is seen as a lack of exploration.

4.1 Policy Gradient

Building on the problem definitions set out in Section 2.1, we can define the following
state-action value function Qπ, value function Vπ and advantage function Aπ:

Qπ(st ,at) = Est+1,at+1,...

[
∞

∑
i=0

γ
ir(st+1)

]
, (4.1)

Vπ(st) = Eat ,st+1,at+1,...

[
∞

∑
i=0

γ
ir(st+1)

]
, (4.2)

Aπ(s,a) = Qπ(s,a)−Vπ(s), (4.3)
where at ∼ π(at |st), st+1 ∼ P(st+1|st ,at)

Qπ is the expected return of taking action at from state st , while Vπ is the expected return
from state st . Thus Aπ gives us the advantage of taking action at over the expected return
from st .

Policy gradient algorithms work by gradient ascent on the gradient g :=∇θE [∑∞
t=0 rt ]. We

can express the gradient in terms of the advantage function and our parameterized policy
πθ:

g = E

[
∞

∑
t=0

Aπ(st ,at)∇θ logπθ(at | st)

]
(4.4)

A step in the policy gradient can be intuitively interpreted as the direction that increases
the probability of better-than-average actions and decreases the probability of worse-than-
average actions [45].

In practice, the advantage function Aπ is not known and must be estimated.

Vanilla policy gradient techniques also have some drawbacks:

• As they are on-policy algorithms, examples used during training must come from
the most recent policy resulting in sample inefficiency.
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• Improper learning rate causes vanishing or exploding gradient. Too small of a learn-
ing rate means learning takes ages, too large of a learning rate causes large policy
updates that can destroy training.

4.1.1 Generalized Advantage Estimation

Schulman et al. [45] describes Generalized Advantage Estimation (GAE), a method of
producing an accurate unbiased estimate Ât of the discounted advantage function A(s,a).

Suppose we have a value function estimate V obtained via TD(λ). We define δV
t = rt +

γV (st+1)−V (st) to be the TD residual of V with discount γ [55]. It is noted that when V is
the actual value function, δV

t becomes an unbiased estimator of the discounted advantage
A [45].

Schulman et al. [45] defines the generalized advantage estimator GAE(γ,λ) to be the
exponentially-weighted average of k-step estimates of advantages.

ÂGAE(γ,λ)
t := (1−λ)

(
Â(1)

t +λÂ(2)
t +λ

2Â(3)
t + . . .

)
= (1−λ)

(
δ

V
t +λ(δV

t + γδ
V
t+1)+λ

2(δV
t + γδ

V
t+1 + γ

2
δ

V
t+2)+ . . .

)
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t (1+λ+λ
2 + . . .)+ γδ

V
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3 + . . .)

+ γ
2
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V
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4 + . . .)+ . . .)
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(
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)
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V
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(
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)
+ γ

2
δ

V
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(
λ2
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)
+ . . .

)
=

∞

∑
l=0

(γλ)l
δ

V
t+l (4.5)

where Â(k)
t :=

k−1

∑
l=0

γ
l
δ

V
t+l =−V (st)+ rt + γrt+1 + · · ·+ γ

k−1rt+k−1 + γ
kV (st+k)

4.2 Trust Region Policy Optimization

Trust Region Policy Optimization (TRPO) [44] attempts to address the potentially de-
structive policy updates by optimizing the objective function subject to a hard constraint
on the size of the policy update (i.e. trust region) in Equation 4.6.
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minimize
θ

Lθold(θ)

subject to Dθold
KL (πθold ,πθ)≤ ε

where Lθold(θ) =
1
N

N

∑
n=1

πθ(an | sn)

πθold(an | sn)
Ân

Dθold
KL (πθold ,πθ) =

1
N

N

∑
n=1

DKL(πθold(· | sn) ‖ πθ(· | sn)) (4.6)

TRPO solves this by using the conjugate gradient algorithm after making a linear approx-
imation to the objective function and a quadratic approximation to the constraint. These
approximations form a lower bound of the objective function in the form of a quadratic
programming problem which is much easier to solve. Algorithm 1 presents TRPO with
GAE as pseudocode.

However, TRPO isn’t without its faults as it uses approximations that requires taking
second-order derivatives which can be quite expensive for large networks. This is the
motivation behind Proximal Policy Optimization, which reduces the complexity of TRPO
by using first order methods.
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Algorithm 1 Trust Region Policy Optimization with GAE
1: Input: initial policy parameters θ0, initial value function parameters φ0
2: Hyperparameters: KL-divergence limit δ, backtracking coefficient α, maximum num-

ber of backtracking steps K
3: for k = 0,1,2, ... do
4: Collect set of trajectories Dk = {τi} by running policy πk = π(θk) in the environ-

ment.
5: Compute rewards-to-go R̂t .
6: Compute advantage estimates, Ât = ∑

∞
l=0(γλ)lδV

t+l based on the current value func-
tion estimate Vφk .

7: Estimate policy gradient as

ĝk =
1
|Dk| ∑

τ∈Dk

T

∑
t=0

∇θ logπθ(at |st)|θk
Ât .

8: Use the conjugate gradient algorithm to compute

x̂k ≈ Ĥ−1
k ĝk,

where Ĥk is the Hessian of the sample average KL-divergence.
9: Update the policy by backtracking line search with

θk+1 = θk +α
j

√
2δ

x̂T
k Ĥkx̂k

x̂k,

where j ∈ {0,1,2, ...K} is the smallest value which improves the sample loss and
satisfies the sample KL-divergence constraint.

10: Fit value function by regression on mean-squared error:

φk+1 = argmin
φ

1
|Dk|T ∑

τ∈Dk

T

∑
t=0

(
Vφ(st)− R̂t

)2
,

.
11: end for
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4.3 Proximal Policy Optimization

Proximal Policy Optimization (PPO), introduced by Schulman et al. [46], shares the same
motivation of TRPO: how can we take the largest gradient update step without causing
catastrophic unlearning. There were 2 variants of PPO proposed in [46]:

• PPO-Penalty is very similar to TRPO, as both algorithm involves a KL-constrained
update. However, instead of a hard optimization constraint in TRPO, PPO-Penalty
penalizes the KL-divergence in the objective function instead. The scale of the
KL-penalty is adjusted dynamically over the course of training.

• PPO-Clip completely removes the KL-divergence term in the objective and does
not rely on constrained optimization. It instead relies on a case by case clipping of
the objective function (Figure 4.2) in order to remove cases where the new policy
might get too far from the old policy.

In practice this PPO-Penalty did not perform as well as PPO-Clip, but the authors included
it for the sake of completeness. The majority of [46] focused on PPO-Clip, and thus that
will be the variant that we’ll focus on.

Figure 4.2: Plot of a single term in the PPO-Clip objective LCLIP as a function of the
probability ratio r, for positive advantages (left) and negative advantages (right). The red
circle shows r = 1, the starting point for optimization. Note that the probability ratio is
clipped at either 1− ε or 1+ ε. Image taken from [46]

PPO-Clip is described in pseudocode in Algorithm 2. The difference between TRPO and
PPO-Clip is highlighted in red. Line 6 in Algorithm 2 replaces lines 7-9 in Algorithm 1.

It should be noted that while PPO-Clip is effective in ensuring that policy updates are
reasonable, it does not completely prevent cases where the new policy differs too much
from the old policy.
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Algorithm 2 PPO-Clip
1: Input: initial policy parameters θ0, initial value function parameters
2: Hyperparameter ε controls size of gradient update. φ0
3: for k = 0,1,2, ... do
4: Collect set of trajectories Dk = {τi} by running policy πk = π(θk) in the environ-

ment.
5: Compute rewards-to-go R̂t .
6: Compute advantage estimates, Ât using GAE based on the current value function

Vφk .
7: Update the policy by maximizing the PPO-Clip objective:

θk+1 = argmax
θ

1
|Dk|T ∑

τ∈Dk

T

∑
t=0

min
(

πθ(at |st)

πθk(at |st)
Aπθk (st ,at), g(ε,Aπθk (st ,at))

)
,

typically via stochastic gradient ascent with Adam.
8: Fit value function by regression on mean-squared error:

φk+1 = argmin
φ

1
|Dk|T ∑

τ∈Dk

T

∑
t=0

(
Vφ(st)− R̂t

)2
,

9: end for

4.4 Baseline Evaluations of TRPO and PPO
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Figure 4.3: Evaluation of TRPO and PPO on 6 different Roboschool environments, with 10
experiment trials for each environment.
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Since TRPO and PPO are similar policy gradient algorithms, the purpose of this experi-
ment is to establish the baseline performance of both algorithms in our Roboschool envi-
ronments. The algorithm that performs better will serve as the vanilla algorithms which
we build our exploration bonus modifications upon.

The implementation of the TRPO and PPO algorithms were provided as part of the Ope-
nAI Baselines [15] RL framework. The default hyperparameters were used for both algo-
rithms.

Our results indicate that unmodified TRPO had consistently better performance in the 6
chosen Roboschool environments. We were not able to replicate the results of PPO in
[46], where it was shown that PPO can outperform TRPO in several MuJoCo environ-
ments. The hyperparameters for PPO published in [46] were not used, as the large batch
sizes and number of parallel environments used in the paper means that a policy update
in PPO would use orders of magnitudes more samples than our TRPO benchmark, and
would not be a fair comparison to TRPO.

It is hypothesized from this brief experiment that TRPO may be more robust to hyperpa-
rameters, or perform better than PPO when forced to work with fewer samples per update
despite its complexity. Note that sample efficiency is an important metric, as the costs of
sampling from the environment dwarfs the actual computation costs of any RL algorithm.

From here on out, TRPO will serve as our baseline benchmark, and we will refer to the
unmodified TRPO implementation in [15] as vanilla TRPO.
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Exploration Rewards

5.1 Novelty-based Intrinsic Rewards

As mentioned in Section 4, on-policy PGM have poor sample efficiency partly due to bad
exploration.

As discussed in Section 3.2, exploration bonuses based on state novelty were shown to
work well in discrete environments. We want our agent to be able to generate its own
intrinsic reward in order to incentivize better exploration. ‘Novelty’ is a suitable metric
that we can use as the intrinsic reward [52]. We want our novelty metric to have the
following properties:

• Novelty should be defined over the state space (i.e. agent has an idea of how ‘novel’
a state is).

• The expected novelty of all states should be equal at the beginning (blank slate
property).

• The novelty of a state should decrease each time upon visiting the state.

– In environments with continuous state spaces, the novelty of a state should
decrease upon visiting similar states (generalization property).

5.1.1 Modelling Curiosity with Deep Neural Networks

Neural networks (NN) learn by example – we start off with a network with randomly ini-
tialized weights. The weights are usually updated through backpropagation via gradient
descent in order to minimize some loss function. A familiar example of NNs are clas-
sifiers. Given inputs x, the network is tasked with predicting labels y. The network is
trained with a set of training examples, and then evaluated on a different set of test exam-
ples. In almost all cases, the training loss from examples in the training set will be lower
than the test loss from examples in the test set. This is because we cannot expect the net-
work (and machine learning algorithms in general) to generalize perfectly to previously
unseen data [1].

24
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We can exploit the generalization properties of neural networks in order to gauge the nov-
elty of a given example. Suppose the network has been previous trained on the example,
in which case we expect that the network loss is low (ignoring the case of outliers or
regularization for now). On the other hand, suppose a novel example distant from the
distribution of data that the network has been trained on, in which case we expect the
network loss to be high. The network loss tells us how novel an example is compared to
the data distribution the network is trained on!

In our case, we consider a rather unique use of deep neural networks used in the unsu-
pervised online-learning setting. The learning is unsupervised because our examples are
states that the agent has visited, and we do not have corresponding ‘labels’ or ‘ys’. The
learning is online as we want the agent to continuously update its internal model of state
novelty. The only output that we are interested in from the network is the loss, as that will
be our measure of novelty. With the above, we have just described a way of modelling
agent curiosity with deep neural networks. The following subsections will discuss various
concrete NN architectures that can be used to implement such a curiosity network.

5.1.2 Autoencoder

Autoencoders are a type of neural network architecture where the objective is to minimize
the difference between input X and the reconstructed input X ′ (see Figure 5.1). This
implies that both tensors have the same shape.

To make the task harder, and to make the autoencoder learn some representation over the
domain (hence the ‘encoder’ in the name), we usually restrict the hidden layers of the
autoencoder to have smaller dimensions than the input tensor dimension (see Figure 5.1).

The loss function, also known as reconstruction loss, of the autoencoder network is de-
fined as the mean squared errors between the input X and and the reconstructed input
X ′

MSE = ||(X ′−X)||2 (5.1)

5.1.3 Random Network Distillation

Random Network Distillation (RND) is a technique and new NN architecture introduced
by Burda et al. [13].

In RND, we have a fixed target network ( f : S → Rk) and a predictor network ( f̂ : S →
Rk) which shares the input X (see Figure 5.1). The target network has its parameters
initialized randomly, thereafter its parameters are fixed. This effectively makes the target
network a highly non-linear mapping of the input domain to some representation space.
The optimization objective of RND is to minimize the mean squared error between the
output of the predictor and target networks, with the limitation that only the parameters
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Figure 5.1: Diagram illustrating examples of Autoencoder (left) and Random Network Dis-
tillation (right) neural network architectures. The diagrams show simplified versions of the
networks with minimal hidden layers. Solid arrows indicates fully connected layers.

in the predictor network can be changed.

MSE = ||( f̂ (x;ω)− f (x))||2 (5.2)

We note a degenerate case of RND where the target network is set to be the identity
function instead of a randomly parameterized function. In this degenerate case, the RND
architecture is functionally identical to the aforementioned autoencoder.

The advantage of having a random and non-linear target instead of an identity target in
the case of autoencoders is that it is much more difficult for the predictor network to
generalize to unseen parts of the input domain. This is beneficial in our use case as we
will have a larger distinction in prediction loss when the network is fed a novel vs non-
novel input.

In our implementation, we used fully connected layers instead of 2D convolutional layers
originally used in [13]. This is because our domain deals with dense state representations,
whereas the in setting studied by the RND authors the agent was learning from pixel
observations of the environment.

Burda et al. [13] also mentioned that a potential issue with using prediction error as an
exploration bonus is that the scale of the reward can vary greatly between different en-
vironments and at different points in time, making it difficult to choose hyperparameters
that work in all settings. The authors proposed a solution which is to normalize intrinsic
rewards by dividing it by a running estimate of the standard deviations of the intrinsic re-
wards (section 2.4 of [13]). The proposed technique seems to be flawed as it only adjusts
for the variance of intrinsic rewards, but does not all address the original issues of varying
scale between environments and points in time.
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5.2 TRPO with Exploration Bonuses

We introduce a novel extension of TRPO incorporating exploration bonuses (TRPO-EXP)
derived from losses of a curiosity network. Our open-sourced implementation of TRPO-
EXP is available as baselines.trpo exp in OpenAI Baselines.

Exploration bonuses were implemented by me as a curiosity module in the OpenAI
Baselines framework under baselines.common.exploration.AEReward/RNDReward,
which allows exploration bonuses to be easily incorporated into other policy gradient al-
gorithms.

TRPO-EXP works by augmenting the extrinsic rewards in trajectories generated from
policy rollouts with exploration bonuses in the form of intrinsic rewards. Intrinsic rewards
are derived from the loss of the curiosity network, which is implemented either as an
autoencoder or RND network. The rewards are combined naively, as shown in [52].

r = rextrinsic + rintrinsic

Advantage estimation is performed using the combined rewards.

Periodically, we perform an online update of our curiosity network, using the previously
generated trajectories. This updates the agent’s curiosity model of novelty distribution
over states.

Algorithm 3 shows TRPO-EXP in pseudocode, with modifications to vanilla TRPO high-
lighted in red.
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Algorithm 3 TRPO with Exploration Bonuses (TRPO-EXP)
1: Input: initial policy parameters θ0, initial value function parameters φ0, initial curios-

ity network parameters ω0
2: Hyperparameters: KL-divergence limit δ, backtracking coefficient α, maximum num-

ber of backtracking steps K
3: for k = 0,1,2, ... do
4: Collect set of trajectories Dk = {τi} by running policy πk = π(θk) in the environ-

ment.
5: Generate intrinsic rewards rik for each example in Dk using curiosity network.
6: Update rewards in Dk, rk = rk +βrik
7: Periodically update curiosity network with collected trajectories.
8: Compute rewards-to-go R̂t .
9: Compute advantage estimates, Ât = ∑

∞
l=0(γλ)lδV

t+l based on the current value func-
tion estimate Vφk .

10: Estimate policy gradient as

ĝk =
1
|Dk| ∑

τ∈Dk

T

∑
t=0

∇θ logπθ(at |st)|θk
Ât .

11: Use the conjugate gradient algorithm to compute

x̂k ≈ Ĥ−1
k ĝk,

where Ĥk is the Hessian of the sample average KL-divergence.
12: Update the policy by backtracking line search with

θk+1 = θk +α
j

√
2δ

x̂T
k Ĥkx̂k

x̂k,

where j ∈ {0,1,2, ...K} is the smallest value which improves the sample loss and
satisfies the sample KL-divergence constraint.

13: Fit value function by regression on mean-squared error:

φk+1 = argmin
φ

1
|Dk|T ∑

τ∈Dk

T

∑
t=0

(
Vφ(st)− R̂t

)2
,

.
14: end for
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5.3 Evaluation of TRPO-EXP
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Figure 5.2: Evaluation of TRPO-EXP 4 different Roboschool environments, with 10 exper-
iment trials for each environment.

We performed experiments using 4 different Roboschool environments using the follow-
ing algorithms:

• Vanilla TRPO (TRPO)

• TRPO-EXP using autoencoder (AE)

• TRPO-EXP using RND (RND)

• TRPO-EXP using RND with bonus reward normalization (NRND)

Figure 5.2 shows the evaluations of the algorithms on 4 Roboschool environments. We
have reduced the number of test environments from the 6 environments in Section 4.4 to
the 4 environments shown here due to time constraints. We believe that the 4 environments
still provides a range of tasks with varying diffculties that is sufficient for the evaluation
of the RL algorithms.
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Our result shows that the use of autoencoders in TRPO-EXP does not improve the gener-
ated policies, and performs worse than vanilla TRPO baselines in all environments. This
observation is consistent with a recent survey of exploration methods [12]. We have made
guesses on the possible reasons that autoencoders do not fare as well in the previous RND
section.

TRPO-EXP with RND/NRND on the other hand, managed to improve policies learned
in the Hopper and HalfCheetah environments. This is encouraging results that further
motivates our research.

The Walker2d environment yielded the most interesting result, as we see that the vanilla
TRPO algorithm far outperformed all of the TRPO-EXP variants. Such a drastic decrease
in performance was certainly not expected, and is the subject of the next part of our re-
search. In Section 6.1, we analyze our experiment results and the generated policies in
detail, revisit some the theoretical foundations, and propose a new and improved algo-
rithm.



Chapter 6

Dual TRPO

6.1 Problems with TRPO-EXP

In Section 5.3, we showed the results of TRPO-EXP. While the addition of RND ex-
ploration bonus in TRPO-EXP outperformed vanilla TRPO in Hopper and HalfCheetah
environments, we note that it was detrimental to the agent’s learning in the Walker2d
environment (Figure 6.1).

Figure 6.1: The addition of intrinsic rewards to TRPO-EXP causes the agent to be stuck in
an unoptimal policy. The series of video frames show the agent taking a single step (first
3 seconds), then remaining in a similar pose (with small rapid wriggling) without taking
another step for 30 more seconds until the episode terminates.

Although the agent only takes a single step and thus stop receiving extrinsic reward from
the environment, it continuously receives intrinsic reward generated by the agent itself.
The agent has discovered a stable region of the state space (it is not likely to fall over
with its feet far apart) and has learned to exploit its own intrinsic reward generator by
rapidly oscillating its joints, generating additional novelty reward. Essentially, our agent
has learnt to be lazy and feeds itself rewards!

31
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6.1.1 Curiosity and Extrinsic Goals

In certain environments, curiosity and extrinsic goals are aligned. In such environments,
curiosity based intrinsic rewards are similar to extrinsic rewards provided by the environ-
ment.

Pathak et al. [39] has shown that in the game of Super Mario Bros, curiosity and extrinsic
goals are so aligned that an agent can be trained to play the game on curiosity alone.

Figure 6.2: World 1-1 of Super Mario Bros. c©Nintendo 1985

In the cases where intrinsic and extrinsic rewards are similar, naively combining them
r = ri + re does not change the objective much. The new objective is still close to the
extrinsic goal.

Switching contexts from video games to continuous motion control tasks, curiosity and
extrinsic goals becomes less aligned as we increase the state space and degrees of freedom
of the agent. While one can be successful at a game of Mario by trying novel actions, it
is hard to imagine a robot achieve a walking gait by randomly actuating it’s motors with
novel values.

Consequently, naively combining intrinsic and extrinsic rewards like we did in TRPO-
EXP might result in a change in objective such that it no longer reflects the original
extrinsic goal. The optimal policy under the combined reward is different from the optimal
policy under the extrinsic reward.

6.2 Policy Invariance under Reward Transformations

What we did with introducing intrinsic rewards is very similar to reward shaping, a
technique in reinforcement learning whereby rewards are handcrafted with some domain
knowledge in mind. For example, adding a simple reward for bending of knees can greatly
speed up an agent learning to walk.

We can easily see why policy invariance under reward transformations is an important
property that we would like to preserve. Randløv and Alstrøm [43] describes a system
that learns to drive a bicycle towards a goal location. In order to speed up learning, they
shaped the rewards such that the agent receives a positive reward whenever the agent
makes an action that brings it closer to the goal. The agent learned to go around in small
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circles around the start location because there was no penalty for going away from the
goal.

Ng et al. [34] showed from a dynamical systems and control theory perspective that shap-
ing rewards derived from a conservative potential – defined as a function where the value
of transitioning between two states is essentially the difference in the value of the potential
function applied to each state – is both a necessary and sufficient condition guaranteeing
policy invariance.

Restating Theorem 1 from [34], F is a potential-based shaping function if there exists a
real-valued function Φ : S → R such that for all s ∈ S −{s0} ,a ∈ A ,s′ ∈ S ,

F(s,a,s′) = γΦ(s′)−Φ(s) (6.1)

Then, F being a potential-based shaping function is a necessary and sufficient condi-
tion for it to guarantee consistency with the optimal policy (when learning from M′ =
(S,A,P,γ,R+F) rather than from M = (S,A,P,γ,R)) in the following sense:

• (Sufficiency) If F is a potential-based shaping function, then every optimal policy
in M′ will also be an optimal policy in M (and vice versa).

• (Necessity) If F is not a potential-based shaping function (e.g. no such Φ exists
satisfying Eqn 6.1), then there exist transition functions P and a reward function
R : S×A→ R, such that no optimal policy in M′ is optimal in M.

It is impossible for our novelty metric defined in section 5.1 to satisfy the condition re-
quired in [34]. Suppose a toy MDP where the state space consists of states {sa,sb}, and
each state have an equal probability of being the starting state. The transition sa→ sb or
sb→ sa depending on the starting state should both yield non-negative novelty rewards.
Thus unless Φ(s) = 0, ∀s ∈ S the addition of a novelty reward violates the necessity
condition for policy invariance under reward transformations. The same argument against
policy invariance applies to methods of incentivizing exploration proposed by most papers
mentioned in the related works section, including [13, 39, 52].

The challenge thus lies in having a policy gradient algorithm which learns a policy optimal
in M, while also incorporating an exploration bonus.

6.3 Dual TRPO - An exploration incentivized policy with
policy invariance

In 4 we mentioned that one property of policy gradient methods like TRPO and PPO is
that exploration and exploitation are fundamentally intertwined, which is why we incen-
tivize exploration by introducing bonus rewards in TRPO-EXP.

Suppose that we could decouple exploration and exploitation in TRPO-EXP. We could
have an exploration policy which is incentivized to explore, and a exploitation policy
which stays true to the original extrinsic goal. This would allow us to improve exploration
(by adding arbitrary intrinsic rewards) while maintaining policy invariance if we sample
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from the exploitation policy! In RL terminology, the exploration policy is known as the
behavior policy µ, and the exploitation policy is known as the target policy π.

A prerequisite to splitting the policy in TRPO is that we need to way to perform off-policy
updates of the target policy. We examine the use of importance sampling, previously used
in eligibility traces for off-policy policy evaluation [19, 41, 42] as a way to correct for
the discrepancy between µ and π when learning from off-policy returns. The off-policy
correction uses the product of the likelihood ratios between µ and π.

cs =
π

θ̃
(at |st)

µθ(at |st)
(6.2)

An analysis of convergence behavior of importance sampling is provided in [33].

The algorithm of Dual TRPO is described in pseudocode in Algorithm 4. There are
several key changes made in Dual TRPO:

• Trajectories Dk are sampled by running the exploration policy µ(θ).

• The exploration policy is updated using modified trajectory which includes ex-
ploratory bonuses, as in TRPO-EXP.

• The target policy is updated using original trajectory with only extrinsic rewards.
Since the target policy is not contaminated with intrinsic rewards, the optimiza-
tion objective remains consistent with the original extrinsic goal, thus maintaining
policy invariance.

• The update of the target policy is off-policy, unlike vanilla TRPO. Importance sam-
pling (described earlier) corrected policy gradient (line 15 of Algorithm 4) when
learning from off-policy returns [19].

While importance sampling (IS) lets us take off-policy steps in an otherwise on-policy PG
algorithm, it is not a silver bullet and we have to understand the caveats! Should µ and π

differ too much from each other, the variance of the IS estimate can grow unboundedly
large, as shown in [20, 30, 56]. Our implementation of Dual TRPO uses a very sim-
ple method of synchronizing the two policies every few iterations. Admittedly, while it
works, this is not an ideal solution and more sophisticated synchronization criteria can be
explored in future work. One possible criteria that could be explored would be to syn-
chronize the policies when the KL-divergence of the policies exceeds a certain epsilon
threshold. Consequently, it would be possible to put a bound to the variance of the IS
estimate and establish stronger theoretical guarantees about convergence and optimality
of the algorithm.
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Algorithm 4 Dual TRPO

1: Input: initial exploratory policy parameters θ0, initial target policy parameters θ̃0,
initial exploratory value function parameters φ0, initial exploratory value function
parameters φ̃0

2: Hyperparameters: KL-divergence limit δ, backtracking coefficient α, maximum num-
ber of backtracking steps K

3: for k = 0,1,2, ... do
4: Collect set of trajectories Dk = {τi} by running exploratory policy µk = µ(θk) in

the environment.
5: Generate intrinsic rewards rik for each example in Dk using curiosity network.
6: Keep a copy of the original trajectory, D ′k←Dk
7: Modify trajectory Dk with bonus exploration rewards, rk = rk +βrik
8: Periodically update curiosity network with collected trajectories.

. Exploratory policy is optimized using combined rewards.
9: Compute rewards-to-go R̂t based on modified trajectory Dk.

10: Compute advantage estimates, Ât (using GAE) based on the current exploratory
value function Vφk .

11: Estimate policy gradient as

ĝk =
1
|Dk| ∑

τ∈Dk

T

∑
t=0

∇θ logµθ(at |st)|θk
Ât .

12: Update θk+1 and φk+1 as in TRPO.
. Target policy is optimized using only extrinsic rewards.

13: Compute rewards-to-go R̂t based on original trajectory D ′k.
14: Compute advantage estimates, Â′t (using GAE) based on the current target value

function V
φ̃k

.
15: Estimate policy gradient using modified importance sampling objective as

ĝ′k =
1
|D ′k|

∑
τ∈Dk

T

∑
t=0

∇
θ̃

π
θ̃
(at |st)

µθ(at |st)

∣∣∣∣
θ̃k

Â′t .

16: Update θ̃k+1 and φ̃k+1 as in TRPO.
17: Periodically synchronize exploratory policy/value functions with target

θk+1← θ̃k+1,

φk+1← φ̃k+1

18: end for
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6.4 Evaluation Dual TRPO in context of TRPO-EXP and
vanilla TRPO

TRPO AE RND DUAL
% improvement of
Dual over Baseline

Hopper 1477 1285 1660 1560 +5.6%
HalfCheetah 795 647 838 831 +4.5%

Walker2d 914 476 583 935 +2.2%
Humanoid 53.7 42.5 48.4 59.2 +10.2%

Table 6.1: Mean episodic extrinsic rewards of policies under different environments.

Finally, we compare the performance of Dual TRPO with that of TRPO-EXP and the
vanilla TRPO baseline. As in Section 5.3, we have reduced the test environments to the
Hopper, HalfCheetah, Walker2d and Humanoid Roboschool environments due to time
constraints.

Figure 6.3 presents the results in graphical form and Table 6.1 shows the numerical results
in tabular form. The algorithms tested are:

• Vanilla TRPO (TRPO)

• TRPO-EXP with Autoencoder (AE)

• TRPO-EXP with RND (RND)

• Dual TRPO with RND (DUAL)
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Figure 6.3: Average evaluation scores of policies trained with different variants of TRPO al-
gorithms. Dotted line in each graph shows baseline performance of the unmodified TRPO
algorithm.

Our experiment results show that Dual TRPO using RND exploration bonuses generates
policies that consistently outperforms baselines in all 4 Roboschool environments that we
tested. It successfully tackled the issue of policy invariance, evidenced by the evaluations
in the Walker2d and Humanoid environments.



Chapter 7

Conclusion

In the research undertaken in this project, we studied exploration and intrinsic motiva-
tion in the domain of complex continuous control tasks, a domain where relatively little
previous research have studied. Prior research in this area primarily focused on discrete
and countable domains, and extending the work to the continuous domain is a highly
non-trivial task. We surveyed and critically analyzed the broad range of literature in
the topic of exploration – from BRL to PAC-MDP, count based methods, prediction and
model based methods, and exploration in contemporary practical RL algorithms, tracing
the roots and theoretical foundations to related topics of bandit problems and Bayesian
inference methods.

We evaluated two state-of-the-art policy gradient algorithms, TRPO and PPO in the Ro-
boschool environment, and extended exploration methods previously studied in discrete
domains to TRPO as a new algorithm, TRPO-EXP. We implemented TRPO-EXP based
on 2 different NN architectures – autoencoders and RND – and evaluated its performance
on continuous control tasks in Roboschool. Our experiment results had some interesting
anomalies, which fueled further research into intrinsic motivation and policy invariance.

We found that the optimization objective can be changed significantly should the curiosity
goal and extrinsic goal differ too much, which was unnoticed by prior research done in
less complex discrete domains. We showed with proofs from related work in control
theory [34], that modifying rewards with exploration bonuses does not preserve policy
invariance, something that related works in incentivizing exploration [13, 39, 52] failed
to address.

Finally we proposed and implemented Dual TRPO, a novel policy gradient algorithm
based on TRPO that improves exploration while maintaining policy invariance. We ac-
complish this by keeping two policies (hence the name), an exploratory policy used for
generating training trajectories and a target policy which is optimized off-policy w.r.t. un-
modified extrinsic reward function. We make use of importance sampling in the off-policy
update step, and identified an area of future work where the synchronization constraint for
exploratory and target policies could be improved to use a KL-divergence metric. This
places a bound on the IS variance, allowing for theoretical bounds on convergence behav-
ior and optimality as part of future research.
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Appendix A

Experimental Setup

All experiments were run on a Google Cloud Compute(GCP) n1-highmem-2 environ-
ment with a Nvidia K80 GPU, as provided by Google Colaboratory1.

We are providing a Colab notebook detailing environment setup at [this link]2. The note-
book provided allows anyone to our run our algorithms and experiments online at no cost.
Access to the GCP environment is available in one of 2 ways:

1. A Jupyter Notebook-like web interface where Python and shell commands can be
run.

2. SSH access for running of multiple experiments in parallel, rsync of output, and
other needs of advanced users.

Note that the compute service is provided gratis by Google Colab, with the restriction
that the VM instances are ephemeral are available for a maximum of 12 hours at a time.
However, multiple instances can be created simultaneously, subject to a fair use limit.

We provide 2 entry-points within the OpenAI Baselines[15] framework:

• baselines.run runs the RL algorithm provided by the --alg argument in the
environment specified by the --env argument for the number of timesteps specified
in the --num timesteps argument. Additional keyword arguments are passed to
the RL algorithms, allowing algorithm specific hyperparameters to be provided.

• baselines.record is a modified entry-point that periodically records video of
episodes during an agent’s training, as well as post-training evaluations. The ren-
dering requires an X display and a minimum OpenGL version of 3.3 to be supported
by the graphical device. Enabling rendering increases the sampling time of the en-
vironment by 10-100x, depending on the environment.

1https://research.google.com/colaboratory/
2https://colab.research.google.com/drive/16JucCMQGEfW0j-r_joSeJXNuuRQr5nCM
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