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Abstract

In modern applications, recommender systems face significant computational burdens,

as a result of the sheer amount of items that must be dealt with. To address this issue

in [1] Andreadis introduces the notion of a coarse mapping. This is a function that

partitions the item-space into regions where users are indifferent between items; en-

abling, the original item-set to be summarized in terms of a much smaller set of classes.

Consequently, alleviating runtime issues, by enabling a system to operate over classes,

instead of the original item-set. In this work, we focus on improving the method for

estimating a coarse mapping. The problem with the current method used by Andreadis

in [1] is that the item-space is not partitioned in a theoretically principled manner. To

address this issue, in this work, we develop two new method (LFM-U, LFM-I) that

we motivate theoretically. Both our proposed methods are based on leveraging the

embeddings learned by a factorization machine trained to predict ratings. In our exper-

iments, for two recommendation algorithms (KNN, SVD), and two datasets (Mallzee,

MovieLens-100k), we found that in all cases, our proposed methods performed signif-

icantly better than the regression tree method.
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Chapter 1

Introduction

1.1 Objective

Since the advent of the internet, there has been a massive growth in e-commerce, and

online web-services. Companies in this sphere have impacted nearly every facet of

our lives, from how we consume entertainment (e.g. Netflix, YouTube), to how we

purchase products (e.g. Amazon), and even the way we look for jobs (e.g. LinkedIn).

Its not a surprise why though. The two things that all these companies have in com-

mon, which traditional companies simply cannot compete with, is the fact that they

are incredibly convenient, and moreover provide an abundance of choice. Although

the choice that these companies have provided consumers undeniably being a positive

phenomenon, it does present a very fundamental problem: the vast majority of items

that are available (potentially in the millions [9]) are completely uninteresting to a

specific consumer. Consequently, a crucial feature (arguably a necessity) of any web-

service becomes the ability of that service to form an idea about the preferences of a

user, such that, it can filter out the uninteresting items for a user. This is precisely the

problem that recommender systems aim to solve. To put into perspective the impor-

tance of these systems, consider that 35 percent of Amazon’s sales, and a staggering

75 percent of what user’s watch on Netflix is directly tied to the recommendation sys-

tem that was used [34]. Although recommender systems are mainly applied by online

services, their utility does not end there. Other application areas were recommender

systems are important include information retrieval, tourism, approximation theory,

consumer choice modeling in business and marketing, and forecasting theories [37].

The first recommender system was introduced by Golberg et al. in [13]. The literature
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Chapter 1. Introduction 2

typically categorizes recommender systems into three approaches: collaborative filter-

ing, content-based filtering, and hybrid approaches [11]. The distinction lies within

the type of data that is used. Collaborative filtering is based exclusively on the history

of users’ interactions (e.g. ratings, clicks) with items [45, 33]. In contrast, content-

based approaches are based on the idea of building representations using item or user

descriptions (i.e. content), which are then compared to past representations that a user

has liked [10]. Regardless, both approaches have one problem in common: most ap-

proaches that exist in either category are offline procedures.

Currently, a major issue with the recommender systems that exist, is that they are all

offline procedures. This includes the classic and more well known systems e.g. KNN

[29], SVD [42]; but also a lot of the more recent systems e.g. in [19, 46, 26, 47, 20].

Why is this a problem? Well, in a lot of scenarios, the preferences of users are contin-

uously changing, often at a very fast pace. For example, with news recommendation

services like Google News, and Digg, new items are added on a minute-by-minute

basis, with users typically preferring the more recent stories [9, 33]. Consequently, in

order to be able to continue to make relevant recommendations a system must be up-

dated continuously. The problem with a lot of the current offline systems however, is

that, by the time such a system has finished training, the preferences of users will have

changed too much, for the recommendations to still be relevant. This makes it neces-

sary to look at online algorithms, capable of learning in real-time as the data comes in.

An algorithm that has a long history addressing the problem of learning the prefer-

ences of users in an online fashion is preference elicitation. However, despite it’s long

history, it has not seen much use in industry. This is because of the high computational

cost associated with it, in terms of both computational time, and fast convergence to

accurate representations [1]. In order to address this problem, in [1] Andreadis intro-

duces the notion of a coarse mapping, which is a function that can be used to partition

the item-space into a much smaller set of classes; therefore, reducing the effective car-

dinality of the item-set over which a system has to operate. This idea showed to be

effective. In particular, Andreadis was able to outperform the state-of-the-art in online

utility based preference elicitation, in terms of both runtime, and in terms of quality

of recommendations [1]. The usefulness of a coarse mapping is not only limited to

preference elicitation. The idea of a coarse mapping directly addresses the scalability

issue of many recommender systems. For example, an otherwise intractable problem,
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Andreadis further shows that a coarse mapping can be used to solve the coordination

through set recommendation problem [1].

The current state-of-the-art for estimating a coarse mapping is the regression tree

method of Andreadis [1]. Clearly, the extent to which this method can be improved,

has a direct effect on the viability of many recommender systems. It is this fact that

has motivated us to want to focus on improving the current method for estimating a

coarse mapping. That is, because of the opportunities that addressing the scalability

issue of recommender systems creates, the objective that we set out for this work, is to

improve upon the regression tree method of Andreadis, where the notion of better we

are concerned with relates to the quality of the performance (e.g. prediction error) of a

recommender system operating over the classes of the estimated coarse mapping.

1.2 Motivation

The defining property of a coarse mapping, and in fact the property that makes it useful

for reducing the item space is the constraint that is imposed on what constitutes mem-

bership to a class. A coarse mapping requires that two items are grouped together
in the same class if and only if conditional on a user the ratings of those items
are the same. Put differently, if a user is presented two items in the same class (of a

coarse mapping), then the user will be indifferent between them. The benefit of this

property is that it becomes possible to summarize all data of user-item ratings in terms

of user-class ratings, without any loss of information; as a result, enabling us to operate

over the classes at no cost in the quality of the performance (e.g. prediction accuracy)

of a system. It is important to note however that, in practice, due to the presence of

random and systematic errors, it will not be possible to estimate a coarse mapping that

perfectly adheres to the above condition; as such, some information will be lost. A

principled method for estimating a coarse mapping however, will aim to minimize

the user conditional rating variance of a class. If the variance of ratings in a class is 0,

it necessarily means that the user is indifferent between all items in that class, therefore

adhering to defining property of a coarse mapping.

The justification of the hypothesis that we form (in section 1.3) regarding how we can

improve the current state-of-the-art for estimating a coarse mapping, starts with an un-

derstanding of what a latent factor model is. This is a class of models that, at present,
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has shown to be very effective for estimating ratings [8]. In general, a latent factor

model estimates the rating of a user for an item as follows. First, two vectors are cre-

ated, one for the user and one for the item. These vectors are commonly referred to

as embeddings, and are created by mapping the original description of a user (item) to

some latent space. The corresponding estimate is then produced by passing the user

and item embedding through some function e.g. dot product [41], or neural network

[19].

Given the above understanding of a latent factor model, the first intuition we had
that motivated our hypothesis is that the distance between two item embeddings of

a latent factor model possibly indicates the extent to which the corresponding items

belong to the same coarse class. Our thought process was as follows. Consider two

different items, but suppose that a latent factor model learns the same embeddings for

them. Assuming no systematic, and no random error, this can only happen if all users

are indifferent between the two items; as such, by definition, only if the two items

are in the same coarse mapping class. Because a rating is a function of only the corre-

sponding item and user embedding, if there was a user that was not indifferent between

the two items, then this would necessarily mean that the item embeddings are not the

same, thus contradicting the initial assumption. Hence, if zero distance between item

embeddings implies (assuming no error) that items are in the same coarse mapping

class, then possibly, a principled method for estimating a coarse mapping can be to

group items according to whether their embedding are close enough.

The second intuition that motivated our hypothesis was based on one of the findings in

the work by Andreadis [1]. In particular, the proof that the point-wise intersection of

all user types preferential equivalence regions partitions can be used to create a coarse

mapping [1]. A preferential equivalence region of a user type is a region for which the

user is indifferent between any two items. A group of users are considered to belong

to the same user type if they have the utility function. A utility function is a function

that gives the preferences (e.g. ratings) of a user (type) over the item-space. Note that,

if the utility function of a user (type) is known, it means that we also know the pref-

erential equivalence regions of that user (type). This suggests, a principled method to

estimate a coarse mapping can be to focus on estimating the utility functions of the user

types; because, if the utility functions are known, the preferential equivalence regions

are known, and so a coarse mapping can be created by point-wise intersection of these
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regions.

The connection with latent factor models, and also, the second intuition we had that
motivated our hypothesis is that a latent factor model can potentially be used to esti-

mate the utility function of a user type. We already know that a latent factor model can

be used to estimate the utility of a specific user, and that this is based on the embedding

that is learned for that user. But what if we pretend this embedding is simply a noisy

perturbation of the embedding of some user type? If this is the case, it means that a

potentially good strategy for learning the utility function of a user type, is to aggre-

gate (e.g. average) user embeddings in a neighborhood (e.g. that are close in terms of

distance) to create a user type embedding. After which, we can use our latent factor

model and the user type embedding to estimate the utility of a user type.

1.3 Hypothesis

The regression tree method of Andreadis works by fitting a regression tree to the rat-

ings that users have given items. An issue with the regression tree method is that the

procedure by which it creates a coarse mapping is not principled. In splitting the item

space into classes, the regression tree method seeks to create classes for which the total

rating variance is minimal. However, the principled criteria to optimize for would be to

minimize the rating variance conditional on the user. If the class variance conditional

on a user is 0, it necessarily means that the user is indifferent between all items in

that class, therefore adhering to the property of a coarse mapping. Because the criteria

being optimized for is not equivalent to the criteria that should be optimized for, the

regression tree method is not theoretically principled.

Recall (section 1.1), the notion of “better” that our work is concerned with is the quality

of the performance of a recommender system operating over classes. We we want to

investigate whether replacing the regression tree method with a theoretically principled

method can improve performance. More precisely, the research question our work

seeks to answer is:

Does a principled method for estimating a coarse mapping improve the
performance of a recommender system operating over the corresponding
classes?
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Based on our two intuitions about the relationship that exists with a latent factor model

(trained for the rating prediction task) and a coarse mapping (see 1.2, our hypothesis
is that using a latent factor model we can develop a principled method for estimating a

coarse mapping that will perform better than the regression tree method.

1.4 Results Achieved

We developed two different methods for estimating a coarse mapping: LFM-U (section

3.1), and LFM-I (section 3.2). For two algorithms (KNN, SVD), two datasets (Mallzee,

MovieLens-100k), and for up to 250 classes tested, in all cases, we found our methods

performed significantly better than the regression tree method.

1.5 Organization

Chapter 2: Background. In this chapter we provide the necessary background for

understanding the remainder of our work. This consists of a description of the prob-

lem environment (e.g. the task we focus on, the type of data we are dealing with); the

definition of a coarse mapping (section 2.2); previous work (i.e. the regression tree

method of Andreadis) (section 2.3.1); and background on the models/ algorithms we

used e.g. factorization machine (section 2.5.2), SVD (section 2.5.1), KNN (section

2.6), and K-means (section 2.4).

Chapter 3: Methodology. In this chapter we explain (and justify) the methods that

we developed for estimating a coarse mapping (section 3.1, and 3.2). Furthermore, in

section 3.3 we explain the method according to which we evaluate a coarse mapping

method.

Chapter 4: Experiments & Analysis. In this chapter we conduct our evaluation ex-

periments, the results of which are analyzed to establish which coarse mapping method

is better, and why that may be the case. This chapter further includes the hyperparam-

eter tuning of different models, and a description of the datasets that were used.

Chapter 5: Conclusion. In this chapter we summarize our project, and report our key

findings. Furthermore, we include a section where we discuss potential future work.

In particular, how our proposed methods can be improved.



Chapter 2

Background

2.1 Problem Environment

An important dimensions according to which recommender systems can be differenti-

ated is the task that they aim to solve. The following survey [14] groups the literature

into three main tasks: item-ranking, rating prediction, and utility maximization. Item-

ranking and prediction are self-explanatory. The former aims to determine a list of

good items to recommend a user, whereas the latter aims to predict what rating a user

will assign an item. Although, there is some overlap between these two tasks i.e. a

rating prediction system can be used to produce an item-ranking, there are scenarios

in which doing so is undesirable [14]; as such, the tasks are not completely equivalent.

Finally, although less discussed in the literature, but nevertheless an important tasks,

utility maximization aims to address questions such as what items to recommend such

that revenue is maximized [14]. In our evaluation of a coarse mapping procedure, we
will focus on the rating prediction task, and more specifically collaborative filter-
ing. Collaborative filtering is a category of approaches, concerned with the aim of

predicting (filtering) the preferences of a user, based exclusively on information re-

garding the preferences of many users [27].

In general, the data that is available to a recommender system is comprised of a set

of interactions between |M|, users and |N| items. The meaning of the term interaction

depends on the type of information it provides. In the context of explicit feedback an

observed interaction is taken to mean that we know how a user has rated an item e.g.

that a user has liked or disliked a video (e.g. YouTube), or rated a product between 1-5

stars stars (e.g. Amazon) [21]. In addition to explicit feedback, a far more abundant

7
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source of information that recommender systems can use comes in the form of implicit
feedback [21]. In the context of implicit feedback, a user-item interaction can take on

many meanings e.g. it may be a click (on a video), but also a bookmark [20]. However,

regardless of the meaning, the aspect that unifies all such interactions, is the fact that

an observation does not directly reveal the preference of a user (for an item). Despite

users not directly revealing their preferences it is still possible to infer them. In fact,

this is currently a very active research area [20]. However, doing so does come with

certain challenges that would otherwise not occur when using explicit feedback. For

example, a well known problem in working with implicit feedback is the difficulty of

distinguishing between missing and negative feedback [25] i.e. whether the absence

of an interaction means that the user dislikes an item, or whether the user was unaware

of the item. Regarding the assumption that our work makes with respect to the type

of feedback that is available to us, we will operate under the same conditions as in the

work by Andreadis, which is to focus only on the explicit feedback scenario [1].

The matrix of interactions R between user and item is often called the user-item matrix.

An entry Ri j of this matrix has the form:

Ri j =

k for some k ∈ K

missing otherwise,
(2.1)

where i where i indexes a user, and j an item; and, furthermore K is the domain of

the response of an interaction. In the explicit feedback case, the domain is typically

integer. This is also the assumption under which we will be working. A characteristic

of recommender data is that it is extremely sparse i.e most user-item interactions are

simply not observed; and consequently, most of the entries in the user-item matrix will

be missing.

One challenge that recommender systems face is the item cold-start problem [38,

44]. For example, with collaborative filtering algorithms, because they are exclusively

based on ratings, we are forced to wait until the item has been interacted with suffi-

ciently, before we can start producing good recommendations with it. The regression

tree method of Andreadis addresses the item cold-start problem by operating over the

description (i.e. content) of items. Similarly, in order to deal with the item cold-start

problem, the methods we develop also use the content information of items.
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The analog to the item cold-start problem, and also a common challenge, is the user
cold-start problem [44], which occurs when a new user enters the system. For exam-

ple, similar to the item cold-start problem, a collaborative filtering algorithm will have

to wait until the user has rated enough items, before it can start to produce relevant

recommendations. It is important to note however, that the user cold-start problem, is

unlikely to be an issue for an estimated coarse mapping. When we estimate a coarse

mapping, we generalize information about how users are indifferent between items.

Unless a new user is completely different from the users that we have already seen, a

new user is unlikely to change an estimated coarse mapping by much. A problem that

may arise however, is that the behavior of users changes over time. The regression tree

method of Andreadis is an offline procedure. The implicit assumption made is that

the history of user interactions used to estimate a coarse mapping will be representa-

tive for future user behavior. However, in some cases e.g. new recommendation, the

preferences of users can change very rapidly [9], which invalidates the coarse mapping

that was estimated. In order to address this issue, an online procedure for estimating a

coarse mapping has to be developed. However, in our work we will not focus on this

problem. The methods that we will develop, like that of the regression tree method,

will be offline procedures.

The type of data that one works over is critical. In the literature, there is a lot of effort

dedicated to designing models that work for a very specific type of data. What works

for one dataset however, typically does not work as well for other types of data. In this

regards, the type of data that our methods have been designed around is tabular data

with fields mostly being categorical. In section 4.1 we describe the datasets that we

work with in more detail.

2.2 Coarse Mapping

The definition of a coarse mapping uses the notion of a utility function. A utility

function u : X 7→ R is a quantitative representation of the preferences of a user over a

set of alternatives X . [5]. If u(x)> u(y) it means that the user prefers alternative x over

y. In our work, the alternatives that we are concerned with are the items that a user can

rate. The space of alternatives X depends on how items are represented. For example,

if an item is described in terms of a set of d (real-valued) features, then X =Rd . Note,

in general ui(x) 6= u j(x) i.e. two different users may disagree on how they rate an item.



Chapter 2. Background 10

With this in mind, we reformulate the definition given by Andreadis [1] of a coarse

mapping as follows.

A coarse mapping is a surjective function f from X to a set of classes C =

{1, ..., |C|} such that the following condition holds: for any user i, and for any

two items x 6= y ∈ X , if f (x) = f (y) (the two items are in the same class) then it

must hold that ui(x) = ui(y) (that the user is indifferent between the items).

In addition to the term coarse mapping, another term that we use in our work is the

term coarse region. The definition is as follows.

If f : X 7→C is a coarse mapping, then the region {x ∈ X | f (x) = k} for some

k ∈C will be referred to as a coarse region.

Approximate Coarse Mapping. A coarse mapping is defined according to a very

strict condition: that any user must be indifferent between any two items in a class. In

practice, it is simply not reasonable to expect a method that aims to partition an item

space with this condition in mind to perfectly satisfy it. In order to emphasize this fact,

we will refer to the classes/ partition/ mapping created by a coarse mapping method as

approximations or estimates.

2.2.1 Creating a Coarse Mapping Given a Set of User Types

In [1] Andreadis shows that a coarse mapping without any loss of information can be

created by taking the point-wise intersection of users’ preferential equivalence regions,

provided perfect knowledge of the utility function of each user type. One of the meth-

ods that we propose (see section 3.1) is based on the idea of creating a coarse mapping

in this fashion. Accordingly, in this section we will define what is meant with a prefer-

ential equivalence region, and how a coarse mapping can be created by the intersection

of such regions.

Suppose for some dataset, that there are T user types. Two users are considered to

belong to the same type if their utility functions are the same. Let ũt : X 7→ C be the

utility function of user type t. Recall (from section 2.1), our work is concerned with

the case when C is finite i.e. that |C| < ∞. Given that C is finite, each user type will

partition the item-space into exactly |C| regions of the following form:

Ac
t = {x ∈ X : ut(x) = c} (2.2)
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A region with this form is called a preferential equivalence region of user type t.

This, because user type t will be indifferent between any two items in such a region,

as such, there is a preferential equivalence. The point-wise intersection of users’
preferential equivalence regions is given by the following equation:

P =
⋂
t∈T

Act
t , (2.3)

where ct ∈ C. The collection P is a partition of the item-space. The collection P is

a partition of the item-space, where according to the proof in [1] by Andreadis, each

subregion Pk ∈ P in this partition is a coarse region. The partition P is in fact the

maximally coarse representation of the item space [1] i.e. it is the partition with the

smallest possible number of coarse regions. A coarse mapping f : Rd 7→ {1, ..., |P |}
can then be created by simply assigning a class to each x ∈ Rd depending on what

subregion it falls into. More specifically, by letting f (x) = k if x ∈ Pk.

2.3 Related Work & Previous Work

2.3.1 The Regression Tree Learning Method (RTL)

The current state-of-the art method for producing a coarse mapping is the regression

tree method introduced in [1] by Andreadis. It is important to note, that this is also cur-

rently the only (published) work for creating ac coarse mapping. The objective of our

work will be to improve on this method. In this section, we explain how the regression

tree method works, and what it’s limitations are.

At the most fundamental level, and as the name suggests, a regression tree is simply

a method for finding an estimator f̂ that is good at explaining the observed data D =

{(x, f0(x)) | x∈Rd, f0(x)∈R}. The criteria (for goodness) that is being optimized for

is the mean-squared error, and the estimator f̂ that is learned is a piece-wise constant

function over a set of disjoint regions

f̂ (x) = ∑
m

cm1(x ∈ Rm), (2.4)

where each Rm is defined in terms of series of binary splits on the features of x ∈ Rd

[17]. In figure 2.1 we illustrates this idea, and show how the splits can be thought of

as forming a binary tree, of which the leaf nodes correspond to the regions.



Chapter 2. Background 12

Figure 2.1: Left: Example of how a series of splits of a regression tree form a binary

tree. Right: The corresponding regions created by the leaf nodes. Observe that this is

a partition of the feature space. (Image taken from [12])

In general, finding the series of binary splits that minimizes the mean squared error

is computationally infeasible [17]. Consequently, in order to learn f̂ (as defined by

equation 2.4) we rely on using a heuristic. The most common heuristic, and the one

that is used by Andreadis [1], is the CART algorithm [6]. The CART algorithm works

by recursively and greedily expanding a binary tree. Each node of the tree corresponds

to a disjoint subregion of a binary partition of the feature space i.e. to a subregion of

the form {x ∈ Rd|xk ≤ s} or {x ∈ Rd|xk > s}. Each time the tree is expanded three

decisions are made: (1) what feature k to split, (2) the location s at which to split, and

(3) the value cm to assign the region Rm that is created as a result of expanding the tree.

Decision (3) is easy, provided the aim is to minimize the mean squared error, it can be

shown that the best choice is to always let cm equal to the average of { f0(x)|x ∈ Rm}
(i.e. the values observed in Rm) [17]. Regarding the choice of (k,s), in general, the

CART algorithm solves this by performing an exhaustive search and choosing the com-

bination that leads to the largest improvement [40]. For the regression task, the criteria

that is typically used is the reduction in mean squared error, which is equal to variance

reduction [40]. This is also the criteria that is used by Andreadis [1]. Note, because

CART is a heuristic, there is no guarantee that the global optimum f̂ is found.

Coarse Mapping. The regression tree method for creating a coarse mapping is very
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straight-forward. It starts with a dataset of the form D = {(x j,ri j)}, where ri j is the

rating that a user i ∈M, has given an item j ∈ N, and x j ∈ Rd is the vector describing

item j. Subsequently, we fit a regression tree over D, and use the leaves of the tree

that are learned to partition the item space into coarse classes. In order to more clearly

explain why this works, in figure 2.2, we have sketched out a simple example. In this

example, there are two users (A and B), each rating items as either 0 or 1. The pref-

erences of both users are represented by the two top areas. Remark how both users

partition the item-space into two preferential equivalence regions. Given data on how

these two users rate different items, the bottom figure shows the subregions Rm and

values cm that a regression tree would learn. We can see that these regions are coarse

regions; because, for both user A and B, and for all m, any two items in Rm are rated

the same by a user.

Rigid Boundaries. The first limitation of using a regression tree is the rigidness of the

boundaries that form the regions. More specifically, the boundaries will necessarily be

parallel to the axis. In general, an arbitrary user is unlikely to partition the item space

into such regions. Put differently, the preferential equivalence regions of a user are

unlikely to be the same shape as the regions of a regression tree. As such, this can be

a limiting factor for properly dividing up the item space into coarse classes.

Theoretical Issues. The example we give for how a regression tree creates a coarse

mapping is a stylized example. In general, greedily splitting the regions trying to

minimize the total rating variance is not a principled approach. The characteristic of a

region that we care about is whether conditional on an arbitrary user the rating variance

is small. This because, if for a particular user the variance in the ratings is zero, then it

necessarily means that the user is indifferent between all the items in that region, thus

corresponding to the notion of a coarse region. Note however, that a coarse region may

have very large total variance associated with it. Conditional on a user, all ratings in

a region may be the same, however if different users disagree on what the rating of an

item is, then the total variance will be large. However, if the total variance is large in a

region, a regression tree will not create such a region.
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Figure 2.2: Top-left: The preferences of user A. Top-right: The preferences of user B.

Bottom: The coarse mapping created by a regression tree fitted on the ratings of user

A and B.

2.4 K-means and K-means ++

In our work we propose two methods (section 3.1, and section 3.2). Both the methods

that we propose, contain a step in which we cluster the embeddings of a latent factor

model; more specifically, that of a factorization machine. In section 3.1.1 and 3.2.1 we

argue that the appropriate metric according to which to cluster the embeddings is the

Euclidean distance. The method that we use for this is K-means ++ [2], for which, in

this section, we will provide the necessary background for.

K-means ++ is an extension of the K-means algorithm. The K-means algorithm [16] is



Chapter 2. Background 15

one of the most widely used clustering algorithms in the literature [4]. It is an iterative

local search heuristic that, as one might have guessed, attempts to solve the K-means

problem. The K-means problem can be stated as follows. Given an integer K, and n

data points in Rd , find the K ”centers” (in Rd) such that the total squared Euclidean

distance between each point and it’s closest center is minimized [2]. A clustering of

the n points can subsequently be created by grouping the points according to the center

they are closest to. The cluster centers that are learned by the K-means algorithm are

equal to the average of the points that assigned to the cluster [2]. The property of the

K-means algorithm that our work is interested in, is the fact that that two points be-

longing to the same class indicate that they are close to each other in Euclidean space.

The standard K-means algorithm does converge in a finite number of steps [7]. How-

ever, by virtue of being a local search heuristic, it is not guaranteed to find the global

optimum [7]. The quality of the solution that is found depends on the centers it was ini-

tialized with, and it is not not uncommon to need to rerun the algorithm multiple times

until a good solution can be found [7]. K-means ++ aims to address this initialization

issue of K-means. Instead of initializing the cluster centers according to a uniform

random strategy, K-means++ uses a sequential initialization strategy, in which the next

cluster center is chosen according to a probability that depends on the distance to the

previously selected centers [2]. This strategy has shown to improve both the speed and

accuracy of k-means [2].

2.5 Latent Factor Models

There are two areas in our work where latent factor models appear: (1) in the coarse

mapping method that we develop, and (2) in our evaluation, where we compare the

performance of different coarse mapping methods for the task of collaborative filter-

ing. In this section, we aim to provide some background on what latent factor models

are, as well as (in section 2.5.1 and 2.5.2) to provide additional detail on the latent

factor models that we used.

Currently, latent factor models are among the most widely used class of models in the

literature for collaborative filtering [35, 19]. In general, latent factor models work by

creating low-dimensional dense vector representations of both users and items, com-

monly referred to as user and item embeddings respectively. The intuition behind
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constructing these embeddings is that the assumption that the preferences of a user can

be represented by a small set of factors [35]. Accordingly, the preference of a user for

an item is then modelled as a function of that user’s and that item’s embedding. The

most common function that is used for combining the two embeddings into an esti-

mate is the inner product. However, there is a considerable amount of work that has

demonstrated very good performance using different functions. For example, in [20]

the authors use the Euclidean distance, whereas in [19] a neural network is used.

The earliest type of latent factor model to gain significant traction in the literature

is matrix factorization. This occurred after Singular Value Decomposition (SVD)

based methods demonstrated superior performance over non-personalized and mem-

ory based approaches during the Netflix Prize competition [3] for collaborative filtering

[30]. Since then, matrix factorization still remains an incredibly effective baseline, and

has inspired many other variants that are effective for making recommendations. No-

table approaches include, Non-negative Matrix Factorization [31], Probabilistic Matrix

Factorization [35], and Localized Matrix Factorization [49].

Despite their popularity, one draw-back of matrix factorization is side information can-

not be used. The only input is the ratings matrix, with any other information, such

as features describing items (or users) being ignored completely. Hence, we further

looked at latent factor models that were able to incorporate side (i.e. content) informa-

tion. In this domain, the latent model factor that has demonstrated to be particularly

effective is the factorization machine [26]. The factorization machine was first intro-

duced in [41]. Recall (from section 2.1) the data our work deals with is tabular data,

in which fields are mostly categorical. With this type of data, the input to a recom-

mender model is typically high-dimensional and very sparse [32]. The main insight of

the factorization machine was that in order to effectively learn from sparse data, that

it is crucial to model the interaction effect between features (of the input) [18]. The

factorization machine does this using the inner product [41]. However, in more recent

work inspired by the factorization machine, alternative methods of interacting feature

embeddings have also been successfully explored [32, 47, 36].
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2.5.1 Singular Value Decomposition

In section 2.1 we stated the application area that our work focuses on is collaborative

filtering. One (of the two) algorithms that we will test for this task is the SVD algo-

rithm. The SVD algorithm, as described in [42] model the rating that a user i gives an

item j according to the following equation:

r̂ix = b+bi +b j + pT
i q j, (2.5)

The input to the SVD model is the pair (ep
i ,e

q
j), where ep

i is the one-hot-encoding user

i, and similarly, eq
j the one-hot-encoding of item j. The corresponding embeddings

are created by linearly projecting the one-hot-encodings to a lower dimensional latent

space i.e. we have pi = Peu
i , and q j = Qev

j. The two matrices P and Q can be efficiently

learned (from the data) using stochastic gradient descent (SGD). The loss that is used

in [42] is the regularized square loss:

∑
(i, j)∈Itrain

(ri j− r̂i j)
2 +λ(b2

i +b2
j +‖pi‖2 +‖q j‖2), (2.6)

where Itrain is set of user-item index pairs in the training data, and the term, and the

term λ controls the extent of regularization [42].

2.5.2 The Factorization Machine

The specific factorization machine that our work uses is the original introduced in

[41]. The main reason, as we mentioned earlier is due to it’s ability to effectively han-

dle side information. However, the reason for why we do not consider more recent

variants such as [26, 32, 18], is that while better at the task of predicting ratings, these

method use complicated functions to interact feature embeddings, whereas the original

factorization machine uses a simple inner product. The function that is used to interact

embeddings is important to the justification of the method that we subsequently use to

create a coarse mapping. In case the inner product is used, the justification (section

3.1.1 and 3.2.1) is straight forward.

The factorization machine models ratings in a very similar way as the SVD algorithm.

In fact, the equation for r̂i j is exactly the same as in equation 2.5. The only difference

between SVD and the factorization machine is in the input that is used. If we want to

use content information available for an item, instead of using eq
j , we use the vector
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x j ∈ Rd describing an item. Hence, we now have that q j = Qx j. Similar to SVD it is

trained with SGD [41]. In [46], where the aim was rating prediction, the authors use

the square loss for training a factorization machine. However, similar to SVD, often

L2 regularization is also added to prevent overfitting [41].

2.6 KNN Based Collaborative Filtering

In addition to the SVD algorithm (section 2.5.1) another collaborative filtering algo-

rithm that will be part of our evaluation is the K Nearest Neighbors (KNN) algorithm.

The KNN algorithm is a memory-based approach to collaborative filtering. In memory

based methods recommendations are computed with methods that act directly on the

ratings matrix [39]. This is different from model based approaches such as SVD, where

a model is fitted before recommendations are made. The KNN algorithm is further-

more a neighborhood based method, and can further be classified as either user-based

or item-based [28]. There are multiple variations of the KNN algorithm. The one we

use taken from [29], in which the ratings (of the user-based method) are estimated

according to the following equation:

r̂u j = bu +
∑v∈Nk

j (u)
sim(u,v)(rv j−bv)

∑v∈Nk
j (u)

sim(u,v)
, (2.7)

where Nk
j (u) is the top k similar users to u that have rated item j. The similarity mea-

sure that is often is the Pearson correlation [42, 45]. Note, the reason for choosing

KNN is because, it distinctly belongs to a different class of collaborative filtering al-

gorithms than SVD (memory-based vs. model-based). In order for evaluation to be

meaningful, we did not want to test two algorithms that were too similar.
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Methodology

In this section we introduce two different methods for creating a coarse mapping. The

characteristic that both methods have in common is that they leverage the embeddings

of a latent factor model; more specifically, that of a factorization machine. However,

the way that this is done is different between the two methods. The first method (sec-

tion 3.1) leverages the user embedding, whereas the second method (section 3.2) lever-

ages the item embeddings. Accordingly, we have named the two methods LFM-U and

LFM-I respectively; LFM for latent factor model, and U/I for the fact that the user/

item embeddings are leveraged.

3.1 Leveraging the User Embeddings (LFM-U)

The necessary background for this section is given in section 2.2.1, where we explain

how a coarse mapping can be created given a set of user types.

Model Used. The LFM-U method starts with defining the following model for the

utility function of a user i.

ui(x) = roundC(u∗i (x)) (3.1)

u∗i (x) = fθ(pi,qx) (3.2)

Here round(z) is a function that rounds z ∈R to the nearest value in the set of possible

ratings C (that can be observed). In this work, we assume that C is finite (e.g. C =

{0,1}). In the explicit feedback scenario, where a rating is e.g. a like/ dislike or 1-5

star rating, this assumption typically holds. Note, u∗i is a latent utility. The values

19
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that it can take are not restricted to the set C, as such, are unobserved. The latent factor

model f that LFM-U uses to model the latent utility is the factorization machine. More

specifically,

fθ(pi,qx) = b+ pT
i qx (3.3)

pi = Peu
i ∈ Rv (3.4)

qx = Qx ∈ Rv (3.5)

where pi is the user embedding of i, and qx the corresponding item embedding. Note,

the only difference between the factorization machine in the equation above and the

one in equation 2.5.1 (of the background) is that we dropped the user and item bias

terms. The reason is that it made almost no difference to the predictive performance

(on the datasets we used), yet, simplified the argument that we give for using K-means

as clustering procedure in LFM-U and LFM-I (see section 3.1.1 and 3.2.1).

Step 1: Training the Model. The aim is to learn the weights θ = (b,P,Q) of the

factorization machine in equation 3.3. The training data that we use is a set of the form

Dtrain = {(ri j,eu
i ,x j)}, where eu

i is user i’s one-hot-encoded ID, x j ∈ Rd the vector

describing item j, and ri j the corresponding observed rating. The task that we solve

for learning θ is the rating prediction task. More specifically, θ is fitted to minimize

the mean squared error between the estimated latent utility and the observed ratings

in the training set:
1

|Dtrain| ∑
(r,e,x)∈Dtrain

( fθ− r)2 (3.6)

Note, before training can start a decision has to be made about what the dimensionality

of the latent embeddings v should be. This is a hyperparameter that should be tuned.

The method we use is the hold-out approach (see section 4.3 for details). Another

decision that has to be made is the optimization algorithm to use. We used mini-batch
SGD with Adam as optimizer. The exact setting (e.g. learning rate, batch size) used

is given in section 4.3.

Step 2: Creating the set of User Embeddings. Given the learned weights θ̂ =

(b̂, P̂, Q̂), The next step is to construct the set of user embeddings, which we will de-

note as Sp. In order to create this set we simply multiply the user one-hot-encodings

by the learned user matrix P̂.

Sp = {P̂eu
i : i ∈ N} (3.7)
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Step 3: Creating User Types. Given Su we are now ready to create user types. This

starts by specifying the number of user types K to create. Next, K-means is applied to

Du which results in K cluster center cu
1, ...,c

u
K being learned. Because K-means is ap-

plied, each cluster center c j corresponds to the mean of the user embeddings assigned

to the cluster.

Step 4: The Utility Function of a User Type. We model the utility function of a user

type using the same model as that of a specific user. The only difference is that instead

of the latent utility depending on the embedding of a specific user, it now depends on

the embedding of a user type. Let ũk be the utility function of user type k ∈ {1, ...,K},
we have

ũk(x) = roundC(ũ∗k(x)) (3.8)

ũ∗k(x) = fθ(ck,qx), (3.9)

where ck is the embedding of user type k, and all other variables are the same as in

equations 3.3, 3.4, 3.5. Let ˆ̃uk denote an estimate of the utility function of user type

k. We obtain this estimate by letting θ equal to the θ̂ that was learned in step 2, and

letting the embeddings of a user type be equal to the cluster centers learned in step 4.

Step 5: Creating the Coarse Mapping. A coarse mapping is created using the esti-

mated utility functions of user types. Every estimated utility function of a user type

partitions the item space into |C| preferential equivalence regions:

Ac
t = {x ∈ Rd : ˆ̃uk(x) = c} (3.10)

The point-wise intersection of all users’ preferential equivalence regions is then taken

to create a coarse mapping (as we explain in section 2.2.1 of the background).

Controlling the Number of Classes. The number of user types K that is chosen has

a direct effect on the number of classes that are created. Each user has at most |C|
preferential equivalence regions. Hence, if there are K user types, there will be at most

K|C| classes created.

Additional Remarks. The LFM-U method requires the creation of user types. With-

out the creating user types, it would not be possible to control the number of classes

that are created. The coarse preferences theory presented by Andreadis [1] does not
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cover the creation of user types, as such, we would like to remark that this is a contri-

bution of ours.

3.1.1 Why K-means?

In step 3 (previous section) we use K-means for creating the user types. Our argument

for using K-means starts with considering, in an ideal setting, the condition that should

hold for two users to be considered the same type:

User i is the same type as user j if and only if ui(x) = u j(x) for all x ∈ Rd . (3.11)

The above condition simply states that both users must have the same preferences. If

the utility is now modelled using the factorization machine of equation 3.3 the right

hand side (of equation 3.11) becomes:

|u∗i (x)−u∗j(x)|< ε for all x ∈ Rd, (3.12)

provided ε is small enough. Expanding the left hand side of the inequality gives

|u∗i (x)−u∗j(x)|= |(pi− p j)
T qx|= ‖pi− p j‖‖qx‖|cosα|, where α is the angle between

pi− p j and qx. This shows that, provided ‖qx‖ is bounded, condition 3.11 becomes

equivalent to requiring that the Euclidean distance between the user latent embeddings

is sufficiently small. This implies that the Euclidean distance between the embeddings

of two users can be considered as a measure of the extent to which they are the same

type. Because, clearly, if the embeddings are sufficiently close to each other, the two

user’s will rate items the same, and as such, can be considered the same type. In turn,

this motivates using K-means, because (as we explain in 2.4) it clusters according to

the Euclidean distance as similarity metric.

Scope. The argument we give relies on the fact that a factorization machine uses a

dot product to interact the user and item embedding. This argument does not apply

to all latent factor models. For example, if a neural network is used to interact the

user and item embedding (as in [19]), then |u∗i (x)− u∗j(x)| = | f (pi,qx)− f (p j,qx)|.
However, the function f that is learned is a black-box. As such, it is within the realm of

possibilities, that there exists pi, p j that are far from each other (in terms of Euclidean

distance), but for which it still holds that | f (pi,qx)− f (p j,qx)| < ε. Accordingly,

we cannot draw the same equivalency between the condition of a user type, and the

Euclidean distance of the corresponding embeddings.
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3.2 Leveraging the Item Embeddings (LFM-I)

Model Used. The model in LFM-I that we use for the utility function of a specific user

is the same as in LFM-U, which is the model given by equation 3.1.

Step 1: Training the Model. This step is identical to step 1 in the LFM-U method.

Again, given training data, the aim is to learn the weights θ̂ = (b̂, P̂, Q̂) that minimize

the mean squared error between the output of the factorization machine fθ and the ob-

served ratings.

Step 2: Creating the Set of Item Embeddings. In LFM-U the learned weights θ̂ =

(b̂, P̂, Q̂) (of step 1) were used to create a set of user embeddings. In LFM-I we will

use the learned weights to create a set of item embeddings instead. The set of item

embeddings Sq is constructed by multiplying each vector description of an item x j in

data by the learned item transformation matrix Q̂:

Sq = {Q̂x j | j ∈M}, (3.13)

where M is the set of indices of the items in the training data.

Step 3: Creating the Coarse Mapping. In LFM-I, the partition (of the item-space)

that we use to create a coarse mapping with, will be the partition that is learned by

clustering the item embeddings using K-means. This starts by specifying the number

of classes K to create. The application of K-means results in K cluster centers being

learned that are in the same space as the item embeddings. The cluster centers are then

used to partition the item space into K classes, by letting the class of an item x ∈ Rd

be the index of the cluster center that it is the closest to (in terms of the Euclidean

distance). Note, in section 3.2.1 below, we provide the justification behind creating a

coarse mapping in this way.

Controlling the Number of Classes. Unlike the LFM-U method, where the number

of classes created depends on the number of user types chosen, in LFM-I the number

of classes is directly specified (step 3).
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3.2.1 Why K-Means?

The argument that we provide for creating a coarse mapping by clustering the item

embeddings using K-means is similar to the argument (in section 3.1.1) we provided

for learning user types. In particular, as before, our argument is based on leveraging the

fact that the interaction between user and item embedding (in equation 3.1) is modelled

by the dot product. Recall (from section 2.2), that two items x 6= y∈Rd are of the same

coarse class only if all users are indifferent between them. This can be formulated as

follows.

class(x) = class(y) ⇐⇒ for any user i it holds ui(x) = ui(y) (3.14)

If the utility is now modelled using the factorization machine of equation 3.3 the right

hand side (of condition 3.14) becomes:

|u∗i (x)−u∗i (y)|< ε for all i. (3.15)

provided ε is small enough. Expanding the left hand side of the inequality gives

|u∗i (x)−u∗j(x)|= |(qx−qy)
T pi|= ‖qx−qy‖‖pi‖|cosα|, where α is the angle between

qx− qy and pi. Provided ‖pi‖ is bounded, condition 3.14 becomes equivalent to re-

quiring that Euclidean distance between the latent embeddings of the two items is suf-

ficiently small in order for them to be considered as belonging to the same class. What

this establishes is that, the Euclidean distance between the embeddings of two items

can be used as similarity measure (for measuring the extent to which two items belong

to the same coarse class), which is why we use K-means as clustering algorithm.

Scope. As in 3.1.1, the above argument relies on the fact that a factorization machine

uses a dot product to interact the user and item embeddings. The same argument cannot

be made for an arbitrary function; hence, will not apply to all latent factor models.

3.3 Evaluation Procedure

Ultimately, the aim of estimating a coarse mapping is to improve the computational

complexity of a recommender system, at a minimal cost to the quality of the perfor-

mance of the system. As such, the question that we want to answer is whether our

proposed methods are better at this (than the regression tree method). In this regard,

the criteria according to which we will evaluate the different methods (for estimating
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a coarse mapping), will be to apply the methods to an actual recommendation system

for solving a particular task. As we stated in section 2.1 the task we will look at is

collaborative filtering. In section 3.3.2 we explain exactly which algorithms we tested,

and which metrics we used. However, before we can do that, in section 3.3.1, we first

explain the method for applying a coarse mapping to the collaborative filtering task.

3.3.1 Coarse Collaborative Filtering

Let R be a user-item matrix for a given dataset. Recall, that due to most user-item rat-

ings being unobserved, that most entries in R will be missing. A collaborative filtering

algorithm can be thought of as a function that takes R as input, and after a series of

operations, produces an estimate R̂ of the user-item matrix, where all of the entries

in R̂ will be ”filled”. That is, even for the entries that were originally missing in R,

a collaborative filtering algorithm will still produce an estimate. When we perform

coarse collaborative filtering (CCF) i.e. collaborative filtering with a coarse map-

ping, the goal will still be to ”fill” the original user-item matrix. However, instead of

applying the collaborative filtering algorithm on the user-item matrix, we will apply it

on a much smaller user-class matrix (thus speeding up the procedure). The procedure

for performing collaborative filtering using a coarse mapping is as follows.

Step 1: Construct the User-Class Matrix. Let Rc denote the user-class matrix that

we need to construct. The only difference between the user-item matrix, and the user-

class matrix is that, instead of containing information about how a user rates an item,

it tells us how a user rates a class. In order to obtain the class ratings, we aggregate

the ratings of the items that belong to the class as determined by a coarse mapping. In

particular, the rating that a user i gives a class k is given by

Rc
ik = aggregate({Ri j | f (x j) = k}), (3.16)

where f : X 7→C is a coarse mapping, and x j ∈ X the vector describing item j. If the

set over which we aggregate is empty i.e. if {Ri j | f (x j) = k}= /0 then the class rating

Rik is assigned ”missing”.

Step 2: Filling the User-Class Matrix. After creating the user-class matrix, the next

step is to ”fill” this matrix. This is done by passing the user-class matrix Rc as input to

a collaborative filtering algorithm. The corresponding output R̂c is a “filled” user-class
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matrix; therefore, each entry will have an estimate for how a user rates a class.

Step 3: Filling the User-Item Matrix. The final step is to produce a rating estimate

for every possible user-item interaction i.e. to fill the original user-item matrix. For all

j, this is done by finding the class k for which f (x j) = k, and then letting

R̂i j = R̂c
ik. (3.17)

3.3.2 Algorithms Tested & Evaluation Criterion

Other than the coarse mapping method that is used, there are two other dimensions ac-

cording to which a CCF algorithm can differ. The first dimension is with respect to the

collaborative filtering algorithm that is used. The other dimension is the aggregation

function that is used for constructing the user-class matrix (step 2 of section 3.3.1).

Depending on the design choice that is made (regarding the aggregation function used,

or collaborative filtering algorithm used) one coarse mapping method may perform

better than another. In order to be able to say that one coarse mapping is better than

another, we need a relative performance advantage to be persistent across all design

choices. In an effort to take this into consideration, as to more conclusively be able

to say that one method is better than another, we will consider two different collabo-

rative filtering algorithms, and two different aggregation functions. The collaborative

filtering algorithms we consider are the SVD algorithm (section 2.5.1), and the KNN

algorithm (section 2.6). Furthermore, the two aggregation functions we consider are

the mean, and median.

Criterion. The quality of a CCF algorithm, and by extension a coarse mapping method

will be judged by comparing the predicted user-item ratings against the observed user-

item ratings in a test-set. The predicted ratings are given by the “filled” user-item

matrix R̂ that is calculated in the final step of by a CCF algorithm. The metric that we

will use to facilitate this comparison is the root mean squared error (RMSE).

RMSEtest =

√
1
|Itest| ∑

(i, j)∈Itest

(R̂i j−Rtest
i j )2 (3.18)

The RMSE is widely used in the literature for evaluating recommender systems [48].

The key property of the metric is that it disproportionately penalize large errors [48].
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Experiments & Analysis

4.1 Datasets & Data Preperation

We experiment with two datasets: the Mallzee dataset, and the MovieLens 100k (ML-

100k) dataset.

The Mallzee Dataset. The Mallzee dataset is the dataset that was introduced by An-

dreadis in [1]. The dataset is generated by users interacting with the Mallzee app.

There are 200 users, and each user interacts with exactly 500 items, producing a total

of 100,000 interactions. The items correspond to pieces of clothing that are presented

to a user. Upon being presented an with an item, each user responds with either swip-

ing left (indicating a dislike), or swiping right (indicating a like). The responses are

recorded as 0, and 1 respectively. An item is described according to the following 7

fields: (1) the current price, (2) discount from the original price, (3) type of clothing,

(4) gender, (5) whether the item is in stock, (6) the branch, and (7) the color. Field (1)

and (2) are real-valued continuous fields. All other fields are categorical. The items in

the Mallzee dataset do not have an ID assigned to them.

The ML-100k Dataset. The ML100k dataset [15] is a widely used benchmark dataset

for recommender systems. The data was collected from the MovieLens web site

(movielens.umn.edu). It consists of 100,000 interactions. An interaction is a rating

that a user has given a movie. The rating that a user can give an item is between 1-5.

The dataset consists of 943 users, and 1682 movies. Each user has rated least rated 20

movies. Besides the ID, the items are also classified according to 19 possible genres.

An item can be assigned multiple genres.

27
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Data Preparation. Before an item is used (by a model) we transform it into an ap-

propriate format. In our experiments were we use a factorization machine, and neu-

ral network we transformed the data by one-hot-encoding all the categorical fields.

The Mallzee dataset, after one-hot-encoding consists of 182 features. The ML-100k

dataset, after one-hot encoding consists of 1701 features. Note, this made the input

very sparse. In our experiments were we used a regression tree we did not apply any

transformation (i.e. preprocessing) to the fields i.e. each feature of an item corresponds

directly to the original content of a field.

4.2 Collaborative Filtering Algorithm Setup

As we explained in section 3.3.2, in order to compare coarse mapping methods we

will test two collaborative filtering algorithms: SVD (section 2.5.1), and KNN (section

2.6). For both these algorithms, before they can be applied, several hyperparameters

must be specified.

KNN. The maximum size of the neighborhood was set to 40, and the minimum to 1.

These settings are the default in [23], which is the library we used to implement KNN.

The similarity measure that we used was the Pearson correlation.

SVD. Trained by minimizing the regularized square loss using SGD, with learning rate

0.005, and regularization term λ = 0.02, for 20 epochs. The number of factors (i.e.

the dimensionality of the embeddings) was set to 100. We use the same library [23] to

implement SVD. The above settings are the default.

4.3 Model Selection & Hyperparameter Optimization

As was explained in the methodology, both our proposed methods LFM-U and LFM-I

rely on training a factorization machine. Before we can train a factorization we need to

specify what hyperparameters to train it for. The factorization machine (as described

in our methodology) consists of a single hyperparameter: the number of factors. The

exact setting that is used has a direct effect on the quality of the predictions that a

factorization machine is able to make for a given dataset. In turn, this has a direct

effect on the quality of the embeddings that are learned as it pertains to subsequently
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creating a coarse mapping. The first experiment that we conduct is to determine the

best number of factors to use. The search strategy that we use is to perform grid-search.

In addition to tuning the number of factors of our factorization machine, the second

type of experiment that we conducted is related to trying to improve the architecture

of the factorization machine. In particular, remark that the item embeddings of the

factorization machine (described so far) are created by linearly transforming the item

features i.e. by letting qx = Qx. This could potentially be too restrictive of a trans-

formation. After all, why should the transformation be linear? Perhaps, there exists

a better transformation. Hence, what we wanted to try is to replace Qx with gθ(x),

where g is a Multi-Layer Perceptron (MLP), and θ a trainable parameter. The idea

being, to leverage the ability of a neural network to learn arbitrary functions from data

[32], therefore potentially learning a better transformation. The name we give the fac-

torization machine with MLP as item embedder is FM-MLP.

Dataset Split & Model Selection. The dataset is split into three: training, validation,

and test-set. The percentages that we use for this split are 75%, 5%, and 20% respec-

tively. Before splitting the dataset it is randomly shuffled. The best hyperparameter

configuration is chosen to be the one that attains the lowest loss on the validation set.

Training Procedure. The loss function that we use is the mean squared error. We

minimize the loss function using mini-batch SGD, with Adam as optimizer. The learn-

ing rate that we use for the optimizer is 0.001. Furthermore, the batch size that we use

is 256. These settings for the learning rate and batch size are kept the same across all

our (hyperparameter optimization) experiments. The training procedure is the same

for both our FM and FM-MLP experiments.

4.3.1 FM Experiment

FM. In our FM experiment the grid of number of factors that we search over is

4,8, ...,60. Figure 4.1 below shows the results of this experiment.

For our FM experiment, figure 4.1 reveals lower dimensional embeddings to generalize

better for the task of predicting ratings. In fact, for both datasets the lowest factor (out
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Figure 4.1: The lowest (out of 100 epochs) RMSE attained by FM on the validation set

for different number of factors for both the Mallzee and ML100k dataset.

of all that were searched), this being 4, performed the best. On the Mallzee dataset,

this model achieved a validation-set RMSE of 0.3056, and on the ML-100k dataset it

achieved 0.9008.

4.3.2 FM-MLP Experiment

MLP Architecture. The general architecture of an MLP consists of multiple fully

connected layers stacked one after another, where each layer performs a linear trans-

formation on the input, after which the output is passed through a (non-linear) activa-

tion function. In our implementation, we extend this general architecture only slightly.

After the linear transformation, before applying the non-linearity, we first apply batch
normalization. This is a technique that is very commonly applied. It was introduced

in [24] to address the problem of internal covariance shift. It has shown to signifi-

cantly improve training performance (convergence), and also acts as a regularizer, in

some cases eliminating the need for Dropout [24, 43]. Furthermore we use the same

connectivity pattern as that of a DenseNet [22]. The problem with stacking multi-

ple layers one after another is that the gradient in earlier layers can start to vanish

[22]. This prevents (or limits) the ability of the MLP to learn the weights in the ear-

lier layers. The DenseNet connectivity pattern consist of concatenating the output of
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all previous layers, and using this as the input to the next layer. This pattern enables

information and gradients to flow more easily throughout the network, alleviating the

vanishing gradient problem, thus enabling deeper networks to be trained, and overall

making training easier [22]. It has also been observed that the DenseNet pattern has a

regularizing effect, therefore further helping against overfitting [22]. The non-linearity

that we use is the ReLU function. Unlike other commonly used activation functions

(e.g. the Sigmoid, or Tanh), the ReLU function has been proven to not saturate [19].

Moreover, it encourages sparse activations, which makes it suitable for sparse data,

and also reduces the possibility of overfitting [19].

FM-MLP. In order to tune the FM-MLP model, in addition to the number of factors,

there are two more hyperparameters that we will search over: the number of features

(per layer), and the depth of the MLP. The different depths that we consider are 3,4,5

and 6. The number of features per layer that we consider are 8,16, ...,128,256. More-

over, the number of factors that we search over are 4,8,12. The results of our FM ex-

periment suggested a lower number of latent factors performed better. Consequently,

we made the choice to not search over a larger number of factors (than 12).

Figure 4.2: Histogram of the lowest (out of 100 epochs) RMSE attained by FM-MLP on

the validation set for different hyperparameter configurations for both the Mallzee and

ML100k dataset.
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In figure 4.2 we have plotted a histogram of the performance of the different (hyper-

parameter) configuration that we tried for both the Mallzee and ML-100k dataset. The

configuration that performed the best on the Mallzee (validation) dataset was the con-

figuration with 4 number of factors, 16 number of features (per layer), and 4 number

of layers. The validation RMSE that this configuration attained is 0.3048. For the ML-

100k dataset, the configuration that performed the best was the one with 8 number of

factors, 128 number of features, and 4 number of layers. The (validation) RMSE that

it obtained is 0.9315.

4.3.3 The Best Model

Our results show that the FM-MLP model was able to attain a better validation RMSE

on the Mallzee dataset. However the improvement was only 0.0008, arguably a negligi-

ble amount. Furthermore, when we look at the ML-100k dataset, the FM-MLP model

performs significantly worse (0.9008 vs. 0.9315). Because of these two observations,

in the subsequent section, were we experiment with estimating a coarse mapping, we
made the choice to only use the FM model. Note, the reason for FM-MLP under-

performing is likely due to the sparsity of the input. It is known that the predictive

performance of neural networks is sub-optimal when the input is very sparse [47].

This would also explain why the performance on ML-100k was significantly worse

than on the Mallzee dataset; the item vector was much more sparse. However, because

the performance of the best performing FM-MLP model was very close to that of the

FM model, this suggests that, perhaps, if the input was slightly less sparse, the extra

flexibility (i.e. ability to learn an arbitrary function) would have made FM-MLP out-

perform, despite, in general, not being tailored for sparse input.

In section 4.4, we test LFM-U and LFM-I on 5 different train-test (80%-20%) folds.

Each fold was created by first randomly shuffling the data. The model used by LFM-U

and LFM-I is our best performing model i.e. the factorization machine with 4 number

of factors. For each fold, this model was retrained until the best epoch. In table 4.1 we

report the train-test performance for each fold and the corresponding best epoch. The

best epoch (out of 100) was selected by splitting the 80% full training set into a 75%

(of the total data) reduced training-set and 5% validation-set, then choosing the epoch

that attained the lowest validation RMSE.
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MEAN STD FOLD 1 FOLD 2 FOLD 3 FOLD 4 FOLD 5

MALLZEE

TRAIN 0.3103 0.0149 0.2993 0.322 0.3 0.3307 0.2997

TEST 0.3126 0.0138 0.2987 0.3212 0.3005 0.3313 0.3111

EPOCH 88.6 3.1305 83 98 91 87 99

ML-100K

TRAIN 0.8171 0.0038 0.8107 0.8173 0.82 0.8173 0.82

TEST 0.8372 0.0470 0.8111 0.8156 0.8228 0.8157 0.9209

EPOCH 91.6 3.5777 98 92 91 99 95

Table 4.1: Train and test-set performance (in terms of RMSE) of the FM model with 4

factors, for each fold.

4.4 Collaborative Filtering Analysis

In our analysis, we test a total of 12 CCF algorithms. Each of the algorithms is different

in three respects: (1) the coarse mapping method used (RTL, LFM-U, LFM-I), (2) the

aggregation method used (Mean, Median), and (3) the collaborative filtering algorithm

used (SVD, KNN). The performance criterion we use is the RMSE (see section 3.3.2).

The first type of result we analyze is a table. We have created two tables (table 4.2 and

table 4.3), one for each dataset. For each (of the 12) CCF algorithms, the two tables

convey two pieces of information: the average, and the standard deviation of the per-

formance (i.e. RMSE). The average and standard deviation are calculated as follows.

First, the full dataset is split into 5 (training, and test-set) folds. Then, for each fold,

and for each CCF, we perform 10 (training and test) trials. The performance that we

associate with a particular fold for a CCF algorithm is the best test-set performance

(i.e. lowest RMSE) out of the 10 trials that were performed (for that fold). The aver-

age, and standard deviation are then calculated by averaging, and taking the standard

deviation over the performances of the folds respectively.

LFM-U and RTL both have hyperparameters associated with them that control the

number of classes that are created. For LFM-U it is the number of user types (n types).

For RTL it is the maximum depth (max. depth). Recall, for LFM-I the number of

classes is controlled directly. The results of our tables correspond to testing the perfor-
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mance of a method up to a budget of 100 classes. For example, with RTL we tested

the following depths: 1, 2, ..., 10. If the maximum depth was larger than 10, the num-

ber of classes created always exceeded 100, hence it was not tested. Note, in general,

the hyperparameter (e.g. n types, max. depth), hence also the number of classes, that

performed the best varied across the folds. For this reason, in our tables, we report the

average (and standard deviation) of the best hyperparameter/ number of classes.

In both tables we have underlined and made bold the cells that contain the lowest
average RMSE. There is a very clear pattern that emerges. Given a budget of 100

classes, in all cases (i.e. across the two collaborative filtering algorithms, two aggre-

gation methods used, and two datasets), this lowest average is always attained by the

CCF algorithm using LFM-I. The second best was LFM-U, often very close to the

performance of LFM-I, leaving RTL as the worst performing method. The improve-

ment over RTL is very significant. For example, for the ML-100k dataset (table 4.3),

the performance of SVD & Mean using RTL was 0.9456, whereas with LFM-I it was

0.8586. This is an improvement in the RMSE of 9.2%.

In the previous paragraph, we remarked that despite the LFM-I showing the best per-

formance (given a budget of 100 classes), that LFM-U was always a very close second.

One plausible explanation that we had for why this might be the case, is that LFM-U is

inherently limited in the number of classes it can partition the item space into. Every

SVD & MEAN SVD & MEDIAN KNN & MEAN KNN & MEDIAN

MEAN STD MEAN STD MEAN STD MEAN STD

FM-I

BEST TRIAL 0.3169 0.0021 0.3249 0.0022 0.3139 0.0019 0.3216 0.0024

N CLUSTERS 65 28.5044 100 0 1 0 100 0

FM-U

BEST TRIAL 0.3181 0.0019 0.3302 0.003 0.3144 0.002 0.3252 0.0032

N TYPES 10.4 1.3416 10.8 0.4472 2.6 0.5477 11 0

N CLUSTERS 82.56 22.5594 87.4 9.128 5.36 1.6087 94.36 6.1195

RTL

BEST TRIAL 0.3486 0.0033 0.3526 0.0018 0.348 0.0029 0.3754 0.0038

DEPTH 2.4 1.6733 1.8 1.3038 1 0 1 0

N CLUSTERS 9.4 12.3207 5.2 6.0992 2 0 2 0

Table 4.2: Performance of CCF algorithms tested for budget of 100 classes on Mallzee.
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time the number of user types is increased by one, the corresponding number of classes

that are created jumps by a certain amount. In contrast, LFM-I is able to test the per-

formance at every possible division of the item space (from 1 to 100 classes). Perhaps,

at the points were LFM-I and LFM-U both divide the item space into a comparable

number of classes, the difference in performance between the two method becomes

negligible. Similarly, at a certain level of number of classes, it may be that the regres-

sion tree method performs better. In order to investigate this further, we decided to plot

the average performance of each CCF algorithm at every level up to a budget of 250

classes. Recall the average is taken over all folds, and the value of each fold is the best

out of 10 trials. This is the second type of result that we analyze. Figure 4.3 shows the

results for the Mallzee dataset, and Figure 4.4 for the ML-100k dataset.

If we look at the figures, the main thing to note is the difference in performance be-

tween RTL and our proposed coarse mapping methods. We can see that in all cases,

at all levels of number of classes, both LFM-I and LFM-U perform significantly
better than RTL. This difference is particularly remarkable on the Mallzee dataset

(figure 4.3), where the RMSE of the RTL method was always high, and did not change

with respect to the number of classes. A possible explanation for why we observe this

stagnant behavior on the Mallzee dataset for the RTL method, and not on the ML-100k

dataset, is potentially related to the type of item that is being rated. In the Mallzee

SVD & MEAN SVD & MEDIAN KNN & MEAN KNN & MEDIAN

MEAN STD MEAN STD MEAN STD MEAN STD

LFM-I

BEST TRIAL 0.8586 0.0641 0.8573 0.0686 0.8684 0.0614 0.8676 0.0639

N CLUSTERS 100 0 100 0 100 0 100 0

LFM-U

BEST TRIAL 0.882 0.0325 0.8797 0.0347 0.8841 0.0431 0.8853 0.0458

N TYPES 4 0 4 0 4 0 4 0

N CLUSTERS 62.08 0.1095 62.56 0.3578 62.36 0.5367 62.64 0.4336

RTL

BEST TRIAL 0.9456 0.0267 0.9456 0.0301 0.9282 0.0405 0.9341 0.0425

DEPTH 7 0 7 0 7 0 7 0

N CLUSTERS 95.64 0.2191 95.8 0 95.4 0 95 0

Table 4.3: Performance of CCF algorithms tested for budget of 100 classes on MovieLens-

100k.
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dataset, the items are clothing pieces, whereas in the ML-100k dataset it is movies. It

is very possible that there is more agreement among different users with respect how

a movie should be rated, relative to how a piece of clothing should be rated. The rea-

son why this is important, is related to how the RTL method splits the item space. In

section 2.3.1 we argued that, if there is a lot of disagreement between users (in how

an item should be rated) that the criteria according to which RTL partitions the item

space is not principled. In contrast, LFM-I, and LFM-U explicitly take into account

the condition of a coarse mapping (hence are principled), which likely explains the

superior performance we observe on both datasets.

Figure 4.3: Avg. RMSE vs. Number of Classes for the CCF algorithms tested on Mallzee.
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Although both our proposed methods outperform the RTL method, note that, indeed

LFM-I is not always the best performing method. For example, in figure 4.3 (Mallzee)

if we look at the bottom right subplot (corresponding to KNN & Median), we can see

that LFM-U is able to attain slightly lower RMSE at levels between 10 and 50 classes

than LFM-I. This example is not an anomaly. In figure 4.4 (ML-100k) we observe

a similar behavior in the top two subplots (corresponding to SVD & Mean and SVD

& Median). However, despite the fact that around those levels LFM-U performs rela-

tively better, this does not continue to be the case for higher number of classes. There

LFM-I, in all cases, is clearly attaining a lower RMSE. Furthermore, in all of the other

subplots, at all levels of number of classes, the RMSE of LFM-I is always less than or

equal to that of LFM-U. This does not imply that LFM-I is definitely a better method

to use than LFM-U. However, it does suggest that in most cases it is, and when it isn’t

it is still competitive. Regarding the reason for why there seems to be a tendency for

LFM-I to perform better than LFM-U despite the fact that they are based on the same

latent factor model. We think that one possible reason could be that the space of item

embeddings is denser than that of the user embeddings. For example, in the ML-100k

dataset we know that there are 943 users, whereas the number of items is 1682. This

could also explain why the divergence between LFM-I and LFM-U seems to be greater

for the Mallzee dataset than the ML-100k dataset. Although we don’t know the exact

number of items that the Mallzee dataset consists of, given that the number of users is

only 200, it is very reasonable to assume that the ratio of number of users to number of

items is far less than in the ML-100k dataset. In future work, it would be interesting to

investigate if a dataset consists of more users than items, whether LFM-U would have

a tendency to be better than LFM-I instead.

In order for a coarse mapping method to have merit, the degradation in performance as

a result of operating over classes needs to be small enough for a system to still be able

to achieve an acceptable level of performance. In most cases, our results show that

the quality of the performance of a system can be improved by increasing the number

of classes. Despite this being the case, it is important to remark that more classes is
not always better. The underlying aim of estimating a coarse mapping, is to reduce

the effective cardinality of the item set, such that, the computational time of a system

can be sufficiently improved for it to be considered viable. For example, if the item

set is too large, in [1] Andreadis shows that the problem of coordination through set

recommendation becomes practically infeasible. Accordingly, this implies a certain
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budget for the number of classes. Furthermore, it should be noted that the extent to

which performance can be improved depends on the relationship that exists. In most

cases, for all coarse mapping methods, the relationship was exponentially decreasing;

performance can be improved, but the magnitude of the improvement diminishes quite

significantly after a certain number of classes. In the other cases, in particular on the

Mallzee dataset, RTL (3×), LFM-U and LFM-I (1×), the relationship was constant,
and increasing the number of classes had no effect.

Figure 4.4: Avg. RMSE vs. Number of Classes for the CCF algorithms tested on MovieLens-

100k.
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Conclusion & Future Work

5.1 Conclusion

In modern applications, recommender systems face significant computational burdens,

as a result of the sheer amount of items that must be dealt with. This has prevented

or significantly limited certain systems/ recommendation scenarios from being used/

addressed in industry, in particular in the area of online recommendation. In [1] An-

dreadis addresses this issue by introducing the notion of a coarse mapping, allowing a

system to operate over classes as opposed to the original item-space, which showed to

be effective for online preference elicitation, and coordination through set recommen-

dation [1]. The method that Andreadis used to estimate a coarse mapping was to use a

regression tree [1]. In our work, we set out the aim of improving on this method. Ac-

cordingly, we developed two new methods (LFM-U, LFM-I) for estimating a coarse

mapping, both based on the embeddings learned by a factorization machine. Both

LFM-U and LFM-I were theoretically motivated. LFM-U was motivated by the proof

of Andreadis that a coarse mapping can be created out of the intersection of user types

preferential equivalence regions. We further showed that the user embeddings of a fac-

torization machine can be clustered using K-means to create user types, after which,

the same factorization machine can be used to estimate the utility (hence preferential

indifference regions) of a user type. The LFM-I method was motivated by the item em-

beddings of a factorization machine. We argued that the Euclidean distance between

two item embeddings indicates the extent to which they belong to the same coarse

class, as such, that a coarse mapping can be estimated by using K-means to cluster the

item embeddings directly.

39
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To compare our proposed methods for estimating a coarse mapping with the regression

tree method, we tested the performance of two collaborative filtering algorithms, on

two different datasets. In all cases, and for all number of classes (that we tested), the

algorithms operating over the classes produced by our proposed methods performed

significantly better (lower RMSE) than with the regression tree method. Among our

proposed methods, LFM-I performed the best in most cases. However, in some in-

stances, in particular for lower number of classes, LFM-U was better, or at least just as

good as LFM-I.

5.2 Future Work

Flexibility & Better Latent Factor Model. Currently, the main limitation that we see

with LFM-I and LFM-U is that theoretically we relied on the dot product to show that

user types can be created, and to show that item embeddings that are close to each other

are likely to belong to the same class. However, a lot of the more recent latent factor

models that are being developed, interact embeddings using much more complicated

functions e.g. in [19] a neural network is used. In order to open up the possibility of

leveraging a wider class of latent factor models, in future work we want to explore the

idea of representing an item in terms of how users are estimated to rate it. Using such

a representation, we can make the same argument as we did for LFM-I for clustering

the representations directly to estimate a coarse mapping. However, unlike LFM-I we

would be able to make this argument for, not just any latent factor model, but any rat-

ing prediction algorithm.

Better Prototyping. LFM-U prototypes by taking an average over the user embed-

dings in a cluster to create a user type. LFM-I prototypes by taking an average over

the item embeddings to create the cluster centers according to which the item space is

partitioned. There is no reason to believe that taking the average is indeed the optimal

method for “prototyping”. In future work we want to investigate alternative methods.

For example, by assigning more weight to an item embedding for which we have more

data on how users have rated the corresponding item.
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