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Abstract

Enriching data sources with domain knowledge to facilitate automated reasoning is a

powerful paradigm formalised in ontology-based data access. A key functionality is

answering queries over so-called knowledge bases, which are databases enriched by

an ontology. However, query answers become meaningless when the knowledge base

is inconsistent. Consistent query answering (CQA) is an established approach to find

meaningful answers in such a scenario. However, finding exact answers is hard, and

existing approximations are not able to give any guarantees on the quality of query

answers.

We want to rectify this by lifting a new, recently introduced operational approach

in CQA over databases to ontological consistent query answering. In this work, we

present a novel framework, inspired by the new operational approach, to CQA over

ontologies. We will show that finding exact answers is still hard, but we open up the

possibility of efficient approximation schemes with explicitly stated error guarantees

with this more flexible framework. This has not been possible before in the established

semantics of CQA over ontologies.
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Chapter 1

Introduction

Ontology-based data access (OBDA) is a well-established paradigm [21]. The main

idea is to combine multiple, heterogeneous data sources, typically different kinds of

databases, which is accomplished by a mapping and an ontology. The mapping intro-

duces a uniform terminology which can be used to form queries, without having to rely

on knowledge about how the underlying raw data is stored. Additionally, one can en-

code new concepts and domain knowledge into the ontology, which is used to deduce

new information that is not explicitly stored in the data sources. Through automated

reasoning we can thus infer new knowledge which is used to answer user queries. A

recent survey on OBDA can be found in [26].

In this research, we concentrate on a key problem of OBDA, namely ontology-

mediated query answering (OMQA), which is the problem of posing a query over a

data source combined with an ontology. For us, the data source will be a relational

database and the ontology will be a fragment of first-order logic. A database-ontology

pair is called a knowledge base (KB), over which we will pose our queries.

Example 1.1. Consider a university database storing information about students and

staff in the department of computer science. Alice lectures database theory (dbt), Bob

is a tutor in the same course, and Charlie is a student that attends dbt, according to

the database. In the ontology, we can express that someone who lectures and someone

who tutors a course is teaching staff of that course. If we now pose a query over this

knowledge base asking for all teaching staff, both Alice and Bob would be returned,

without having this information explicitly stored in the database, but rather deduced in

the ontology.

Note that, in general, this task is undecidable even for conjunctive queries [24].

This has lead to a host of research looking for syntactic conditions on the ontology

1



Chapter 1. Introduction 2

language, such that query answering becomes decidable. There have been various

fragments of first-order logic identified which accomplish this. In general, we have a

trade-off between the expressiveness of the ontology and the computational complexity

of query answering.

1.1 Consistent Query Answering

The main forms of rules expressible in the ontology languages we consider in this

work are inclusion and join dependencies, and disjointness of attributes or relations.

Specifically, we will allow tuple-generating dependencies, which can express the for-

mer two, and denial constraints, which are able to express the latter. Now it is possible

that atoms in the database, potentially together with inferred atoms, violate a denial

constraint. In such a case, we say the knowledge base is inconsistent. One obtains

counterintuitive answers to queries posed over an inconsistent knowledge base. This is

because, according to the standard semantics, everything is an answer to such a query,

as everything can be derived from a contradiction. This leads to the problem of consis-

tent query answering (CQA), i.e. finding consistent answers in inconsistent knowledge

bases. We thus need to find an inconsistency-tolerant semantics for query answering.

CQA was first introduced in the standard database setting, where the semantics

of query answering on inconsistent databases is based on the notions of repairs and

consistent answers [2]. A repair is a maximal subset of the database which is consistent

with respect to its specification, while a consistent answer is one that is true in every

repair.

These notions have been adopted in the ontological setting in the so-called ABox

repair semantics (AR-semantics) [20], as it is arguably a very natural semantics when

it comes to CQA. Unfortunately, as for CQA in the traditional setting [14], CQA in the

ontological settings is coNP-complete, even for a very lightweight, i.e. inexpressive,

ontology language and an atomic query [19]. This comes from the fact that there, in

general, can be exponentially many different repairs one has to argue about.

In light of this, much of subsequent research has concentrated on finding varia-

tions of this semantics to under- or over-approximate the AR-semantics, i.e. finding

subsets or supersets, respectively, of consistent answers in the AR-semantics. Popular

examples include the intersection-AR-semantics [19], which poses the query over the

intersection of all repairs to obtain answers, and the brave semantics [8], in which an

answer just needs to be entailed in a single repair to be considered in the output. Im-
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portantly, these approximations are tractable, that means they can be computed by a

polynomial-time algorithm. However, none of them can give any explicit guarantees

on the quality of the approximation.

Another direction of research aims to find syntactical conditions on the ontology

and query, such that finding consistent answers in the traditional semantics becomes

tractable (e.g. [6]). Nonetheless, the found query and ontology languages are not

very expressive and thus their applicability is quite restricted. Overall, both research

directions are similar to what we have seen for CQA in the relational database setting.

1.2 Operational Approach

That is, until recently a new line of research was opened up in the database setting,

replacing the declarative framework with an operational one [9]. Here, repairs are ob-

tained by applying operations to the database until it is consistent, while keeping track

of the reasons why the database is inconsistent, instead of simply imposing conditions

on a database to be a repair. By making more explicit how one arrives at a repair, the

aim is to assign a probability to the repairs and ultimately to the possible answers to a

query. This approach is way more flexible than simply insisting on the entailment of

the query in every repair. Loosely speaking, if a tuple is an answer in more repairs, or

just more likely repairs than another, its probability to be an answer to the query over-

all will be higher. In our work, we will follow this idea to obtain a refined semantics

of consistent query answering in knowledge bases. We continue to give some intuition

about the main building blocks of our new approach.

Consider again the scenario of Example 1.1. Let us also express in a denial con-

straint that someone who attends a course cannot also be teaching staff of the same

course. Imagine now we have a fact in the database which states that Charlie is a tu-

tor of dbt. Clearly, the resulting knowledge base would be inconsistent, as we know

that every tutor is also teaching staff and Charlie attends dbt. More specifically, we

know that the KB is inconsistent because of the set of facts {Attends(charlie,dbt), Tu-

tors(charlie,dbt)}, expressing that Charlie attends and tutors dbt. Such sets of facts that

explain why the KB is inconsistent are called violations, a key notion in our framework.

We will require that every operation, in our case these are deletions of sets of atoms,

has to remove at least one violation to be justified. Note that it is sufficient to delete

any subset of a violation to resolve it.
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A repairing sequence is a series of justified operations that is applied to the database.

If the result is a consistent knowledge base, we say the sequence is complete and we

obtain an (operational) repair. Note that, as we are allowed to delete arbitrary subsets

of a violation, we do not necessarily have the same repairs as in the AR-semantics, in

which we insist on keeping the repairs maximal. The idea behind this is as follows:

If a set of atoms collectively contributes towards a violation, why should we have to

trust any one of them? In our example this translates to asking why we would assume

that Charlie either attends or tutors dbt, when it is perfectly plausible that neither is the

case. If we want to express that the latter case is less likely than either of the former

ones, we can do so by assigning appropriate probabilities to each of the three opera-

tions. While in the AR-semantics only one atom would be allowed to be removed, our

new approach is flexible enough to account for this possibility.

The plan is to start with the inconsistent knowledge base and repeat the following

process until the KB is consistent. In each step, look at all possible operations that

remove a violation. Then assign probabilities to these operations according to some

measure, ensuring that all probabilities add up to one. How these probabilities are de-

rived exactly will vary from application to application. In our running example, one

might look at how many other courses are attended and taught by Charlie and decide

based on this ratio how to allocate the probabilities. We will expand on this later when

we present the framework. Next we choose an operation according to the assigned

probabilities and repeat this process until we end up with a consistent knowledge base.

Note that we are guaranteed to arrive at a repair eventually. This concept is naturally

modelled by tree-shaped Markov chains [18], which we will formally introduce. The

so-called hitting distribution of the Markov chain will give us a probability for each

complete repairing sequence. Note that different sequences may lead to the same re-

pair, e.g. in the easiest case through permutation of the operations. This allows us to

assign probabilities to specific repairs. According to our semantics, to compute the

probability of a tuple being a consistent query answer, we simply add up the probabil-

ities of all repairs in which the tuple is in the answer.

We continue to study the computational complexity of finding the exact probability

of a query answer and find that this problem is FP#P-hard. Recall that #P contains

those counting problems whose decision version is solvable by an NP-machine [3],

and that it is computationally more powerful than the entire polynomial hierarchy [22].

Consequently, we look at two kinds of randomised approximation schemes, one of

which guarantees a bound on the relative error (known as FPRAS) and another which
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bounds the absolute error. We establish that it is not possible to obtain an FPRAS but

are able to find a procedure for the latter kind of approximations.

1.3 Contributions

In the present work, we lift the operational framework introduced for CQA over re-

lational databases to the ontological setting. We define analogous notions to the ones

presented in [9], adapted to suit our problem of answering ontology-mediated queries

over inconsistent knowledge bases. Note that this is one of the directions of proposed

future work in [9] and there has not been any attempt to close this gap, yet. We will see

that computing exact answers in our new framework is intractable, which is not very

surprising as we are able to emulate the classical AR-semantics in our framework,

and finding consistent answers there is hard. The crucial difference, however, is that

our approach allows for efficient approximation schemes with explicitly stated guaran-

tees, which was previously beyond reach. While we show that a generally preferable

multiplicative-error approximation is unattainable, under some widely believed com-

plexity theoretic assumption, we present an efficient approximation algorithm with

bounded additive error.

We will proceed to introduce the general background needed in this work, followed

by a detailed presentation of our new framework for CQA over knowledge bases. After

presenting the central problem we are interested in, we will establish its intractability.

As is natural, we consequently look at efficient approximation algorithms to the prob-

lem and are even able to provide an additive-error approximation scheme. Finally, we

discuss our results and propose directions of future work.



Chapter 2

Background

In this chapter, we provide formal definitions of all notions used throughout this re-

search, while fixing some notation. We begin by introducing databases and dependen-

cies, which together will form knowledge bases. We then show what query answers

over knowledge bases are and how they are typically obtained in an efficient manner.

Lastly, we present the central problem of our work, consistent query answering, and

give an outline of the established approach.

2.1 Relational databases

We assume countably infinite sets of constants, variables and nulls, denoted C, V and

N, respectively. A term t is an element in C∪V∪N. An atom R(t1, . . . , tn) denotes

that the terms t1, . . . , tn stand in relation R/n, where n ≥ 0 is the arity of relation R. If

an atom only contains constants, it is a fact. For a set of atoms A , we denote the set

of terms occurring in A with terms(A). A schema S is a finite set of relation names

with associated arity. An instance over S is a possibly infinite set of atoms containing

constants and nulls. A database D is a finite instance over S which contains only facts.

A substitution is a function from one set of terms to another one. A homomorphism

h from a set of atoms A to a set of atoms A ′ is a substitution h : terms(A)→ terms(A ′),
which is the identity over C. We require h to be the identity over the constants, because

we adopt the unique name assumption. It basically states that if constants have differ-

ent names, these are to be considered as different objects which cannot be changed.

Further, it must hold that for every atom R(t̄) ∈ A the atom R(h(t̄)) is in A ′. Let

h(A) = {R(h(t̄)) |R(t̄) ∈ A}.

6
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2.2 Knowledge Bases

As we have already mentioned, a knowledge base is made up of two parts, a database

and a set of dependencies. A dependency is a first-order sentence over a schema. In this

work, we consider two forms of dependencies, tuple-generating dependencies (TGD)

and denial constraints (DC). A TGD is of the following form:

∀x̄∀ȳ
(
ϕ(x̄, ȳ) → ∃z̄ ψ(x̄, z̄)

)
,

while a DC is of this form:

∀x̄
(
ϕ(x̄) → ⊥

)
,

where ϕ and ψ are non-empty conjunctions of atoms. For brevity, we often omit uni-

versal quantification when writing the dependencies and assume all variables that are

not existentially quantified to be universally quantified. An ontology Σ is a set of TGDs

and DCs. Given an ontology Σ, we denote the set of TGDs and the set of DCs with ΣT

and Σ⊥, respectively. We say a set of atoms A satisfies an ontology Σ, denoted A |= Σ

if the following holds for all σ ∈ Σ:

1. If σ ∈ ΣT , i.e. it is of the form ∀x̄∀ȳ
(
ϕ(x̄, ȳ) → ∃z̄ ψ(x̄, z̄)

)
, then for every

homomorphism h from ϕ(x̄, ȳ) to A , there must be a homomorphism h′ from

ψ(x̄, z̄) to A such that for all variables x ∈ x̄ we have that h(x) = h′(x).

2. If σ ∈ Σ⊥, i.e. it is of the form ∀x̄
(
ϕ(x̄) → ⊥

)
, then there is no homomorphism

from ϕ(x̄) to A .

If we combine a database D with an ontology Σ we obtain the knowledge base (KB)

K = (D,Σ). A model of K is an instance I such that I ⊇ D and I |= Σ. The set of all

models of a KB (D,Σ) is denoted by mods(D,Σ).

2.3 Ontology-mediated query answering

The queries we consider in this work are conjunctive queries (CQ) q(x̄) and unions of

conjunctive queries (UCQ) Q(x̄). A CQ is an expression of the form q(x̄) = {x̄ |ϕ(x̄, ȳ)},
where ϕ is a conjunction of atoms with free variables x̄, existentially quantified vari-

ables ȳ and possibly constants. The answers to q(x̄) over an instance I is the set of tu-

ples q(I) = {t̄ | t̄ ∈ C|x̄| and there exists a homomorphism h from ϕ(x̄, ȳ) to I such that

h(x̄) = t̄}.
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UCQs are of the form Q(x̄) = {x̄ |
∨n

i=1 ϕi(x̄, ȳi)}, where ϕi is a conjunction of

atoms as before for all 1 ≤ i ≤ n. As the name suggests, it is essentially a union,

i.e. disjunction, of conjunctive queries. If we want to refer to some CQ q in the

UCQ Q, we write q ∈ Q. Note that, by definition, every CQ is also a UCQ. The

answers to a UCQ Q(x̄) over an instance I is defined as the set of tuples Q(I) = {t̄ | t̄ ∈
C|x̄| and there exists some q(x̄) ∈ Q(x̄) such that t̄ ∈ q(I)}.

A tuple t̄ ∈C|x̄| is in the answer to a query Q(x̄) over a KB K = (D,Σ), if it is in

the answer to that query over every model of K . Formally, we write D∧Σ |= Q(t̄) iff

for all D∗ ∈ mods(D,Σ) : t̄ ∈ Q(D∗). Given a knowledge base (D,Σ) and a query Q,

the set of certain answers is defined as cert(D,Σ,Q) = {t̄ | t̄ ∈C|x̄| and D∧Σ |= Q(t̄)}.
We write D∧Σ |= Q(x̄) to denote that there is at least one certain answer.

Example 2.1 (Example 1.1 continued). With these notions in place, let us formalise

the example we presented in the introduction. We fix the schema S = {A/2,L/2,T/2,

TS/2} of relations between persons p and courses c, such that A(p,c) if p attends

course c, L(p,c) if p lectures course c, T (p,c) if p tutors course c, and TS(p,c) if

p is teaching staff of course c. Let our database be D = {L(alice,dbt), T (bob,dbt),

A(charlie,dbt)}. To express that every lecturer and tutor is teaching staff, we have the

following set of TGDs ΣT = {σ1,σ2}, where

σ1 = L(x,y) → TS(x,y) and

σ2 = T (x,y) → TS(x,y).

Let us now pose the simple conjunctive query q(x) = ∃y TS(x,y) over the KB K =

(D,ΣT ), asking for all teaching staff of some course.

First, note that if we pose the query directly over the database, the obtained set of

answers will be empty, as we do not have any atom over TS in D. Next, we observe

that all models of K have to contain the database and also the two facts TS(alice,dbt)

and TS(bob,dbt) in order to satisfy the TGDs σ1 and σ2, respectively. This means that

if we pose Q over any D∗ ∈ mods(D,ΣT ), we obtain alice and bob as answers. Thus,

the certain answers of Q over K are cert(D,ΣT ,Q) = {alice,bob}.

2.4 UCQ-rewritable TGDs

Unfortunately, the problem of deciding for a database D, a set of TGDs ΣT , a conjunc-

tive query Q(x̄) and a tuple t̄ ∈C|x̄| whether D∧ΣT |=Q(t̄) is generally undecidable [5].
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We will thus concentrate on so-called UCQ-rewritable sets of TGDs, for which the de-

cidability of query answering is guaranteed. A set of TGDs ΣT is UCQ-rewritable,

if for every UCQ Q one can generate a UCQ QΣT from ΣT and Q such that for all

databases D we have that cert(D,ΣT ,Q) = QΣT (D), i.e. the rewriting QΣT is sound

and complete [12]. From this it is immediate that query answering over knowledge

bases, which have a UCQ-rewritable set of TGDs, has the same complexity as answer-

ing UCQs over databases, i.e. is in AC0, a complexity class based on Boolean circuits

which is highly tractable [24].

To obtain such a rewriting, one basically exhaustively applies the TGDs in a back-

wards fashion to the query, generating all possible ways why a query might become

true and collecting these in a UCQ [16]. Consider again the query and knowledge

base from Example 2.1. The UCQ-rewriting of q(x̄) with respect to Σ is the UCQ

QΣ = (∃y TS(x,y))∨ (∃y L(x,y))∨ (∃y T (x,y)). By incorporating the knowledge of

the ontology in the query, we know to also look for lecturers and tutors if we want to

collect all teaching staff. It should be clear that for any database D the rewriting QΣ

posed directly over D returns precisely the certain answers cert(D,Σ,q).

We should note that UCQ-rewritability is not just a nice theoretical property, but

is enjoyed by a variety of very expressive classes of TGDs. We first want to men-

tion the class of linear TGDs L. A TGD is linear, if its body, i.e. its left-hand side

of the dependency, contains only one atom. A non-recursive set of TGDs NR is one

where the dependency graph of its predicates is acyclic. Finally, a set of TGDs S en-

joys the sticky property, if, roughly speaking, the join variables are always propagated

by all dependencies [11]. One can see that these three classes already cover many

different dependencies one may want to express. Importantly, L, NR and S are all

UCQ-rewritable [4].

2.5 Inconsistency-tolerant semantics

Note that, in the above discussion of query answering we only looked at sets of TGDs,

rather than ontologies of both TGDs and DCs. Because of a denial constraint, there

might be a contradiction between the knowledge base and the ontology. More specifi-

cally, it is possible that there can be no model that simultaneously contains the database

and satisfies all dependencies of the ontology. Therefore, we draw a distinction be-

tween inconsistent and consistent KBs. If a KB K = (D,Σ) does not admit a model,
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i.e. mods(D,Σ) = ∅, the knowledge base is called inconsistent. If K admits at least

one model, the KB is consistent.

According to the definition of query answers, every tuple of the right arity would

be a certain answer to a query over an inconsistent KB. As this is of course counter-

intuitive, multiple inconsistency-tolerant semantics have been proposed. The most

frequently considered semantics is the so-called ABox-Repair(AR)-semantics ([19]),

where ABox is description logic terminology for database. It is generally assumed that

all inconsistency stems from the database and not from the ontology, as the latter is

assumed to be crafted by experts and extensively debugged. Thus, we only consider

changes to the database when repairing the knowledge base.

The AR-semantics builds on the notions of a repair and consistent answers. A

database D′ is a repair if it is a maximal subset of the database D, such that the KB

(D′,Σ) becomes consistent, i.e. there exists no D′′, D′ ( D′′ ⊆ D such that (D′′,Σ) is

consistent. The set of repairs to an inconsistent knowledge base K = (D,Σ) is denoted

by Rep(D,Σ). A consistent answer is one that is true for every KB (D′,Σ) induced by

a repair D′ ∈ Rep(D,Σ).

Example 2.2. Let us add to our ontology the denial constraint κ which expresses that

someone who attends a course cannot simultaneously be teaching staff of that course,

κ = A(x,y),TS(x,y) → ⊥. Further, we add the fact T (charlie,dbt) to the existing

database, expressing that Charlie tutors database theory. Now, D = {L(alice,dbt),

T (bob,dbt), A(charlie,dbt),T (charlie,dbt)}. Let Σ⊥ = {κ}, Σ = ΣT ∪Σ⊥, and K =

(D,Σ). Note that, because of the new fact and the TGD σ2, any model of K must also

include the fact TS(charlie,dbt). However, as we also have that A(charlie,dbt) ∈ D,

this violates our denial constraint κ and mods(D,Σ) = ∅. According to the AR-

semantics there are two possible repairs D′ and D′′ of D. These are D′=D−{A(charlie,

dbt)} and D′′ = D−{T (charlie,dbt)}. If we now again ask for all teaching staff with

the query q from before, we see that charlie is only an answer over the repaired KB

K ′ = (D′,Σ), but not over the KB K ′′ = (D′′,Σ). Therefore, only alice and bob are

consistent answers, but not charlie.

Note that, deciding whether a tuple is a consistent answer is coNP-complete, even

for a very inexpressive ontology language and conjunctive queries [19]. Further, it is

impossible to obtain an approximation for this problem, which explains the limited

practical applicability of this approach. We want to rectify this with our new proposed

framework.



Chapter 3

Operational Framework

Our aim is to replace the established declarative framework for consistent query an-

swering over knowledge bases with an operational one. We continue to present the

key notions of the new framework and establish their essential properties. The overall

spirit is adapted from a recently proposed operational framework of consistent query

answering over relational databases [9].

3.1 Violations and Operations

To be able to repair the database in a deliberate manner, we want to be able to talk about

the causes of why a KB is inconsistent. This is why we adapt the notion of violations

from [9]. For us, a violation is a minimal subset of the database, which renders the

KB inconsistent. Note that this is similar to the notion of conflicts in [7] in that we

are collecting the minimal “reasons” why a knowledge base is inconsistent. Another

analogue notion is the one of minimal explanations of query answers as employed

in [13].

Definition 3.1 (Violation). Let K = (D,Σ) be a knowledge base where D is a database

and Σ = ΣT ∪ Σ⊥ is an ontology of TGDs ΣT and DCs Σ⊥. The set of all (D,Σ)-

violations, denoted V (D,Σ), is defined as{
D′ |D′ ⊆ D such that mods(D′,Σ) =∅ and for all D′′ ( D′ : mods(D′′,Σ) 6=∅

}
.

This means, if there is a violation D′ ∈V (D,Σ), then all the atoms in D′ are collec-

tively responsible that the KB (D,Σ) is inconsistent. Specifically, all atoms are needed

to obtain the inconsistency. If we remove any of the atoms in D′, we have a proper

subset D′′ ( D′, which by definition admits a model, i.e. (D′′,Σ) is consistent. Note

11
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however, that there may be many different violations in V (D,Σ). Intuitively, the set of

violations in a knowledge base should be empty, if the KB is consistent. We establish

this property in the following proposition.

Proposition 3.2. For every knowledge base K = (D,Σ) the following are equivalent:

1. K is consistent;

2. V (D,Σ) =∅.

Proof. (1⇒2). Per definition of consistent knowledge bases, we know that mods(D,Σ)

6=∅. Assume towards a contradiction that V (D,Σ) is non-empty. This means there is

a D′ ∈V (D,Σ) such that D′ ⊆ D and mods(D′,Σ) =∅. However, this implies directly

that the set mods(D,Σ) is also empty, which contradicts our assumption.

(1⇐2). Assume K is inconsistent, i.e. mods(D,Σ) =∅. Let us now collect all D′ ⊆D

s.t. mods(D′,Σ) = ∅ in the set of candidate violations CV(D,Σ). We know there is

at least one such D′, namely D′ = D, by assumption. Further, there has to be at least

one D∗ ∈ CV(D,Σ) such that for all other D′′ ∈ CV(D,Σ) : D′′ 6⊆ D∗, i.e. D∗ is either

a subset of D′′ or the two sets are incomparable. This implies directly there exists

no D′′ ( D∗ s.t. mods(D′′,Σ) = ∅. In other words, for all D′′ ( D∗ we have that

mods(D′′,Σ) 6=∅. Hence, D∗ ∈V (D,Σ) and thus V (D,Σ) 6=∅.

The main building blocks of our framework are going to be operations on the

database. More specifically, we consider deletions of sets of tuples, which we will

require to remove violations from the database. We denote with 2D the powerset of D.

The formal definition of an operation follows.

Definition 3.3 (Operation). For a knowledge base K = (D,Σ), a (D,Σ)-operation is a

function op : 2D→ 2D such that op(D′) = D′−F , for every D′ ∈ 2D, for some set of

facts F ⊆ D. We shall refer to such operations as −F .

As removing arbitrary subsets from the database will not necessarily lead to a re-

pair, we only want to apply justified operations. For us, a (D,Σ)-operation is justified,

if it eliminates at least one violation from V (D,Σ) and only such facts are removed that

contribute to the violation. We say a fact α contributes to a violation D′ ∈ V (D,Σ) if

the deletion of α removes the violation D′, i.e. D′ 6∈ V (−{α}(D),Σ). Let us illustrate

this idea at an example.

Example 3.4. Consider again the knowledge base from Example 2.1. Observe that

the set of violations is V (D,Σ) = {{A(charlie,dbt),T (charlie,dbt)}}. We now want



Chapter 3. Operational Framework 13

to remove the violation D′ = {A(charlie,dbt),T (charlie,dbt)} to make the KB consis-

tent. Consider now the operation op = −F where F = {T (charlie,dbt),T (bob,dbt)}.
Undoubtedly, the resulting KB (D−F,Σ) would be consistent. However, the deletion

of the fact T (bob,dbt) is somehow unjustified, since it does not contribute to the viola-

tion. On the other hand, the operation−{A(charlie,dbt),T (charlie,dbt)} is justified as

both facts contribute towards the violation. Note that the deletion of both facts would

not be allowed in the standard AR-semantics, as the deletion of one of the facts would

be sufficient to make the KB consistent. However, by opening up the possibility of

deleting the violation as a whole, we provide a more flexible framework to work with.

Whether or not one chooses to apply such operations will be dependent on the specific

application, as we will explain later.

Definition 3.5 (Justified Operation). Let K = (D,Σ) be a knowledge base. For a

database D′ ⊆ D, an operation op = −F is called (D′,Σ)-justified if there exists D′′ ∈
V (D′,Σ)−V (op(D′),Σ) such that for every non-empty set G( F , D′′ 6∈V (−G(D′),Σ).

The definition reflects our discussion from before: Every justified operation is the

deletion of a set of atoms F such that a violation is removed by the operation, and the

deletion of any non-empty subset G ( F would achieve the same. In fact, one can

show that all justified operations are deletions of non-empty subsets of violations.

Proposition 3.6. Let K = (D,Σ) be a knowledge base. For a database D′ ⊆ D, an

operation op = −F is (D′,Σ)-justified iff F 6= ∅ and there exists D′′ ∈ V (D′,Σ), such

that F ⊆ D′′.

Proof. (⇒). Fix a database D′ ⊆ D. We consider the two cases where F = ∅ or for

all D′′ ∈V (D′,Σ) we have that F 6⊆D′′ and show that op =−F is not (D′,Σ)-justified.

First, assume F = ∅. Thus, V (D′,Σ)−V (op(D′),Σ) = ∅ which already contradicts

the condition that there has to exist a D′′ ∈ V (D′,Σ)−V (op(D′),Σ). Now assume

∀D′′ ∈V (D′,Σ) : F 6⊆D′′. Let us fix an arbitrary D′′ ∈V (D′,Σ). There must be an atom

α∈F such that α 6∈D′′. Let G= {α}, then D′′⊆−G(D′) and thus D′′ ∈V (−G(D′),Σ).

Hence, −F is not (D′,Σ)-justified.

(⇐). Fix a database D′ ⊆ D and an operation op = −F , such that F is non-empty

and ∃D′′ ∈V (D′,Σ) : F ⊆D′′. This implies that D′′ 6∈ −F(D′) and thus D′′ ∈V (D′,Σ)−
V (−F(D′),Σ). Moreover, it is easy to see that D′′ 6∈ −G(D′) for every non-empty

G ( F ⊆D′′. Hence, D′′ 6∈V (−G(D′),Σ) for every non-empty G ( F and op =−F is

(D′,Σ)-justified.
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In our framework, to obtain a consistent knowledge base, we want to repeatedly

apply justified operations starting from an inconsistent KB. Note, however, that the

set of violations changes after every justified operation. This means that we must

somehow keep track of the remaining violations to know which operations are justified

in each step. For a database D and a given sequence of operations s = op1,op2, . . ., let

us introduce the following notation:

Ds
0 = D and Ds

i = opi(D
s
i−1) for all i≥ 1.

Basically, Ds
i is the database after the first i operations of the sequence s are applied.

Now, every operation should be justified with respect to its preceding database rather

than the original one. In other words, opi should remove a violation from the set

V (Ds
i−1,Σ) for every i ∈ {1, . . . , |s|}, where |s| is the number of operations in the se-

quence s. We will now define the notion of repairing sequence, adapted from [9].

Definition 3.7 (Repairing Sequence). Let K = (D,Σ) be a knowledge base. A se-

quence of operations s = op1,op2, . . . is called (D,Σ)-repairing if opi is (Ds
i−1,Σ)-

justified for every i ≥ 1. Let RS(D,Σ) be the set of all (D,Σ)-repairing sequences. A

repairing sequence s ∈ RS(D,Σ) is complete if V (s(D),Σ) =∅.

Note that, by definition, the empty sequence of operations, denoted by ε, is also re-

pairing, as for every operation in ε, of which there are none, the justification-condition

holds. Importantly, if we apply a complete repairing sequence to an inconsistent

knowledge base, we reach a consistent one. Another important observation is that,

whenever the knowledge base is inconsistent, we can apply another justified operation

by removing a subset of a present violation. Thus, we can always extend a repairing se-

quence such that it becomes complete. The next proposition provides an upper bound

on the length and number of repairing sequences.

Proposition 3.8. For a knowledge base K = (D,Σ), every s ∈ RS(D,Σ) is finite, with

|s| ≤ |D| and the set RS(D,Σ) is finite, with |RS(D,Σ)| ≤ 2|D|
2
.

Proof. As with every justified operation at least one atom has to be removed from

the database, it follows immediately that the length of a sequence s ∈ RS(D,Σ) is at

most |D|. As every operation removes a subset of the database, there are at most 2|D|

possible operations. Since the maximum length of a (D,Σ)-repairing sequence is |D|,
there are at most (2|D|)|D| = 2|D|

2
(D,Σ)-repairing sequences.
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3.2 Operational Repairs

As we have already given an intuition in Section 1.2, at each step in the repairing se-

quence we want to assign probabilities to possible justified operations and then choose

and apply an operation accordingly. This can be naturally modelled in tree-shaped

Markov chains [18] in which we encode how, and with which probabilities, we arrive

at complete repairing sequences.

Example 3.9. Before defining these notions precisely, we will give an intuition on our

running example. Consider the schema S and ontology Σ from Example 2.2 and the

following database:

D = { L(alice,dbt), T (alice,adbs), T (alice,cc), TS(alice, java),

A(alice,dbt), A(alice,ml),

T (bob,dbt), TS(bob,ml),

A(bob,dbt), A(bob,adbs), A(bob,cc) }.

Clearly, there are two violations: {L(alice,dbt), A(alice,dbt)} and {T (bob,dbt), A(bob,dbt)}.
To resolve the first violation, one could argue that it is more likely that Alice lec-

tures the course database theory than attending it, as there are more facts supporting

that she has a teaching position than there are supporting her role as student. There-

fore, we would like to assign a higher probability to the operation removing the fact

A(alice,dbt) than we do to the operation that removes L(alice,dbt). A similar argu-

ment could be made for Bob, but this time it is more likely that he attends DBT. For the

sake of this example, let us assume we want to keep one of the facts in each violation

and remove the other.

Note that, starting from the database D, there are four different justified opera-

tions one can apply. These are −{L(alice,dbt)}, −{A(alice,dbt)}, −{T (bob,dbt)},
and −{A(bob,dbt)}, to which we assign the probabilities 2

11 , 4
11 , 3

11 , and 2
11 , respec-

tively. These numbers might seem , but we will later explain precisely how we arrive

at them. Important now is that we preserve our intuition explained in the previous

paragraph. If we choose one of the former two operations, we resolve the first viola-

tion, but still have to repair the second. Viable justified operations are −{T (bob,dbt)}
and −{A(bob,dbt)}, which we assign the probabilities 3

5 and 2
5 , respectively. If we

chose to execute one of the latter two operations first, we will now apply operation

−{L(alice,dbt)} or −{A(alice,dbt)} with probability 2
6 and 4

6 , respectively.
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We can now arrange our repairing sequences in a Markov chain in the following

way. Every repairing sequence is a state in the Markov chain. From some sequence s,

we transition to another sequence s′, if s′ = s ·op for some justified operation op with

the probability that was assigned to this operation. Starting from the empty sequence,

this will form a tree over repairing sequences, whose leaves are precisely the complete

repairing sequences. In our case, we end up with eight different complete repairing se-

quences. The probability of a particular repairing sequence is obtained by multiplying

the probabilities of its operations. Note that multiple repairing sequences might result

in the same consistent knowledge base. For example, the consistent knowledge base

D−{A(alice,dbt), T (bob,dbt)} is obtained with probability 4
11 ·

3
5 +

3
11 ·

4
6 = 0.4. In

the AR-semantics it is not possible to formulate such a statement. This concludes our

informal example and we will proceed to define our notions of repairing Markov chain

and operational repair.

First, we recall the basics on Markov chains in the following. Markov chains op-

erate over a (finite) state space S = {s0, . . . ,sn}. A Markov chain M is a pair (s0,P) of

an initial state s0 ∈ S of M and a stochastic function P : S× S→ [0,1]. Recall that a

function is stochastic iff for every state s ∈ S we have that ∑s′∈S P(s,s′) = 1. A Markov

chain can be viewed as an edge-labelled directed graph, whose nodes are the states and

there is a directed edge from s to s′ with label P(s,s′) iff P(s,s′)> 0. Intuitively, when

in state s we transition to state s′ with probability P(s,s′). We say a state s is absorbing

if P(s,s) = 1, i.e. when we arrive in an absorbing state, the only outgoing edge leads

to itself with probability 1. A reachable absorbing state of a Markov chain (s0,P) is an

absorbing state that is reachable from the initial state s0 with positive probability.

Formally, as S is finite, we can see P as an |S|×|S|-matrix, where P(i, j) = P(si,s j)

for all 0 ≤ i, j ≤ n. For easier reference, we also write P(si,s j) to refer to the matrix

entry P(i, j). By multiplying P to itself n times, we can compute the transition prob-

abilities from one state to another after n steps. Let Pn = ∏
n
i=1 P, then Pn(si,s j) is the

probability of reaching s j from si in exactly n steps. For a Markov chain M = (s0,P),

we can now formally define the set of reachable absorbing states of M (ras(M)) as

follows:

ras(M) =
{

s ∈ S |P(s,s) = 1 and there exists some n ∈ N s.t. Pn(s0,s)> 0
}
.

In general, one is interested in the long-term behaviour of a Markov chain M = (s0,P),

i.e. limn→∞ Pn. Let Pn(s0) be the s0-th row of Pn, then limn→∞ Pn(s0), if it exists, is

known as the hitting distribution of M. If the limit does not exist, we say M does not
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admit a hitting distribution. Intuitively, for a hitting distribution π, we arrive in state s

after infinitely many steps from s0 with probability π(s).

In our case the state space will be the set of repairing sequences RS(D,Σ). A

transition probability p > 0 from state si to s j will indicate that we can obtain repairing

sequence s j from si by applying some operation op, and that we choose to apply such

operation with probability p.

Definition 3.10 (Repairing Markov Chain). For a knowledge base K = (D,Σ), a

(D,Σ)-repairing Markov chain is a Markov chain of the form (ε,P), where P : RS(D,Σ)×
RS(D,Σ)→ [0,1] enjoys the following two properties:

1. For each sequence s ∈ RS(D,Σ), s is complete iff it is absorbing, i.e. P(s,s) = 1.

2. If s,s′ ∈ RS(D,Σ) are distinct, then P(s,s′) > 0 implies s′ = s ·op for some jus-

tified (D,Σ)-operation op.

A repairing Markov chain generator w.r.t. Σ is a function MΣ that assigns to each

database D a (D,Σ)-repairing Markov chain MΣ(D).

We want to mention that for every knowledge base (D,Σ) a (D,Σ)-repairing Markov

chain admits a hitting distribution. This follows immediately from Proposition 3 in [9]

and is due to the fact that we always arrive in an absorbing state after finitely many

steps. Further, only sequences that are reachable absorbing states, i.e. complete re-

pairing sequences, will have a non-zero probability in the hitting distribution, which is

implicit in the proof of said proposition.

The idea of a Markov chain generator MΣ is to provide a mechanism specific to

some ontology Σ that constructs a Markov chain for every database D according to

some underlying function. This way, one can design the generic function once for the

ontology, which we then apply to a database to obtain the repairing Markov chain. This

is especially useful, as the database in real world scenarios changes quite considerably

over time. It would be infeasible to generate a new Markov chain from scratch every

time the database changes, which is why the Markov chain generator functions as a

sort of template to obtain the specific Markov chain for a particular database.

Example 3.11 (Example 3.9 continued). We now want to construct a Markov chain

generator MΣ for our example such that for every database D over the schema S as

defined above, MΣ(D) is the desired repairing Markov chain according to our intuition

explained earlier.
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In our example, for a specific violation, we want to choose which atom we re-

move according to the ratio of atoms supporting that the person is a student to those

that support that the person is teaching staff. For a fact α = A(c1,c2), let the sup-

port of α in D be supp(α,D) = |{A(c1,y) ∈ D}|, i.e. the cardinality of the set of

atoms which support that c1 is a student. Analogously, for a fact that is of one of

the forms α = L(c1,c2), α = T (c1,c2), or α = TS(c1,c2), let the support of α in D

be supp(α,D) = |{L(c1,y) ∈ D}| ∪ |{T (c1,y) ∈ D}| ∪ |{TS(c1,y) ∈ D}|, as all these

support that c1 is actually teaching staff, according to our ontology. For one violation,

we know it consists of exactly two atoms α1 and α2, one of which will be over the

relation A/2 and the other over one of the relations L/2, T/2, or TS/2. We would

like to keep α1 with probability supp(α1,D)
supp(α1,D)+supp(α2,D) , i.e. remove it with probability

supp(α2,D)
supp(α1,D)+supp(α2,D) . As we define the probability of removing an atom in the Markov

chain, we need to keep track of the disagreeing number of facts, rather than its support.

If α = A(c1,c2) for some constants c1 and c2, let the number of disagreeing facts be

dis(α,D) = supp(TS(c1,c2),D). Analogously, we define the number of disagreeing

facts for the other relations.

Let us now collect all atoms that are part of a violation in the set VΣ(D)=
⋃

D′∈V (D,Σ)D′.

We want to remove one particular atom α ∈ VΣ(D) with the probability pΣ(α,D) =
dis(α,D)

∑β∈VΣ(D) dis(β,D) . Now, let MΣ(D) be the Markov chain (ε,P), where P is such that for

every s,s′ ∈ RS(D,Σ):

P(s,s′) =


1 if s = s′ and s is complete,

pΣ(α,s(D)) if s = s ·−{α}, for α ∈ D

0 otherwise.

Note that by definition of pΣ(α,D) all outgoing transition probabilities from a partic-

ular repairing sequence sum to one, as is required by a Markov chain. This procedure

gives us exactly the probabilities presented in Example 3.9.

Having the relevant notions of Markov chains and Markov chain generators in

place, we can now define our semantics of an operational repair of our database.

Definition 3.12 (Operational Repair). Let K = (D,Σ) be a knowledge base and MΣ a

repairing Markov chain generator w.r.t. Σ. An operational repair of D with respect to

MΣ is a database of the form s(D), where s is a reachable absorbing state of MΣ(D),

i.e. s ∈ ras(MΣ(D)).
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Note that, because s is absorbing, it is also complete (Def. 3.10, Cond. 1) and

thus the KB (s(D),Σ) is consistent (Def. 3.7). We continue to define the probability

PD,MΣ
(D′) of a particular operational repair D′ ⊆ D with respect to a database D and a

repairing Markov chain generator MΣ as follows,

PD,MΣ
(D′) = ∑

s∈ras(MΣ(D)) and D′=s(D)

π(s),

where π is the hitting distribution of MΣ(D). Let OR(D,MΣ) be the set of all database-

probability pairs (D′,PD,MΣ
(D′)) where D′ is an operational repair of D with respect to

MΣ.

A natural question that arises is how our operational repairs compare to the tradi-

tional repairs under AR-semantics. It would be good to know that we can obtain all

AR-repairs in our semantics. In general, as we can choose how we construct a repair

in the Markov chain, this is not true because we can assign probability zero to such

a repair. However, we can always construct a Markov chain in such a way that we

obtain all traditional repairs (and possibly more). We therefore introduce an additional

condition on the Markov chain.

If the reverse of Condition 2 in Definition 3.10 is also true, i.e. every justified

operation has a positive probability, we have an exhaustive Markov chain. The idea

behind this is that such a Markov chain exhaustively explores all possible repairing

sequences with positive probability. An exhaustive Markov chain generator Mexh
Σ

only

generates exhaustive Markov chains for all databases D.

Proposition 3.13. Let K = (D,Σ) be a knowledge base and Mexh
Σ

be an exhaustive

Markov chain generator. Further, let D′ ∈ Rep(D,Σ) be a repair under AR-semantics.

Then (D′, p)∈OR(D,Mexh
Σ

) for some probability p> 0, i.e. D′ is an operational repair

of D with respect to Mexh
Σ

.

Proof. Recall the definition of exhaustive Markov chain generators Mexh
Σ

, i.e. for ev-

ery database D, in the Markov chain Mexh
Σ

(D) every justified operation is applied with

positive probability. Note that the set of reachable absorbing states of Mexh
Σ

(D) coin-

cides with the set of complete repairing sequences of RS(D,Σ). Thus, it suffices to

show that for every D′ ∈ Rep(D,Σ) there is a repairing sequence s ∈ RS(D,Σ) such

that D′ = s(D).

Fix a database D, an ontology Σ and an arbitrary AR-repair D′ ∈ Rep(D,Σ). Recall

that D′ is maximal, i.e. there is no D′′, D′ ( D′′ ⊆ D, such that (D′′,Σ) is consistent.

We define the set ∆ = D−D′. Let n = |∆| and the atoms in ∆ be α1, . . . ,αn. We
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continue to show that the sequence s of operations op1, . . . ,opn, where opi = −{αi}
for all 1 ≤ i ≤ n, is repairing and complete. It is easy to see that s(D) = D′. Assume

towards a contradiction that there is a opi which is not (Ds
i−1,Σ)-justified. This implies

that αi 6∈ DV for any violation DV ∈ V (Ds
i−1,Σ). It is easy to see that for any two

databases D1,D2 such that D1 ⊆ D2 we have that V (D1,Σ) ⊆ V (D2,Σ). As (D′ ∪
{αi})⊆Ds

i−1, αi 6∈D∗V for any violation D∗V ∈V ((D′∪{αi}),Σ). We conclude, because

D′ is consistent, that D′ ∪ {αi} is also consistent, which contradicts the maximality

condition of D′. Further, as D′ is consistent and D′ = s(D), we conclude that s is a

complete repairing sequence.

3.3 Ontological Operational Consistent Query Answers

The ultimate goal of our approach is to be able to say that tuple t̄ is entailed by a query

Q over an inconsistent knowledge base K with probability p with respect to a specific

Markov chain generator. In this section, we will define the probability that a tuple is in

the answer to a query and introduce our semantics of consistent query answering over

inconsistent knowledge bases. Further, we are going to establish the intractability of

the main function problem related to our approach, i.e. computing the probability of a

query answer.

Consider a KB K = (D,Σ), a repairing Markov chain generator MΣ and a query

Q(x̄). We are interested in the probability of a tuple t̄ ∈ C|x̄| being in the answer to

query Q over the operational repairs, which we define as follows:

PK ,MΣ,Q(t̄) = ∑
(D′,p)∈OR(D,MΣ) and D′∧Σ|=Q(t̄)

p.

Based on this, we can now define the final notion of our framework, operational

consistent answers. Intuitively, these are all possible query answers, paired with their

respective probability.

Definition 3.14 (Operational Consistent Answers). For a knowledge base K = (D,Σ),

a repairing Markov chain generator MΣ, and a query Q(x̄), the set of operational con-

sistent answers to Q w.r.t. K and MΣ is defined as the set of tuple-probability pairs

OCAMΣ
(K ,Q) =

{
(t̄,PK ,MΣ,Q(t̄)) | t̄ ∈C|x̄|

}
Example 3.15. Let us have a final look at our running example. Consider again the

database D, ontology Σ, and Markov chain MΣ(D) from Example 3.9. Let Q(x) =
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TS(alice,x), TS(bob,x) be the query that asks for all courses that are taught by Alice

and Bob. Note that in the AR-semantics, the set of consistent answers is empty. In fact,

there is only one repair in which this query is entailed, namely D−{A(alice,dbt), A(bob,dbt)}.
According to our Markov chain, the probability of this repair is 4

11 ·
2
5 +

2
11 ·

4
6 = 0.26̄.

In our setting, we thus obtain the set OCAMΣ
(K ,Q) = {(dbt, 0.26̄)}, i.e. there is a

probability of 0.26̄ that Alice and Bob teach database theory together. To obtain a de-

gree of how certain we are that a tuple is in the answer to a query is something that has

not been achievable before.

The function problem we are interested in is called ontological operational consis-

tent query answering (OOCQA) and defined as follows:

Problem: OOCQA

Input: A knowledge base K = (D,Σ), a repairing Markov

chain generator MΣ, a query Q(x̄), and t̄ ∈C|x̄|.

Output: PK ,MΣ,Q(t̄)

This problem asks us, given a knowledge base, a Markov chain generator, a query,

and a tuple, to compute the probability of this tuple being in the query answer. When

analysing this problem, we are generally interested in its data complexity [1]. That

means, the ontology Σ, the Markov chain generator MΣ, and the query are fixed and

we only consider the database D and the tuple t̄ as input to our problem. In doing so,

we obtain a family of function problems OOCQAΣ,MΣ,Q, where each triple (Σ,MΣ,Q)

gives rise to a new function problem. We follow the convention to say the problem

OOCQA is hard for a complexity class C in data complexity, if there exists a (Σ,MΣ,Q)

such that OOCQAΣ,MΣ,Q is C -hard. If we wanted to show containment in a class C , we

had to show that every problem OOCQAΣ,MΣ,Q is in C .

We are going to show that OOCQAΣ,MΣ,Q is FP#P-hard in data complexity for some

(Σ,MΣ,Q). Recall that FP is the class of function problems computable in polynomial

time. FP#P is the class of function problems computable in polynomial time having

access to a #P oracle. #P is the class of function problems which ask for the number

of certificates to a problem in NP [3]. A canonical example for a #P problem is #SAT,

the problem that asks for the number of satisfying assignments to a boolean formula.

#SAT is even #P-complete. But there are also #P-complete problems, whose decision

version is easy, i.e. PTIME. One such problem is #MON2SAT [23], which asks for

the number of satisfying assignments to a CNF formula, where each clause has exactly

two non-negative variables. We will reduce OOCQA from #MON2SAT to show the
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hardness of our problem. Recall that a problem is FP#P-hard iff it is #P-hard. It is

generally accepted that #P-hard problems are not efficiently, i.e. in polynomial time,

computable, as this would imply that P = NP.

Before we establish our main theorem of this chapter, we need to make one more

technical remark regarding the Markov chain generator MΣ and the resulting Markov

chains MΣ(D). We assume that they are well-behaved [9]. For a Markov chain (ε,P)

this means that P is computable in polynomial time with respect to D. A Markov chain

generator MΣ is well-behaved, if for every D, computing the Markov chain MΣ(D) is

feasible in polynomial time and the resulting Markov chain MΣ(D) itself is also well-

behaved. In the absence of this assumption, the complexity of OOCQA might very

well be higher, and we might mot be able to obtain efficient approximations. However,

this would have nothing to do with the complexity of consistent query answering, but

rather the complexity of obtaining the probabilities of the Markov chain. We continue

to establish the main negative result of this thesis.

Theorem 3.16. OOCQA is FP#P-hard in data complexity, even if the ontology contains

only one denial constraints.

Before proving this statement, let us point out why we focus on denial constraints

only. As we have mentioned before, query answering under general sets of TGDs is

undecidable [24]. Hence, there is no hope to compute the probability PK ,MΣ,Q(t̄), no

matter how much time we have, as we would have to solve the undecidable problem

while doing so. One could now concentrate on classes of TGDs for which query an-

swering is decidable, even tractable, e.g. UCQ-rewritable TGDs. However, note that

the empty set of TGDs is part of all such classes. The aim of Theorem 3.16 is to pro-

vide a lower bound on our problem OOCQA. That means, no matter which class of

TGDs one chooses, OOCQA will always be at least FP#P-hard, i.e. intractable, in data

complexity.

Proof. To prove that OOCQA is FP#P-hard in data complexity, we will provide a

Turing-reduction from #MON2SAT. We define a polynomial-time Turing Machine

(TM) with access to an OOCQAΣ,MΣ,Q-oracle for a fixed ontology Σ with ΣT = ∅,

a fixed Markov chain generator MΣ, and a fixed conjunctive query Q.

Definition 3.17 (#MON2SAT). A boolean formula ϕ in MON2SAT has the form ϕ =∧n
i=1Ci, where each clause Ci is of the form (ui ∨ vi) for all i ∈ {1, . . . ,n}, and some

positive variables ui and vi. Let Var(ϕ) denote the set of variables occurring in ϕ. Let
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µ be a function from Var(ϕ) to the boolean truth values true and false. We say µ is an

assignment of true and false to the variables. Let µ(ϕ) be the evaluated formula where

each variable in ϕ is replaced by its assigned truth value according to µ. In particular, if

the assignment µ satisfies formula ϕ, we write µ(ϕ) = 1, otherwise we write µ(ϕ) = 0.

Let asgm(ϕ) = {µ : Var(ϕ)→ {true, false}|µ(ϕ) = 1} be the set of all assignments

which satisfy ϕ.

The answer to the #P-complete problem #MON-2DNF is |asgm(ϕ)|.

The idea of the reduction is as follows. We encode the formula ϕ, which is the input

to our TM, in a database D in such a way that there is a violation for each variable with

a fixed DC in Σ. This database will be the input to the oracle OOCQAΣ,MΣ,Q. When

constructing the repairs, we will decide for each violation, i.e. each variable, whether

to keep one fact or another, i.e. assign true or false to this variable. The Markov chain

will construct each assignment with equal probability. After completing an assignment,

it will check whether it satisfies the formula ϕ and encode this with the deletion of a

fact. The conjunctive query will then just check for the deletion of the right tuple,

i.e. such that the assignment satisfies the formula. In the end, the boolean conjunctive

query will return yes exactly as many times as there are satisfying assignments, up

to permutation of the variables, which we will explain in detail. In the end, we just

need to multiply the output of the oracle with a fixed number to obtain the number of

satisfying assignments of ϕ.

Let us fix the schema S= {V0/1,V1/1,C/2, A/1}. Let ϕ=
∧n

i=1Ci be a MON2SAT-

formula, the input to our TM. Further, let m = |Var(ϕ)|. We now create the following

database D with fresh constants cx for every variable x ∈ Var(ϕ) and a dummy con-

stant ∗:

D ={V0(cx),V1(cx) |x ∈ Var(ϕ)}∪

{C(cx,cy) |(x∨ y) =Ci for some i ∈ {1, . . . ,n}}∪

{V0(∗),V1(∗), A(∗)}.

Let us now fix the denial constraint κ and, hence, the ontology Σ = {κ}, and query Q

which are part of the problem OOCQAΣ,MΣ,Q.

κ = V0(x),V1(x) → ⊥

Q = ∃x V1(x)∧A(x)

One can see that, because of the denial constraint κ, there is precisely one violation for

every variable in ϕ. When constructing a repair, we will delete exactly one of the two
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facts V0(cx), V1(cx) for every variable x ∈ Var(ϕ). Intuitively, we will associate with

the deletion of V0(cx) that the variable x is set to true in the assignment. Analogously,

the deletion of V1(cx) will be associated with setting the variable x to false.

If we look at the query Q, we see that x must be mapped to the constant ∗ because

of the anchor atom A(x). In essence, Q just asks whether V1(∗) is in the database. This

leads us to the final violation we consider, namely {V0(∗),V1(∗)}. The idea of the

Markov chain is as follows: With the first m operations construct an assignment to the

variables. Then check whether the encoded assignment satisfies ϕ and delete the fact

V0(∗) if it does, and the fact V1(∗) otherwise. Following this construction, one can see

that Q checks whether the encoded assignment satisfies the formula ϕ.

Let us now formally fix the Markov chain generator MΣ. Note that there are pre-

cisely m+1 violations, none of which overlap. Therefore, we will need exactly m+1

operations to arrive at an operational repair. We will require that the first m operations

resolve all the violations associated with variables. The last operation will resolve the

violation {V0(∗),V1(∗)} according to our discussion above. We can thus talk about

the assignment µs encoded by a repairing sequence s of length m. For every variable

x ∈ Var(ϕ) we have that µs(x) = true iff the operation −{V0(cx)} is part of the se-

quence s. Now, for every database D, the Markov chain generator MΣ will generate the

Markov chain MΣ(D) = (ε,P), where P is such that for every s,s′ ∈ RS(D,Σ):

P(s,s′) =



1
2·(m−|s|) if s′ = s ·−{α}, |s| < m and V0(∗) 6= α 6=V1(∗)

1 if s′ = s ·−{V0(∗)}, |s| = m and µs(ϕ) = 1

1 if s′ = s ·−{V1(∗)}, |s| = m and µs(ϕ) = 0

1 if s′ = s and s is complete,

0 otherwise.

This follows our explanation above that the first m operations repair the violations

involving the constants associated with variables. After we completed the encoding

of an assignment after m operations, we check whether the encoded assignment µs

satisfies ϕ and delete the fact V0(∗) or V1(∗) with probability 1, accordingly. Note that

in the first condition, after |s| operations, there are m−|s| variables left that are part of a

violation, each of which allow for two possible operations. Thus, there are 2 · (m−|s|)
operations left to consider, each of which is chosen with the same probability 1

2·(m−|s|) .

Let us now establish that every complete repairing sequence s, i.e. every reach-

able absorbing state of MΣ(D), has probability π(s) = 1
2m·m! in the hitting distribution
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π of our Markov chain MΣ(D). Multiplying the probabilities of operations of a par-

ticular sequence s = op1, . . . ,opm+1 leading to an absorbing state, we have π(s) =

∏
m
|s|=0

1
2·(m−|s|) ·Pr(opm+1). This is because the initial state is the empty sequence ε,

|ε|= 0, and we add one operation to the sequence after each step. Note that the proba-

bility of the m+1-th operation is always 1, thus it is easy to see that π(s) = 1
2m·m! .

Note further, that there are 2m different assignments to m variables and it is easy

to see that our Markov chain explores all of them. As we can permute the order of

the variables in which they are assigned a truth value, there are m! many sequences

which encode the same assignment. Finally, let us say that this Markov chain is well

behaved, as every condition can be checked in polynomial time with respect to the

database. In particular, we can check whether µs(ϕ) = 1 in polynomial time. If |s|= m,

we have a specific assignment encoded in the sequence, as explained above. Further,

we have the formula ϕ encoded in the relation c/2. We just need to go through all

these clauses, which are linearly many in the size of the database, and check whether

for each C(cx,cy) we have either V1(cx) ∈ s(D) or V1(cy) ∈ s(D).

We will now analyse the output of the oracle call of OOCQAΣ,MΣ,Q(D), with D, Σ,

MΣ, and Q as defined above. Recall the output of OOCQA is the probability

PK ,MΣ,Q(t̄) = ∑
(D′,p)∈OR(D,MΣ) and D′∧Σ|=Q(t̄)

p.

Further, recall that OR(D,MΣ) is the set of all database-probability pairs (D′,PD,MΣ
(D′)),

where PD,MΣ
(D′)=∑s∈ras(MΣ(D)) and D′=s(D)π(s). We have already established that there

are m! many repairing sequences leading to the same repair, i.e. the same encoding of

an assignment. This means for every operational repair D′ with respect to D and MΣ

we have that PD,MΣ
(D′) = m! · 1

2m·m! =
1

2m . As every operational repair D′ encodes ex-

actly one distinct assignment, and as we have the fact V1(∗) in the repair if and only

if the encoded assignment satisfies the formula ϕ, we know that the number of oper-

ational repairs that contain the fact V1(∗) are exactly as many as there are satisfying

assignments to ϕ. Thus, |asgm(ϕ)| = |{D′ |(D′, p) ∈ OR(D,MΣ) and D′ ∧Σ |= Q}|.
From this it is immediate that PK ,MΣ,Q(t̄) =

|asgm(ϕ)|
2m . Hence, after calling the oracle to

OOCQAΣ,MΣ,Q(D), we multiply its output with 2m to obtain the number of satisfying

assignments to ϕ. Clearly, the constructed TM runs in polynomial time with respect to

the size of the MON2SAT formula ϕ.
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Approximations

As we cannot (efficiently) compute the exact output to our problem OOCQA, i.e. the

number PK ,MΣ,Q(t̄), we are now looking at polynomial-time randomised approxima-

tion algorithms to OOCQA. Such an algorithm has access to a stream of random bits,

based on which random decisions can be made. Its output should be close to the ex-

act one with sufficiently high probability. We will define this more precisely, but let

us first comment on the possible guarantees. There are two different kinds of error

guarantees, multiplicative and additive [25]. That means one can either bound the

relative or absolute error of the output. While the former is generally preferred, we

will see that in our case it is not possible to achieve such an approximation algorithm,

known as fully polynomial-time approximation scheme (FPRAS). However, as we are

approximating probabilities, having only absolute error guarantees is still meaningful.

This is because tuples with small probability, where the relative error would be higher,

are less important w.r.t. query answering than tuples that are query answers with high

probability.

As we are still working in data complexity, we assume the ontology Σ, the Markov

chain generator MΣ, and the query Q(x̄) are fixed. The input to an approximation

algorithm A is a database D, a tuple t̄ ∈C|x̄|, and two numbers ε > 0 and 0 < δ < 1. Let

Pr(E) be the probability of the event E. Further, let K = (D,Σ). If A is a multiplicative

error approximation algorithm,

Pr
(
|A(D, t̄,ε,δ)−PK ,MΣ,Q(t̄)| ≤ ε ·PK ,MΣ,Q(t̄)

)
≥ 1−δ.

If we have an additive error approximation, the following must hold:

Pr
(
|A(D, t̄,ε,δ)−PK ,MΣ,Q(t̄)| ≤ ε

)
≥ 1−δ.

26
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Intuitively, ε bounds the error, relative or absolute, of the output of our algorithm w.r.t.

the exact probability, while δ bounds how likely it is that the algorithm fails to deliver

the specified precision.

To define these notions more precisely, we need some tools from probability theory,

which we now recall. First, a probability space PS = (Ω,π) is a pair of a sample space

Ω, which in our application can be seen as the reachable absorbing states of a Markov

chain M, and a function π : Ω→ [0,1] assigning a probability to each ω ∈ Ω, in our

case this will be the hitting distribution of M. It is required that ∑ω∈Ω π(ω) = 1. An

event E is a subset of the sample space and its probability is Pr(E) = ∑ω∈E π(ω). To

characterise such an event, we use a random variable X over the probability space. A

random variable is a function from the elements of the sample space to the rational

numbers. We then formulate a condition on X , e.g. X = x to denote the event {ω ∈
Ω |X(ω) = x} for some specific x ∈Q. Finally, a probability distribution πX of X is a

function that assigns probabilities to an event X = x s.t. πX(x) = Pr(X = x).

4.1 Relative-Error Approximations

Formally, a FPRAS for OOCQAΣ,MΣ,Q is a randomised algorithm A whose input is a

database D, a tuple t̄ ∈C|x̄|, and two numbers ε > 0 and 0 < δ < 1 and whose output

is a random variable A(D, t̄,ε,δ) over some sample space Ω. In this case, the sample

space Ω will be the n-fold cross product of the reachable absorbing states of MΣ(D),

such that an ω ∈ Ω is an n-tuple of reachable absorbing states, i.e. operational re-

pairs. We will explain later how to arrive at such n. Intuitively speaking, the random

variable A(D, t̄,ε,δ) assigns the sample probability that the query is entailed over the

operational repairs in (ω). Let

E = {ω ∈Ω | |A(D, t̄,ε,δ)(ω)−PK ,MΣ,Q(t̄)| ≤ ε ·PK ,MΣ,Q(t̄)}

be the event over Ω which states that the random variable is close to the actual output,

relatively bounded by ε. In order for the algorithm A to be an FPRAS, we require that

Pr(E)≥ 1−δ, and it runs in polynomial time with respect to D, t̄, 1
ε
, and log(1

δ
).

Unfortunately, it is not possible to obtain an FPRAS for our problem, given that the

complexity classes NP and RP are not the same, which is generally assumed not to be

the case. Recall that RP is the class of problems which can be solved by a randomised

algorithms with a one-sided error [3]. We can even restrict the ontology to contain only

denial constraints.
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Theorem 4.1. Assume RP 6= NP. There exists a set of denial constraint Σ⊥, a Markov

chain generator MΣ, and a conjunctive query Q such that there is no FPRAS for

OOCQA(Σ,MΣ,Q).

Proof. It is known that the problem #MON2SAT does not admit an FPRAS, given

RP 6= NP [15]. Observe that our reduction from Theorem 3.16 is approximation-

preserving. That means if we had an FPRAS for OOCQA, we would immediately,

through our reduction, obtain an FPRAS for #MON2SAT. This comes from the fact

that we only modify the output from the oracle call by multiplying it with a number,

thus propagating any multiplicative error guarantees given by an FPRAS for OOCQA

to the algorithm for solving #MON2SAT. Hence, there cannot be an FPRAS for OOCQA,

given RP 6= NP.

4.2 Absolute-Error Approximations

As multiplicative error approximations are unattainable for us, we will now turn to-

wards efficient additive error approximation algorithms, which are still very meaning-

ful in our context and which we will be able to derive.

Similar to an FPRAS, an additive-error approximation scheme is a randomised

algorithm A which return a random variable A(D, t̄,ε,δ) over a sample space Ω with

respect to its input, which will be same as before. The difference is solely that in this

setting we look at the event

E = {ω ∈Ω | |A(D, t̄,ε,δ)(ω)−PK ,MΣ,Q(t̄)| ≤ ε}.

Again, we require that Pr(E) ≥ 1− δ, and A runs in polynomial time with respect to

D, t̄, 1
ε
, and log(1

δ
).

As we discussed before, arguing over general forms of TGDs in terms of query

answering is undecidable. This directly rules out the possibility of any approximation

scheme. To obtain an additive-error approximation algorithm as desired, we thus need

to restrict the form of TGDs present in the ontology. We will focus on UCQ-rewritable

sets of TGDs, as introduced in Section 2.4.

Before we establish our approximation algorithm, let us point out that there is a

connection between query answering and deciding whether a knowledge base is con-

sistent. Let D be a database and Σ = ΣT ∪Σ⊥ an ontology of TGDs ΣT and denial

constraints Σ⊥. Fix a DC κ ∈ Σ⊥ and let κ = ϕκ(x̄)→⊥. Note that ϕκ(x̄) is a con-

junction of atoms and can thus be treated as a conjunctive query. It is easy to see
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that the knowledge base (D,ΣT ∪{κ}) is inconsistent, i.e. does not admit a model, iff

D∧ΣT |= ϕκ(x̄). More generally, the knowledge base (D,Σ) is inconsistent iff there

exists a κ ∈ Σ⊥ s.t. D∧ΣT |= ϕκ(x̄). We continue to establish the main positive result

of our thesis.

Theorem 4.2. For every ontology Σ = ΣT ∪Σ⊥, where ΣT is a set of UCQ-rewritable

TGDs and Σ⊥ is a set of denial constraints, well-behaved Markov chain generator MΣ

and UCQ Q, OOCQAΣ,MΣ,Q admits a polynomial-time randomised approximation with

additive error.

We dedicate the remainder of this section to establishing Theorem 4.2 by explicitly

providing an additive-error approximation algorithm A for OOCQAΣ,MΣ,Q. We will

first give insight into the algorithm A, establishing the probabilistic guarantees given

access to a subroutine Sample with certain properties. We will then give the algorithm

Sample and show that it indeed satisfies the desired properties.

Throughout, we fix an ontology Σ = ΣT ∪Σ⊥ of a set of UCQ-rewritable TGDs ΣT

and a set of denial constraints Σ⊥, a well-behaved repairing Markov chain generator

MΣ and a query Q(x̄). Let D be a database and t̄ a tuple of constants of arity |x̄|. Let K
be the knowledge base (D,Σ).

4.2.1 The algorithm A

We will construct the randomised approximation algorithm with additive error guar-

antees for OOCQAΣ,MΣ,Q analogously to the one presented in [9] for consistent query

answering over inconsistent relational databases. The main difference will be the argu-

ment why our algorithm runs in polynomial time, which will a bit more involved than

in the database setting. Let us recall the definition of the algorithm A from [9].

The main building block of the approximation A is a subroutine called Sample. Its

input is an instance I = (D, t̄) and the algorithm outputs in polynomial time a random

variable XI : Ω→ {0,1} such that Pr(XI = 1) = PK ,MΣ,Q(t̄). Intuitively, the algo-

rithm Sample returns 1 with probability PK ,MΣ,Q(t̄) and 0 otherwise. We then run

Sample(D, t̄) n times to be able to calculate a sample mean m
n from the n runs, where

m is the number of times Sample returned 1. How many samples one has to generate

depends on the specified parameters ε and δ. The smaller they are, the more runs of

Sample are needed. Specifically, n = d 1
2ε2 · ln 2

δ
e, as derived in [9] from Hoeffding’s

inequality [17], which bounds by how much a sample mean can deviate from the un-

derlying true value. Let XI,n be the sample mean we obtain after n independent runs
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of Sample(D, t̄), that is XI,n =
1
n ·∑

n
i=1 X i

I where each X i
I is the outcome of one run of

the algorithm Sample. Specifically, Pr(X i
I = 1) = PK ,MΣ,Q(t̄) for all 1 ≤ i ≤ n. If n is

chosen as shown above for some numbers ε > 0 and 0 < δ< 1, we obtain the following

by Hoeffding’s inequality:

Pr(|XI,n−PK ,MΣ,Q(t̄)| ≤ ε)≥ 1−δ.

From this discussion we immediately obtain our desired algorithm A: Call subroutine

Sample(D, t̄) n = d 1
2ε2 · ln 2

δ
e times. Let m be how often 1 is returned by Sample and

return the ratio m
n . Given the properties of the algorithm Sample stated above, it is

easy to see that A both fulfils the required probabilistic guarantees as well as runs in

polynomial time in D, t̄, 1
ε
, and log(1

δ
). What remains to be shown is that such a sample

algorithm exists.

4.2.2 The algorithm Sample

We will now present Sample and establish its two crucial properties, namely

1. Pr(Sample(D, t̄) = 1) = PK ,MΣ,Q(t̄), and

2. Sample(D, t̄) runs in polynomial time in the size of D and t̄.

The algorithm is defined as follows.

Result: Returns 1 with probability PK ,MΣ,Q(t̄)

(ε,P)←MΣ(D);

s← ε;

while mods(D,Σ) 6=∅ do
N←{op |s ·op ∈ RS(D,Σ), P(s,s ·op)> 0};
Choose op ∈ N with probability P(s,s ·op);

s← s ·op;

end
if s(D)∧Σ |= Q(t̄) then

return 1;

else
return 0;

end
Algorithm 1: The algorithm Sample(D, t̄) [9]
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Intuitively, Sample chooses randomly a repairing sequence, operation by opera-

tion, according to the probabilities of the Markov chain. After the while loop, s will

be one of the Markov chain’s reachable absorbing states and it will be chosen with

the probability of the Markov chain’s hitting distribution π(s). Thus we obtain an

operational repair D′ = s(D) with probability p, where (D′, p) ∈ OR(D,MΣ), which

follows directly from the definition of PD,MΣ
(D′) and OR(D,MΣ). From the definition

of PK ,MΣ,Q(t̄) it is clear that Sample will return 1 precisely with probability PK ,MΣ,Q(t̄).

From this discussion it is clear that Sample enjoys Property 1.

What remains to be shown is that Sample(D, t̄) indeed terminates after polynomi-

ally many steps, i.e. Property 2. To show this, we will rely on the facts that the set of

TGDs is UCQ-rewritable and the Markov chain generator is well-behaved. Because of

the latter, the statements preceding the while-loop execute in polynomial time. Because

of the former, we know we can efficiently check query entailment, as we detailed in

Section 2.4. Thus, it remains to show that the while-loop executes in polynomial time.

We can construct the set of violations in polynomial time. First, to check the

while-condition, we will compute the set of violations, and if it is empty, we know

s(D) is consistent according to Lemma 3.2.

In order to do so, we treat each constraint κ ∈ Σ⊥ as a conjunctive query ϕκ as

explained earlier and construct its UCQ rewriting Qκ
ΣT

according to the rewriting al-

gorithm from [16]. Note that, although the size of the rewriting is of exponential size,

for sticky TGDs even doubly exponential size, in the size of the query and TGDs [16],

both are assumed fixed in data complexity and thus the rewriting and its size can be

assumed constant in data complexity.

We now look at each conjunctive query q ∈ Qκ
ΣT

in turn and collect all homomor-

phic images from q to the database in the set of candidate violations of CV(D,q) =

{h(q) |h is a homomorphism from q to D}. Importantly, such an homomorphic image

h(q) alone is sufficient to make the conjunctive query q, and thus the UCQ Qκ
ΣT

, true.

Note that there are only polynomially many homomorphic images to the database for

a fixed conjunctive query. Let Var(q) be the set of variables occurring in q. Note that

|CV(D,q)| ≤ |D||Var(q)|, as |D||Var(q)| is the maximal number of homomorphism from

q to D. This implies further that we can also compute every member in this set in

polynomial time, as we just have to go through all possible homomorphisms, of which

there are polynomially many.

We repeat this process for all q ∈ Qκ
ΣT

and collect all candidate violations in the

set CV(D,κ) =
⋃

q∈Qκ
ΣT

CV(D,q). Let maxvar(Qκ
ΣT
) be the maximum number of vari-
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ables in any q ∈ Qκ
ΣT

and let |Qκ
ΣT
| be the number of CQs in the UCQ. Then we have

|CV(D,κ)| ≤ |D|maxvar(Qκ
ΣT

) · |Qκ
ΣT
|.

Now we do the same for every κ∈Σ⊥ to obtain the set CV(D,Σ)=
⋃

κ∈Σ⊥CV(D,κ).

We can see that |CV(D,Σ)| ≤maxκ∈Σ⊥(|CV(D,κ)|) · |Σ⊥|, where |Σ⊥| is the number of

DCs in Σ⊥.

Finally, we only keep subset-minimal candidate violations in the set CVmin(D,Σ),

which is feasible in time |CV(D,Σ)|2 by comparing each candidate violation to every

other one. We claim that the candidate violations collected in this way are indeed

identical to the violations in V (D,Σ), which we establish in the following lemma.

Lemma 4.3. For every database D and ontology Σ = ΣT ∪Σ⊥, where ΣT is a set of

UCQ-rewritable TGDs and Σ⊥ is a set of denial constraints, we have that V (D,Σ) =

CVmin(D,Σ).

Proof. Recall the set V (D,Σ) is defined as:

{D′ |D′ ⊆ D such that mods(D′,Σ) =∅ and for all D′′ ( D′ : mods(D′′,Σ) 6=∅}.

First, let us show that D′ ∈ V (D,Σ)⇒ D′ ∈ CVmin(D,Σ). Fix a violation D′ ∈
V (D,Σ). We know that mods(D′,Σ) =∅ and thus D′∧ΣT |= ϕκ for some denial con-

straint κ. By the completeness of the respective Qκ
ΣT

, we know there has to be a q∈Qκ
ΣT

such that q(D′) returns true. Note that D′ is minimal, i.e. any subset D′′ ( D′ would

not make the query q true, as then D′′∧ΣT |= ϕκ implying that D′ would not be a viola-

tion. Thus, every atom of D′ is needed to make q true, which means the homomorphic

image from q to D′ is D′ itself. Hence, D′ ∈ CV(D,q). Through a similar minimality

argument as before we can show that D′ must also remain in the set CVmin(D,Σ).

We now show that D′ ∈ V (D,Σ)⇐ D′ ∈ CVmin(D,Σ). Fix a candidate violation

D′ ∈ CVmin(D,Σ). It is clear that there has to be a κ ∈ Σ⊥ and a q ∈ Qκ
ΣT

such that

D′ is a homomorphic image from q to D, i.e. there exists an h such that h(q) = D′.

Because of the soundness of the rewriting, we have that D′∧ΣT |= ϕκ and thus (D′,Σ)

is inconsistent. Again, because of the minimality of D′, there is no proper subset

D′′ ( D′ such that mods(D′′,Σ) =∅. Hence, D′ ∈V (D,Σ).

We have now shown that we can obtain the set of violations in time

O
((

max
κ∈Σ⊥

(|D|maxvar(Qκ
ΣT

) · |Qκ
ΣT
|) · |Σ⊥|

)2
)
.

Note that this is still polynomial in data complexity, as Σ⊥ and Qκ
ΣT

, for every κ ∈ Σ⊥,

is assumed fixed.
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We can construct the set of justified operations in polynomial time. Next, we

want to construct the set N of justified operations with respect to Σ and the current

s(D). From Proposition 3.6 we know that any justified operation must be a subset of

a violation. As the UCQ rewriting is fixed, so is its largest conjunctive query, i.e. the

number of atoms in one conjunctive query of the UCQ is bounded by a constant c that

does only depend on the original query and the set of TGDs, which are fixed. Thus,

we only have to consider deletions of subsets of the database that are of size at most c,

which are |D|c many, i.e. polynomially many. To check whether such a set of atoms is

also a subset of a violation is feasible in linear time in the number of violations.

We can assign probabilities to all justified operations in polynomial time. Since

the Markov chain generator MΣ is well-behaved, we know that the probability P(s,s ·
op) is also computable in polynomial time. Since we know a repairing sequence has

a maximal length of |D| operations (Proposition 3.8), after a maximal amount of |D|
iterations through the while-loop, an operational repair will be obtained and we can

check whether t̄ is in the query answer over this repair in polynomial time, as explained

above.

All in all, it is clear now that the algorithm Sample runs in polynomial time with

respect to the database D and teh tuple t̄, and that the algorithm A is our desired

polynomial-time randomised approximation algorithm with additive error.
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Conclusion

In our research, we lifted the notions and results recently presented for consistent query

answering over inconsistent databases to the ontological setting. We formally defined

how the framework is adapted to suit the problem of consistent ontology-mediated

query answering over knowledge bases, opening up the possibility of arguing about

the probability of a specific repair. We introduced the problem OOCQA of finding the

probability of a tuple being in the answer to a query over an inconsistent knowledge

base according to our new semantics and showed that it is not efficiently computable.

However, with the new flexible framework in place, we were able to provide an

efficient approximation scheme for OOCQA for all ontologies where the set of TGDs

is UCQ-rewritable. As we discussed in Section 2.4, acyclic, non-recursive, and sticky

sets of TGDs are all UCQ-rewritable. Hence, we immediately yield an efficient ap-

proximation algorithm if the set of TGDs is in one of these classes. This has not been

possible before in the established AR-semantics.

Future Work

The aim of further research could be to find approximation schemes for even more ex-

pressive ontology languages. Naturally, one might want to consider the guarded frag-

ment of TGDs [10] or full TGDs, i.e. TGDs without existentially quantified variables.

Unfortunately, it has been recently shown that deciding whether a set of databases

coincides with all possible minimal explanations of a query is coNP-complete [13].

This directly translates into our setting as follows: Deciding for a set of subsets of the

database whether this is the set of all violations is coNP-complete. From this result it is

immediate that we cannot efficiently compute the set of all violations. However, this is

34
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possible in polynomial time for UCQ-rewritable sets of TGDs, which we exploited in

our approximation algorithm. Thus, we either need to find another way of approximat-

ing OOCQA for these extended classes of TGDs, or we need to introduce a different

notion of violation for which we can then compute the set of violations efficiently.

Another possible direction of future work is to try and find multiplicative error

approximations, because as we discussed these are generally preferable. However,

this is not possible in the framework presented in this work. One might want to look

at imposing further restrictions on the repairing Markov chain such that an FPRAS

becomes possible.
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