
Learning hidden properties of

physical environments with

Recurrent Neural Networks
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Abstract

Human beings possess an intuitive understanding of physics that allows us to infer

properties of objects, such as their elasticity, or make accurate predictions regarding

their trajectories if they are moving. Neural networks have been shown to excel at many

tasks, ranging from face recognition to playing Go. However, these same systems seem

to struggle with basic physical concepts. While recent work has successfully trained

neural networks in physical environment tasks, such as predicting trajectories of falling

objects from images, these tasks are not suitable to evaluate human abilities or lack the

complexity to be a challenge for human beings. They, therefore, do not provide any

means of comparison between neural network and human strategies. The current work

uses a challenging cognitive task, already tested with human participants, and aims

at assessing the ability of artificial agents to learn physical properties. In this task,

properties of objects, such as their mass, have to be inferred from mere observation

(passive learning) or with the possibility of interacting with the objects (active learn-

ing). It was found that recurrent neural networks trained via supervised learning are

capable of performing the passive learning task at human level. In the active learning

condition, framed as a reinforcement learning problem, all tested approaches failed to

reach human performance. This work suggests that a greater study of human physical

understanding will be key to develop artificial systems capable of reasoning at a similar

level.
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Chapter 1

Introduction

Developmental studies [Baillargeon et al., 2009] [Hespos et al., 2009] suggest that hu-

man beings gain an understanding of physics during their infancy. This understanding,

known as intuitive physics [Lake et al., 2016], allows infants to anticipate the motion

of objects, guess their rigidity, as well as making predictions regarding the dynamics

of collisions between bodies. It is hypothesised that this early physical understand-

ing supports the ability of human beings to reason about physical scenes. This ability

allows us to, for example, infer physical properties of objects (e.g. mass or elastic-

ity) or to predict their future locations if they are moving. These two skills, inference

and prediction, complement each other: being able to guess the mass of an object can

help us predict, for example, how far it will move if certain force is applied and, con-

versely, if an object moves less than we expected it will help us correct our initial mass

estimation.

Some authors [Bates et al., 2015] [Smith et al., 2013] [Hamrick et al., 2016] point

out that this suggests that human beings may work with a mental probabilistic model

of their surroundings which would help them simulate forward and predict the im-

mediate future of objects’ locations or velocities. Other works [Kubricht et al., 2017]

[Davis and Marcus, 2015] [Ludwin-Peery et al., 2019], however, have pointed at the

limitations of this model-based approach and suggest that at least additional model-

free cognitive processes would be needed to account for systematic errors in physical

human reasoning.

Recently, machine learning approaches have been used to try to replicate human-

like physical reasoning using both model-based and model-free approaches. For in-

stance, [Wu et al., 2015] and [Battaglia et al., 2016] embed neural networks in larger

physics models and test their ability to predict the trajectory of objects. Similarly,
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Chapter 1. Introduction 2

model-free neural network approaches have been tested at predicting object trajecto-

ries from images [Mottaghi et al., 2015] [Mottaghi et al., 2016], showing positive re-

sults. Following this model-free approach, in this work, neural networks will be tested

on their ability to infer hidden physical properties in physical simulations.

When it comes to inferring physical properties, two approaches can be differenti-

ated: passive learning, where the property is inferred solely through observation, and

active learning, where the knowledge is acquired through interaction. Through pas-

sive learning we can, for example, estimate the hour by looking at the sky or guess our

neighbor is not home if we do not see their car in the entrance to their house. On the

other hand, if we are asked to guess the weight of a ball, we will most likely grab it to

do so, as from observation (if the ball is not moving) the task is almost impossible.

The deep learning approaches mentioned earlier have shown to be successful at

the first type of learning by predicting the dynamics of moving objects. In contrast,

only a small number of works have tackled actively learning in physical environments.

[Denil et al., 2016] train a deep reinforcement learning agent to experiment in a dy-

namic environment so as to reveal latent properties in two different tasks. In ‘Which is

heavier?’ the agent can apply forces to otherwise static cubes to guess which of them

weighs the most; in ‘Towers’, the agent is tasked with counting the number of inde-

pendent objects in a scene by moving them to confirm whether they are glued to each

other or not. Their work is a great stepping stone for active learning with a model-free

approach but lacks the complexity necessary to draw conclusions that may extend to

human learning.

In [Bramley et al., 2018], the authors introduce a simulated physical environment

(see subsection 2.1.1) to assess the differences between learning latent physical prop-

erties in a passive or an active manner in human subjects. In contrast with the problems

mentioned previously, this task is challenging and participants only manage to guess

the properties correctly in 53.5% and 65.5% of the cases for the passive and active con-

ditions respectively. The availability of both learning conditions as well as human data

make this task suitable to evaluate the abilities of deep learning approaches to reason

in physical environments and compare their performance with human participants.

The first chapter of this work will be centered on the first type of learning, passive

or observational learning, which will be modelled as a supervised learning problem. In

the second chapter, the active learning condition, modelled as a reinforcement learn-

ing problem, will be investigated. Lastly, the performance of the models and future

possible avenues will be discussed.



Chapter 2

Passive and Yoked Condition: A

supervised learning approach

This chapter will be concerned with the study of the passive and yoked learning con-

ditions for neural networks. Firstly, the task at hand and the recurrent neural network

approach will be described. Then, a series of experiments will be explained to select

the most appropriate data processing and model for the task. Finally, the results and

future avenues will be discussed.

2.1 METHODS

2.1.1 The physics environment and the task

The environment used was first introduced in [Bramley et al., 2018] and made publicly

available by [Li et al., 2019]. It is modelled using the open source physics simulator

pyBox2d (a Python port of Box2D [Catto, ], a C++ physics library). Unless specified

otherwise, this source code has been used without any modifications for the project.

The simulated environment consists of four pucks that move inside a 4x6m box.

The pucks are allowed to collide with each other and against the walls and modify

their trajectories according to Newtonian physics. The target pucks are labelled with

a letter (A or B) while the distractor pucks two are unlabelled (see Figure 2.1). In

the active and yoked trials, the mouse appears as a cross (‘+’) and when an object is

under control the border of the puck is stressed in bold. When in control, rather than

following the mouse instantaneously, pucks are dragged towards the mouse position

and do so with a velocity inversely proportional to their mass (i.e. heavier pucks move

3



Chapter 2. Passive and Yoked Condition: A supervised learning approach 4

Figure 2.1: A visualisation of the physical microworld used in the project. A passive (a) and an active

(b) simulations are shown. Reprinted from ‘Intuitive experimentation in the physical world.’ by N. R.

Bramley, T. Gerstenberg, J. B. Tenenbaum, & T.M Gureckis (2018). Cognitive Psychology, 105, 9–38.

slower).

The most relevant characteristics1 of the environment are the masses of the pucks

and the pairwise forces acting between them. The target pucks can either weigh the

same (both 1kg) or different (where one would weigh 1kg and the other 2kg) while the

mass of the distractor pucks is fixed to 1kg. Additionally, between each pair of pucks,

there can be an attraction or repulsion force (or none of the two). The combination of

these two characteristics makes up a total of 2187 (37) possible world configurations.

Given the environment, the participant is tasked with answering a question regarding

one of the two physical properties of the target pucks. In mass questions, the participant

has to guess which puck is heavier (‘A is heavier’, ‘B is heavier’ or ‘same’). In force

questions, they have to guess whether the target pucks ‘attract’ or ‘repel’ or if no force

acts between the pucks.

The 2187 configurations have been divided in training (70%), validation (15%) and

test (15%) ensuring that each class is equally likely in each one of the datasets. Given

one of these configurations and the starting locations and velocities for each one of

the pucks, a simulation can be generated. This means that, even though, the num-

ber of world configurations is rather small the number of simulations is theoretically

unbounded. This allows to not only have large datasets but also to better test the de-

veloped model as it will need to generalise not only across simulations but also across

world configurations.

Due to the limited computing resources available, the project will be focussed on

solving the task working from extracted features rather than from videos.

1A full description of the remaining characteristics of the environment (wall elasticity, damping
factors, etc) can be found in [Bramley et al., 2018].
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2.1.2 Recurrent Neural Network approach

Following the specifications of the experiment 2 described in [Bramley et al., 2018],

the training data will consist of 30s simulations sampled at 60 frames per second,

making a total of 1800 frames per example. Given the nature of the data, the frames

will be fed sequentially to a recurrent neural network (RNN) which will process the

data and output a single prediction for the whole sequence, classifying the example

in one of the three possible classes: ‘attract’, ‘repel’ and ‘none’ for force questions,

and ‘A is heavier’, ‘B is heavier’ or ‘same’ for mass questions. This section will be

dedicated to explaining the available choices for the network architecture as well as

the different choices made for features and processing the data.

2.1.2.1 Types of Recurrent Cells

RNNs differ from feed forward networks in the existence of connections between units

in the same layer. While feed forward networks only possess connections between

subsequent layers, RNNs hold a state vector (also referred to as hidden state) that

is updated every timestep as a function of the state vector in the previous timestep

and the input at that timestep. This hidden state is then used to produce the output.

Intuitively, the hidden state serves the network as a memory that can be used to take

into account information at several timesteps to generate the output. Depending on the

function used to update the hidden state, we can distinguish among types of recurrent

layers. Below, the three most commonly used layers are described following PyTorch’s

notation [Paszke et al., 2017]:

• Elman RNN: this is the first and simplest type of recurrent layer available in most

neural network frameworks [Elman, 1990]. The hidden state at time t, ht , of an

Elman RNN layer is computed as follows:

ht = f (Wih xt +Whh ht−1) (2.1)

where f is a non-linear function to be chosen (normally either ReLU or tanh), Wih

the input-hidden weights, xt the input at time t and Whh the hidden-hidden weights.

The output at time t, yt , is then computed as:

yt =Who ht (2.2)

where Who are the hidden-output weights. In a multi-layer or stacked RNN, several

of these layers are concatenated, with the hidden state of the i-th layer, hi
t , becoming
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the input of the next layer, xi+1
t . Elman RNNs can be used to learn simple patterns

effectively, however, for long sequences Backpropagation Through Time (BPTT)

[Werbos, 1990], the most common training method for recurrent networks, suffers

from the vanishing gradient problem [Hochreiter, 1998]. BPTT unfolds the recur-

rent neural network over the sequence effectively transforming it into a plain feed

forward network and backpropagates the error normally through it. For very long

sequences, as the gradient gets backpropagated through the network, it is likely to

shrink rapidly and vanish making learning long term patterns very difficult.

• LSTM: Long Short-Term Memory [Hochreiter and Schmidhuber, 1997] layers try

to tackle the vanishing gradient problem by changing the way in which the hidden

state is updated. LSTMs include four gates that control this update: the input (it),

forget ( ft), output (ot) and cell (gt) gates. Each one of them receives as input the

previous hidden state of the layer and the current input and sets its value as follows:

it = σ(Wii xt +Whi ht−1)

ft = σ(Wi f xt +Wh f ht−1)

ot = σ(Wio xt +Who ht−1)

gt = tanh(Wig xt +Whg ht−1)

(2.3)

where σ is the sigmoid function and tanh is the hyperbolic tangent. The cell gate

(gt) update takes the form of the hidden state update in Elman RNNs. In addition

to a hidden state, ht , an LSTM also holds a cell state, ct , that is updated as shown

below:
ct = ft ∗ ct−1 + it ∗gt

ht =ot ∗ tanh(ct)
(2.4)

where ∗ denotes the Hadamard product. The role of the forget and input gates is

to control how much the previous cell state and output gates contribute to the new

cell state. If the forget gate were set to a vector of zeroes the new cell state would

only be formed by the output gate (thus forgetting the learned cell state) and, con-

versely, if the input gate were set to zero, the current input would not contribute to

either the new cell or hidden states (thus ignoring the current input). Finally, the

output gate weights the importance of the different cell state components. LSTMs

have proven successful as a tool to learn long-term patterns [Vinyals et al., 2014]

[Sutskever et al., 2014] but, as can be seen from the number of updates needed per

timestep, the complexity is also larger. This has a computational cost that may in
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turn prevent training with larger datasets or for a period long enough to actually

learn long-term patterns when the hardware resources are limited.

• GRU: Gated Recurrent Units [Cho et al., 2014] try to reduce the complexity of

LSTMs while keeping as many of the benefits as possible. Like LSTMs, GRUs

use the concept of gates to regulate the value of the hidden state of the layer, how-

ever, rather than keeping track of two vectors (ct and ht), GRUs limit it to one. GRUs

use three gates: reset (rt), update (ut) and new (nt) that are updated as:

rt =σ(Wir xt +Whr ht−1)

ut =σ(Wiu xt +Whu ht−1)

nt = tanh(Win xt + rt ∗ (Whn ht−1))

(2.5)

with nt being a slightly modified version of the hidden state of an Elman RNN.

Finally, the unique hidden state, ht is updated as:

ht = (1−ut)∗nt +ut ∗ht−1 (2.6)

which calculates a weighted average of the hidden state in the previous timestep

and the vector calculated with the new input, nt . Reducing the number of gates as

well as the number of stored state vectors successfully reduces the computational

complexity of the layer. Moreover, according to [Chung et al., 2014], which of the

two layers performs better is task-dependent making GRUs a strong choice.

2.1.2.2 Network architecture

The architecture chosen consists of a 4-layer stacked recurrent neural network with

a hidden size of 25 units per layer (the choice of cell type will be studied in the next

section). Dropout [Srivastava et al., 2014] (p=0.5) is applied at every timestep between

layers, that is, a value in the hidden state of a layer is transmitted to the next layer with

a probability of 0.5 (otherwise a 0 is sent). Dropout helps preventing the network from

overfitting to certain features (since they may not be available for every example) thus

forcing the network to learn more robust patterns.

The recurrent layers are followed by a linear layer that takes as input the output of

the output of the last timestep of the topmost recurrent layer. Its output, ŷ, is passed

through a softmax activation (Equation 2.7) that squashes the values between 0 and

1 and ensures they add up to 1. This way, the outputs ai can be intepreted as the
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probability of the input example belonging to class i.

ai =
exp(ŷi)

∑
j

exp(ŷ j)
(2.7)

The network is then trained using gradient descent to reduce the cross entropy loss

(Equation 2.8) on the training data:

−
N

∑
i

3

∑
j=1
1yi( j) log(ay j) =−

N

∑
i

log(ayi) (2.8)

where N is the number of training examples and 1yi( j) is the indicator function taking

the value of 1 if the class of the i−th example is j, and 0 otherwise. The initial learning

rate is η = 0.01 and is adapted with the Adam optimizer [Kingma and Ba, 2014] with

default paramaters (β1 = 0.9, β2 = 0.999 and ε = 10−8).

2.1.3 Experiment 1: Cell type choice

In order to select the type of recurrent cell for the RNN, the same training configura-

tion (both architecture and hyperparameters) will be tested across the three different

cell choices described in subsection 2.1.2. This is obviously a non-exhaustive test as

any type of cell may outperform the rest under certain conditions, nevertheless, it can

help discern the magnitude of difference between cell choices. If the difference in per-

formance were to be small, then the cell choice with less computational cost would be

preferred.

2.1.4 Experiment 2: Feature engineering

Every frame of a simulation can be fully described by the coordinates of the objects

in the x- and y-axes. In addition to these features, there exist some secondary features

that may be useful to predict the answer to the different questions:

• Velocity features (vx, vy): Directly feeding the puck velocities to the network (rather

than have it infer them from the sequence of positions) can help it learn higher level

features. Tracking the velocities of an object can help infer the effect of forces

from other pucks: if a stopped puck suddenly accelerates (without any other having

collided with it), we can infer that another object is exerting a force on it. Tracking

the velocities of two colliding objects can also help infer their mass as the heavier

one will experience a smaller displacement as a consequence of the collision.
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• Square distance (d2): The distance between pucks is another feature that can help

infer the attraction/repulsion forces between objects. This distance, in addition to

the angle of collision, is used by the physics simulator to calculate the effect of the

pairwise forces on the trajectories of the pucks (according to F ∝ m1m2/d2). More

simply, tracking the distance between pucks can help guess if they either attract,

repel or are neutral to each other as, in general, two attracting pucks will tend to be

closer to each other.

• Angles (cosine/sine features): The physics simulator uses the angle between objects

to calculate the change in trajectory when objects collide. Additionally, the effect

of the pairwise forces is affected by the angle as the force exerted on an object is

decomposed in the x- and y-axis using, respectively, the cosine and sine of the angle

between pucks. Because of this underlying usage, we can expect that providing the

model with these additional features can help obtaining better results.

The model specified in subsubsection 2.1.2.2 will be trained on different subsets

of features to test their usefulness on the task2. In each case, the selected features will

be standardized by removing the mean of each feature and scaling them to have unit

variance.

2.1.5 Experiment 3: Sequence length

As mentioned previously, even though LSTM and GRU cells have shown to be suc-

cessful in learning long-term patterns, training them in very long sequences can result

in vanishing gradients. Therefore, it could be possible that a recurrent neural network

applied to the problem at hand (with sequence length of 1800) is not actually capable

of gathering information from the whole sequence but only from parts of it, namely

the last part of the sequence. If this were to be the case, a model trained in a shorter

sequence would be expected to achieve approximately the same results as a model

trained in the full sequence. If contrarily, the network is capable of learning from the

whole sequence, we can expect models trained (and tested) on longer sequences to

perform better as more evidence will be available for the neural network. To test this

hypothesis, the model architecture presented previously will be trained on the same

dataset but reducing the simulation to the last N seconds.

2Note that the size of the first layer will need to change to accommodate the different number of
features in each subset.
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It is important to note at this point that simulations are reset if the speed of every

puck is under 0.25m/s. This alleviates the effect of learning only from the tail of

simulations where, if this were not the case, pucks would be expected to be slower. If

pucks have slowed down to almost a halt, the evidence for certain classes decreases

significantly. For mass questions, it is impossible to guess the mass of a puck that has

stopped or very hard if it is very slow and unlikely to collide with another puck. For

force questions, if the target pucks have completely slowed down and are in opposite

borders of the environment, it is as likely that the relationship between the pucks is

‘repel’ or ‘none’ (‘attract’ would be less likely as they would tend to accelerate towards

each other).

2.1.6 Experiment 4: Sequence resolution

A similarly interesting question to that of the sequence length is concerned with the

resolution of the sequences. The default resolution of the simulations is 60fps, that is,

each second in the simulation corresponds to 60 timesteps in the dataset. It is known,

that for the human visual system frame rates above 12 frames are perceived as mo-

tion [Read and Meyer, 2000] and thus it could be hypothesised that the same results

presented by [Bramley et al., 2018] could have been obtained with a lower frame rate.

Additionally, reducing the resolution may lead to more robust models since it will pre-

vent the network from learning patterns from small differences in consecutive frames.

2.1.7 Alternative training structures

The architecture proposed in subsubsection 2.1.2.2 makes it necessary to train one

network per question. Given that both questions refer to the same environment, this

approach can be considered wasteful as both models are trained from scratch and do

not share learned features with each other. There are two alternatives worth exploring

in order to optimize the computational resources used.

2.1.7.1 Experiment 5: Transfer Learning

While training one of the two models from scratch is inevitable, a subsequent model

could take advantage of the learning process by setting its initial weights to those learnt

by the previous one. This is known as transfer learning [Pratt, 1993]. One of the most

common approaches in transfer learning is to freeze the bottom layers of the network



Chapter 2. Passive and Yoked Condition: A supervised learning approach 11

during the training of the second model while the top-most (task dependent) layers

are replaced and trained from scratch. This relies on the assumption that the learned

features for the first task will be directly usable by the second model, only needing to

change the layers responsible for classifying the example in its correct class.

2.1.7.2 Experiment 6: Multi-branch Neural Network

A second possible approach to sharing experience across the two tasks is to develop

a multi-branch neural network. In a Y-shaped neural network, the bottom layers are

shared across tasks but the top layers are independent of each other. This way, the error

signal produced at the top of one of the branches can be backpropagated through both

the weights that are unique to one task as well as those shared across tasks. This setup

motivates the network to use the bottom layers to extract features that can be used in

both tasks and reserve for those computations that are only useful for one of the tasks

for the independent layers. In order to develop a comparable model to that developed

previously, every layer will have the same size (25 units per layer). Two of the layers

will be shared across tasks and another two will be independent for each task. If we

assume a completely independent encoding in the bottom layers for each branch, each

task has a smaller number of units than in the previous model. Ideally, if the bottom

layers encode shared features the number of weights needed to solve both tasks will be

reduced by 25%.

2.1.8 Yoked condition

2.1.8.1 Data description

In the yoked condition, participants watch a replay of another participant’s interaction

with the environment. In addition to the pucks, the replays include a ’+’ representing

the mouse. Whenever a puck comes under control, its border is stressed in bold. Ac-

cordingly, the data features include the position and velocities of the mouse, as well as a

one-hot vector encoding if an object is under control. The dataset consists of the simu-

lation data of two experiments of active participants collected by [Bramley et al., 2018]

making up a total of 980 simulations: 220 of them where both questions are answered,

400 where only the force question is and 400 where only the mass question was an-

swered.

As it is noted by the authors, the velocities of the objects were not recorded for 13

of the 20 participants in Experiment 1. For these experiments these features were filled
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in by using the instant velocities calculated from the position in consecutive frames.

Two additional trials were removed from the dataset due to a bug in the simulator that

would initialise pucks outside of the walls.

2.1.8.2 Experiment 7: Testing the passive model on yoked data

The first experiment involving the yoked data will be testing the performance of the

best model developed for the passive data. To do so, the mouse and control features

will be removed from the yoked dataset. This could pose problems as trajectories

consequence of mouse control could lead the system to believe the examples belong to

other classes. If, for example, in a repel example where pucks are expected to be far

away from each other, they are forced to be close to each other confusing the system

to think the example belongs to the attract class.

2.1.8.3 Experiment 8: Training a yoked model from scratch

The next step will be to train a model from scratch using the yoked dataset. Due to the

reduced number of trials available (which must be divided into training, validation and

test sets), rather than separating the trials to train models for a concrete question, all 980

trials will be considered as a single dataset. As commented by [Bramley et al., 2018],

the participants’ strategies vary depending on the question at hand, generating more

evidence that can help discern the answer for said question. Therefore, mixing the

experiments will also add variability to the training dataset which can in turn make

training a model more difficult.

2.1.8.4 Experiment 9: Transfer learning between conditions

Transfer learning could also be applied between the passive and yoked settings. Given

the possibility of training with a large dataset for the passive condition as well as the

homogeneity across examples, it is likely that a better model can be trained there than

for the yoked condition. The resulting model can then be used to initialise the yoked

model. Due to the difference in the number of features (note that the control and

mouse features are not present in the passive data), the control and mouse features

will be removed from the participant data in order to fit the dimensions of the passive

model. To compensate for the difference that can be found between the passive and

yoked data, every layer in the model will be tuned. The bottom two layers will do so,

however, with a lower learning rate η = 10−4 than the top ones (η = 10−2) due to the
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fact that they have already been trained and it is likely that smaller modifications are

necessary.

2.1.8.5 Experiment 10: Mixed-condition training

An alternative way of taking advantage of the passive data is to train a model from

scratch with a dataset composed of both passive and yoked simulations. The intuition

behind using a mixed dataset is that it can help solving the lack of data resulting in a

more stable fit. Moreover, given that yoked trials are composed by intervals without

participant interaction, using a mixed dataset can help the model find these similarities

between trial types. Since the passive data does not include mouse data, only the

one-hot features encoding control will be included (being filled with zeroes for every

passive simulation), which should be enough for the model to distinguish between

passive and yoked trials.

2.2 RESULTS

For each configuration tested in the experiments and shown in the results, three dif-

ferent models initialised with a different random seed were fitted. In the plots, solid

lines represent the averaged performance of these three models and the shaded areas

correspond to one standard deviation.

2.2.1 Experiment 1: Cell type choice

In order to select the type of recurrent cell that would be used in the model, the ar-

chitecture described in subsubsection 2.1.2.2 was fitted three times per cell type over

the span of 25 epochs. Each configuration being independently fitted to predict the

mass and the force answers. As can be seen in the training and validation curves in

Figure 2.2, the GRU cell dominates both question types. The loss of models using the

GRU cell decreases much more rapidly than those using the RNN cell, which show an

almost flat loss curve, and the LSTM cell, which initially decreases as fast but is then

surpassed by the GRU models. These results are reflected in the validation curves. For

the mass question, those models using the GRU cell achieve an accuracy of 55% by

the end of the 25 epochs against 37.5% and 35% for the LSTM and RNN cells, respec-

tively. For the force question, the accuracy of the LSTM cell is closer but still worse

than the GRU cell (49% against 57%) with the RNN cell performing close to chance
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Figure 2.2: Loss and accuracy curves for the different cell types over 25 epochs.

level (33%). Due to these results, the remaining experiments will use GRU cells in the

model architecture.

2.2.2 Experiment 2: Feature Engineering

In addition to the baseline features (puck coordinates and velocities) tracked by sim-

ulator, there are secondary features that may be useful to predict the answer to the

different questions. In this experiment, the possibility of adding the distances and an-

gle features between pucks and its union to the baseline features is studied. To do so,

the architecture described in subsubsection 2.1.2.2 using GRU cells was fitted three

times per feature configuration and question type. In Figure 2.3, the training curves

as well as the validation accuracy for the different models can be seen. For the mass



Chapter 2. Passive and Yoked Condition: A supervised learning approach 15

questions, the baseline configuration outperforms the rest achieving a lower loss and

higher validation accuracy (55%) than the rest.
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Figure 2.3: Loss and accuracy curves for different feature sets over 25 epochs. Baseline features

include puck coordinates and velocities. The remaining labels indicate added features on top of the

baseline.

Significantly, adding the angle features (or its combination with the distances) to

the baseline features results in a model that decreases the loss almost as fast as the base-

line model but achieves an accuracy 15% lower, which suggests that these features are

not useful to predict the mass property. For the force questions, the difference among

configurations is much smaller with an almost perfect overlap between the loss curves.

The difference in the validation accuracy remains small among them but favours those

models including the distances between pucks (distances and distances+angles in Fig-

ure 2.3(d)).
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2.2.3 Experiment 3: Sequence Length
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Figure 2.4: Loss and accuracy curves for different sequence lengths over 25 epochs. The sequence

lengths are indicated in frames with the resolution being fixed at 60fps. For example, length=1800 corre-

sponds to 30s-long simulations.

As mentioned in subsection 2.1.5, sequences of 1800 frames (30s) could be too long

for an RNN, resulting in models that only learn from the tails of the sequences and

that forget what happened in the beginning of the simulations. To test this hypothesis,

the same architecture was fitted to the same dataset changing the sequence length fed

to the model from the last 30s to the last 5s of the sequence. For the mass questions,

the training losses (Figure 2.4(a)) follow almost perfectly the length order, with the

longest length achieving the lowest loss. This is the expected result if the gradient is

correctly backpropagated through the whole sequence without vanishing since more

can be learned from single examples. These loss curves result in a similarly ordered
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validation accuracy (subfigure 2.4(c)), with the longest sequence model achieving the

largest accuracy. For the force questions, the order is not as clear. In particular, the

longest sequence does not occupy the first place in either loss or validation accuracy.

This can be due partly to the gradient vanishing as the error is backpropagated through

the network, that is, the magnitude of the error is so small that backpropagating it

through more timesteps does not result in a reduction in the network error. The vali-

dation accuracy difference among the different lengths is small, with every model but

the one trained in sequences of 5s achieving 55% by the end of the 25 epochs. These

results suggest that the model is not adversely affected by being trained in longer se-

quences and can, in the case of the mass questions, be favoured by it. Therefore, the

longest sequence length will be used for the remaining of this work.

2.2.4 Experiment 4: Sequence Resolution

The other factor to be taken into account with respect to the sequence properties is their

temporal resolution, that is, the number of frames per second in the simulation. Given

the high default resolution of 60fps, it is possible that consecutive frames differ only

slightly and do not add towards a better fit of the model. To test this hypothesis, four

different models were trained on the same dataset varying only the sequence resolution

from 60fps (step=1) to 15fps (step=4). In Figure 2.5, the results can be seen. For the

mass questions, we can observe how reducing the sequence resolution results in a faster

loss reduction. The model does not seem to be negatively affected by the reduction in

resolution but rather favoured by it with the best validation accuracy being achieved by

the model trained in 15fps (step=4 in Figure 2.5(c)) simulations. For the force question,

the loss curves do not differ much from each other. Nevertheless, as it is the case for

the mass questions, the best validation accuracy (61%) is achieved by a model trained

in a reduced resolution, 20fps (step=3 in Figure 2.5(d)) in this case, approximately a

5% difference with the remaining models.

2.2.5 Final choice

The results obtained in the previous experiments lead to two different training config-

urations for the mass and force questions:

• Mass: GRU cells, baseline features, full-length simulations at 15fps.

• Force: GRU cells, distances+angles features, full-length simulations at 20fps.
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Figure 2.5: Loss and accuracy curves for different sequence resolutions over 25 epochs. The se-

quence resolution is indicated as its ratio with the base resoution, 60fps. For example, step=2 corre-

sponds to 30fps simulations.

In this experiment, we train these separate models three times for a longer period

of time (100 epochs) and report their average performance and confusion matrices of

the best model on the reserved test data.

In the case of the mass questions, the loss curve is fairly homogeneous during the

first 40 epochs where it is reduced consistently. After that point, the evolution of the

loss depends on the specific fit, with some models continuing to reduce their loss and

some increasing it (note the large shaded area in Figure 2.6(a)). This, however, barely

affects the validation accuracy which reaches its maximum in one of the fits at 60%

and that remains between 50 and 60% for the majority of the epochs. The best model
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Figure 2.6: Top row: Loss and accuracy curves for the final model choice over 100 epochs. Bottom

row: confusion matrices of the best model evaluated on the reserved test data (1,000 examples).

achieves a test accuracy of 57.33%. As can be seen in Figure 2.6(c), the accuracy

varies across classes, being better at the cases where A or B are heavier. When both

pucks weigh the same, the model guesses correctly only 40% of the time and confuses

the remaining examples uniformly with A and B. These patterns match those found

by [Bramley et al., 2018] for human participants, who on average guess correctly a

46±29% of the examples in the passive mass condition (see Figure A.2.(a)).

In the force questions, the different fits follow a U-shaped curve, reaching their

minimum between the epoch 70 and 90 and increasing afterwards. This results in mod-

els that achieve a maximum of 61% accuracy in the validation dataset. The best model

fitted achieves 58.33% test accuracy. Its confusion matrix for the different classes
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can be seen in Figure 2.6(d). Similarly as before, the prediction and error patterns

match those found by [Bramley et al., 2018] for human participants: attract examples

are rarely confused with repel examples while none and repel examples are more often

confused with each other (see Figure A.2.(b))

2.2.6 Experiment 6: Multibranch training
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Figure 2.7: Top row: Loss and accuracy curves for the multibranch model over 100 epochs. Bottom

row: confusion matrices of the best model evaluated on the reserved test data (1,000 trials).

In order to test the possibility of training a single neural network for both tasks, the

Y-shaped architecture described in subsubsection 2.1.7.2 was trained three times. The

models were trained on full-length sequences sampled at 20fps including only the base-

line features. The training and validation curves, which can be seen in Figure 2.7, re-

semble those shown in the previous experiment. In the initial 60 epochs, the model
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losses decrease consistently until they reach a minimum after which the loss increases

again. Regarding the validation accuracy of the model, the mean curve for both models

is slightly higher than in the previous experiment, with some models reaching valida-

tion accuracies as high as 65% in both questions. The best model for each of the

questions was saved and evaluated on the test data achieving 65.33% and 62.33% for

the mass and force questions respectively3. These results improve those obtained by

the independent models developed in subsection 2.2.5 in +8% for the mass questions

and +4% in the force questions. This fact added to the reduced time needed to fit the

model with respect to the two models before (as well as the poor results obtained with

transfer learning see section A.1) makes this the preferred approach.

2.2.7 Experiment 7: Testing the passive model on yoked data

The Y-shaped model trained on passive data was then evaluated in the aggregated 1,017

participant trials gathered by [Bramley et al., 2018] achieving 52% in the mass ques-

tions and 41% in the force questions. The resulting confusion matrices can be seen in

Figure 2.84. The mass confusion matrix resembles the ones obtained in subsections

2.2.5 and 2.2.6, with the accuracy of A and B being approximately equal, while ‘same’

is confused with each one those classes a third of the time. The confusion matrix for

the force questions, however, changes with respect to those observed previously. In

particular, the accuracy for the ‘repel’ class has reduced in 40% being confused with

the ‘attract’ class 33% of the time (a 30% increase with respect to the passive data).

The accuracy for the ‘none’ class has not changed largely but rather than being con-

fused with the ‘repel’ class now it is mainly confused with the ‘attract’ class (a 41%

of the time). In other words, when evaluating the passive model on yoked data, the

number of examples predicted as ‘attract’ increases. This responds to the strategies

developed by human participants, in particular, it could be an effect of the encroach-

ing strategy described in [Bramley et al., 2018] where the participant ‘grabs one target

puck and moves it close to the other’. While this is a good strategy for participants

(since it generates evidence towards the correct class), it can lead to the confusion of

a network trained only on passsive data as pucks that would normally stay away from

each other (i.e. examples of ‘repel’ and ‘none’ classes) appear to ‘attract’ each other

leading to the confusion of said classes.

3Note that the same prediction patterns described in subsection 2.2.5 can be observed for this model.
4For the individual confusion matrices see section A.3
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Figure 2.8: Confusion matrices of the multibranch model evaluated on the yoked trials.

2.2.8 Experiment 8: Training on yoked data from scratch
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Figure 2.9: Loss and accuracy curves for the training on yoked data over 100 epochs.

The next experiment consisted of training the Y-shaped model in the aggregated yoked

data from scratch. As before, full length simulations sampled at 20fps including only

the baseline features5 to be able to compare its results with the model trained on passive

data. The results obtained (see Figure 2.9) suggest that while the model is capable of

fitting the training data, the learned patterns do not generalise to the validation data, that

is, the model is overfitting. Note that adding regularisation terms to the training loss

resulted in similar fits. This could due to two different reasons. Firstly, the reduced
5Using additional control and mouse features resulted on models with a similar performance.
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number of trials available for training: for the passive training, 3500 trials are used

solely for training, while for the yoked data only 1017 trials are available to be divided

into training, validation and test. Secondly, the variability in participant strategies as

well as in the type of questions asked in Experiment 1 and 2, make the task of fitting a

model to the data harder.

2.2.9 Experiment 9: Transfer learning between conditions
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Figure 2.10: Loss and accuracy curves for the training of the transfer-learning model on yoked data

over 100 epochs.

In this experiment, the weights obtained in subsection 2.2.6 were used to initialise the

model. This model was then further trained using the combined yoked data from the

Experiment 1 and 2. The training and validation curves in Figure 2.10 show once more

that while the model can fit the training data, the learned model does not extrapolate

to the validation data. The models achieve their maximum validation accuracy at the

beginning of the training and decrease during the remaining epochs. Although transfer

learning should reduce the amount of data needed to fit a model, in this case, it is not

enough to find a network that improves the performance of the passive model.

2.2.10 Experiment 10: Mixed-condition training

In the last experiment using yoked data, a model was trained using a dataset formed by

a mixture of passive (1738 trials) and yoked trials (762). Since the goal is to develop

a model that performs well on yoked data, the validation data is only formed by this
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type of simulations. In Figure 2.11, the training curves can be seen. In the loss curve,

two intervals can be differentiated: the first 40 epochs where the losses are reduced in

a stable manner, and the rest, where the behaviour depends on the fit in particular. In

the validation accuracy plot, it can be observed how the model accuracy grows in the

first 20 epochs after which it plateaus and remains around 45%.
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Figure 2.11: Top Row: Loss and accuracy curves for the training on the mixed dataset over 100

epochs. Note that the validation was made solely on yoked trials. Bottom row: confusion matrices for the

best model fitted.

It is worth noting that, while this approach does not improve the accuracy of the

passive model on the mass questions (45.31% versus 52%) it does achieve similar

results for the force questions (42.33% versus 41%). In any case, these results have

to be taken with caution since the test and validation sets are composed of only 128

examples. In the confusion matrices we can observe how, for the mass questions, this



Chapter 2. Passive and Yoked Condition: A supervised learning approach 25

experiment has resulted in a model with a preference for the class A. For the force

questions, a similar pattern to that seen in the passive model tested on yoked data in

subsection 2.2.6 (i.e. confusing ‘repel’ and ‘none’ examples with attract) has arisen as

a result of training data being a mixture of passive and yoked data.

2.3 DISCUSSION

During this chapter it has been shown that recurrent neural networks are a tool powerful

enough to predict latent properties in the studied physical environment. To achieve this,

different network, data and simulation configurations have been investigated, yielding

a multibranch neural network that shares features across the two types of questions. In

the passive condition in particular, this network achieves an accuracy similar to human

participants. In the yoked condition, partly due to the lack of data and partly due to

the inherent complexity of the task, it has not been possible to match the participants’

accuracy.

Although these results are relevant, they bring up a question: is the average perfor-

mance on the task limited to this accuracy? In other words, would a different model,

whether larger, trained for longer and/or on more data achieve better results? Even

though this is a possibility, it is also possible the improvements might just be marginal.

By visualising simulations guessed incorrectly by the model, it is clear that some of

the examples lack the evidence necessary to be classified correctly. In some of them,

for example, the target pucks do not move from their starting position in a corner of

the environment which makes it impossible to correctly classify the instance. Other

misclassified examples do have evidence towards one of the classes but this evidence

is subtle. [Bramley et al., 2018] developed a metric for the amount of evidence present

in each simulation by having a probabilistic model capable of simulating forward the

environment in all possible configurations. Assuming constant noise in the predic-

tions, an interval in a simulation is more informative if the predictions corresponding

to incorrect configurations for the same interval differ greatly from the observed sim-

ulation. Intuitively, if the target pucks are far from each other, their trajectory will not

vary much regardless of their force relationship, therefore, this interval is not consid-

ered informative. Contrarily, if the pucks are close to each other, their trajectories will

differ greatly depending on their force relationship, making this interval informative.

Analysing the examples misclassified by the network with this metric of informative-

ness can shed a light on whether the performance of the network is directly restricted
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to examples with a certain level of evidence. Moreover, it can help compare the types

of examples that are misclassified by participants and by the network.

As mentioned in the introduction, an alternative approach to predicting the under-

lying properties of the simulation is to predict the full dynamics of the environment.

That is, predicting the locations (and optionally the velocities) of the pucks in the im-

mediate future. It is clear to see that, in order to generate an accurate prediction, this

model needs to learn the hidden properties of the environment. How to extract the

properties themselves from this model is not clear. An autoencoder-like architecture,

for example, could be trained to predict them in the inner-most layer. Alternatively,

an approach that predicts both the immediate future as well as the properties could be

trained in a similar manner as the Y-shaped model developed in this work. Given that

the properties are relevant to predict the future and predicting the future encapsulates

the property-prediction task, this combined approach may be the optimal solution.

Lastly, it is important to note that the main limitation of the approach proposed

during this project is the impossibility to generalise to other physical environments.

The task of predicting physical properties from passive observation in human beings

is inherently visual. This allows us to transfer the knowledge acquired to predict, for

example, the mass of objects that we have not previously seen. Given that the goal is

to analyse the possibility of recreating the physical understanding of human beings in

artificial agents, it would be interesting to translate this problem into the visual domain.

In addition to this, models should not be constrained to solving a single task but rather

be focussed on solving a variety of them in a given domain in a meta-learning manner.

Designing tasks within the same physics simulator in which the underlying physical

properties are relevant could lead to the emergence of a model which develops some

sort of physical understanding that can be more closely compared to that of human

beings.



Chapter 3

Active Condition: A Reinforcement

learning approach

This chapter will deal with the study of the active condition. Firstly, the task will be

modelled as a reinforcement learning problem, focussing on the peculiarities that set it

apart from more classic tasks. Then, three different experiments will be performed to

test the viability of the approach. Finally, the results and future work that could follow

the present will be discussed.

3.1 METHODS

3.1.1 Reinforcement learning

In a reinforcement learning problem, an agent interacting with an environment tries

to maximise its cumulative reward. Following [Sutton and Barto, 2018]’s definition,

a reinforcement learning problem can be described by specifying four components:

the state space (S ) i.e. all the possible configurations the environment can be in; the

action space (A) available for the agent at each step; the transition function (T ), that

is, how the environment changes after the agent takes an action; and lastly, the reward
signal (R ) which defines which state transitions are rewarded, encoding the goal of

the task.

Reinforcement learning tasks are often modelled as finite Markov Decision Pro-

cesses (MDPs) where the set of states, actions and rewards is finite and the transition

function and reward signal are well defined. In MDPs, a process is said to have the

Markov property if both the next state, s′, and reward received, r, depend solely on the

27
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current state s and the action taken a.

This means that the transition function T , can be specified as the probability of

seeing state s′ after taking action a in state s, such that the sum over possible next

states is equal to 1.

∑
s′∈S

p(s′|s,a) = 1 (3.1)

Similarly, the reward function can be seen as the probability of receiving a certain

reward r after taking an action a in state s, such that the sum over possible rewards is

equal to 1.

∑
r∈R

p(r|s,a) = 1 (3.2)

3.1.1.1 Partial Observability

As mentioned in the previous chapter, each frame in the simulation can be fully de-

scribed by the coordinates of the pucks. This, however, does not the environment

Markovian as the next state, i.e. the next location of the objects, do not only depend

on the current position of the pucks but also on their current velocity and underly-

ing configuration of the environment i.e. the masses and forces of the pucks. These

characteristics are not available and thus make this environment partially observable.

In partially observable MDPs (POMDPs) [Astrom, 1965], the transition and the

reward functions are not fully defined as a function of the current state and action taken

but rather depend on values that are not available for the agent. In some POMDPs the

next state and reward depend on the sequence in which events happen. If, for example,

an agent is tasked with opening, filling, closing and starting a dishwasher, two states

‘closed and empty’ and ‘closed and full’ are perceived as the same but only if the action

‘starting the dishwasher’ has been preceded by ‘filling the dishwasher’ will the agent

receive reward.

One possible solution to solve this problem is to include in the present state a sum-

mary of the relevant previous state and actions. This summary can go from additional

handcoded features (e.g. a boolean responding to ‘has the dishwasher been filled’) to

a short sequence of past states. In [Mnih et al., 2015], for example, the last 4 frames

are stacked and conform the current state of an Atari game. This helps solve the partial

observability of games that include moving objects like, for instance, Pong.

This approach, however, does not scale well if longer sequences are relevant to the

current state or if the sequential position of relevant states change from trial to trial.

Ideally, we need a summary function θ that takes the history of states s0,s1, ...,sT and
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creates a summary state s0...T which can be used to predict ultimately the action to

take. Furthermore, it would be interesting if rather than processing the sequence in

full at every timestep the summary function worked in an incremental manner, taking

a summary and a new state as input.

θ(s0,s1, ...,sT ) = s0...T ≈ θ(s0...T−1,sT ) (3.3)

3.1.1.2 Solving reinforcement learning tasks

A common approach to solving reinforcement learning tasks consists of learning state-

action values. State-action values or, simply, action values correspond to the expected

long-term reward after taking an action in a certain state. Long-term rewards are often

characterised as the discounted return, Rt :

Rt = rt + γrt+1 + γ
2rt+2 + ...+ γ

T−trT =
T

∑
i=t

γ
i−tri (3.4)

where rt is the reward received at time t and γ is the discount factor. Action values,

q(st ,at), are then characterised as:

q(st ,at) =E[Rt |s = st ,a = at ] (3.5)

The simplest approach of estimating action values would be to record the returns expe-

rienced for every state-action pair and average them. Then, at decision time, the agent

would take the action with the largest estimated action value. Doing this, however,

is not viable for very large state spaces as storing (or even enumerating) every state

may not be possible. Moreover, this approach misses on the possibility of generalising

across states as we would record individual values for every state. An alternative for

this approach is to estimate this value using a function approximator, f , such that:

q(st ,at)≈ q̂(st ,at) = f (st ,at) (3.6)

This turns the problem of action value estimation into a regression problem which,

therefore, can be solved by a variety of models: linear regression models, SVMs, de-

cision trees, etc. In Deep Reinforcement Learning [Mnih et al., 2015], the estimator

takes the shape of a neural network. Regardless of the model choice, the regression

model is fitted to predict the expected return given a state and action. The target values

to be predicted can be the sampled returns (Equation 3.4) or any other equivalent esti-

mator of the action values, such as Q-learning [Sutton and Barto, 2018, Chapter 6.5].
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The regression models are then trained to reduce the error (e.g Mean Squared Error)

between their prediction, taking as input a state-action pair (st , at) and these target

values.

From Equation 3.6, it is clear to see that the approximator needs to predict future

long-term reward from the current state and action. As mentioned in the previous

section, this is possible as long as the environment is Markovian. However, if the

state is not Markovian we need to develop a summary function that accumulates the

relevant information from the history of states. Recent works in deep reinforcement

learning, where the function approximator takes the shape of a neural network, have

equipped agents with RNNs so that their hidden state can work as a summary function

[Sutton and Barto, 2018, Chapter 17.3]. Every timestep, the RNN will processes a new

state and update its hidden state which, if successful, will help at better predicting the

action values and thus improve the decision-making. In this case, the same architecture

used in the previous (using GRU cells) will be used.

3.1.2 Action space

The RL agent will control the mouse like any other participant is able to in the active

setting. As mentioned previously, if a puck comes under control and then the mouse

moves, the puck will be dragged towards the mouse position according to its mass

(rather than being instantaneously transported with the mouse). Human mouse control

is characterised by short bursts of movement, that is, rapid displacement followed by

an almost instantaneous halt. This ability allows to quickly reach unmoving targets or

intercept moving objects with a great precision. The success of the agent will, there-

fore, greatlyor ineffective, it could be combined with neu- ral networks by having them

predict the future informativeness of actions in a similar manner to how [Silver et al.,

2016] predic depend on an action space in which the agent can learn such behaviour.

In the designed action space, rather than controlling the position of the mouse

directly, the agent will be able to control its velocity. It will be able to increase the ve-

locity of the mouse in an additive manner in one of four directions (NORTH, SOUTH,

EAST and WEST). An additional NO OP action will decrease the velocity in both axes

dividing its value by a constant. This will allow the agent to accelerate rapidly by

selecting repeatedly one of the first four actions and to stop even more rapidly by se-

lecting the NO OP action. Lastly, the agent will be able to CLICK the mouse. If an

object comes under control, the clicking action will continue until the agent selects
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the CLICK action again. If, on the contrary, the agent does not manage to grab an

object the clicking action will cease. In addition, selecting to CLICK will decrease the

velocity in the same way selecting NO OP does.

3.1.3 Training details

The deep reinforcement learning agent will be trained with experience replay. In expe-

rience replay [Mnih et al., 2015], rather than learning from single transitions generated

at each timestep, these transition tuples (state, action, reward, next state, done) are ac-

cumulated in a replay memory. At learning time, a mini-batch of these transitions is

randomly sampled, removing the correlation between examples and preventing it from

overfitting to a single episode.

For recurrent neural networks, however, we want the network to learn from this

correlation backpropagating the error through the different transitions. The approach

suggested by [Kapturowski et al., 2019] is to save the RNN hidden states during the

episode and then. This way, at learning time, subsequences from the episodes can be

sampled and the neural network can be initialised to the state the network was in at the

subsequence start. As the authors show, this improves the performance with respect

to initialising the hidden state to zeroes and, consequently, will be the selected option.

This approach, however, can suffer from representational drift as, through learning,

the network changes its hidden state representation rendering old saved hidden states

unusable. Therefore, learning rates have to be small enough to allow for hidden state

reuse and old examples discarded from the replay memory as learning progresses.

The learning targets for the RNN will be computed from full returns as shown

in Equation 3.4. This can yield a slower training process than bootstrapped estima-

tors, like Deep Q-learning [Mnih et al., 2015], but can also be more stable as full

returns do not suffer from the bootstrapping error introduced by Q-learning targets

[Sutton and Barto, 2018, Chapter 9.3]. Learning will happen once every episode when

32 episodes will be sampled from the memory which will have a maximum size of

64 episodes and will be emptied as a FIFO queue. Subsequences will then be taken

from these episode and the network will be trained to minimise the MSE error between

the target and the its predictions at every timestep of the selected subsequences. The

learning rate will be initialised to 5 ·10−4 and will be adapted with the Adam optimizer

[Kingma and Ba, 2014]. The agent will follow an ε-greedy policy (where ε denotes the

percentage of actions that are taken randomly) which will decay exponentially accord-
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ing to ε = exp(−0.0001 · k) where k is the episode number. Lastly, the discount rate

will be set to γ = 0.95.

3.1.4 Experiment 11: Learning to grab pucks

In order to test the viability of this approach, rather than directly diving into the

question-answering problem, the ability of the agent at grabbing pucks will be tested.

With this purpose, the environment will be slightly transformed, containing one puck

rather than four. For this task, the velocity of the puck will be removed from the state to

transform it into a non-Markovian task1. In theory, the agent’s RNN will be in charge

of approximating the velocity of the puck from the sequence of positions. This will

help with decision making since estimating the velocity can help predicting the future

position of the puck and thus can help intercepting it. Lastly, in addition to the loca-

tion and velocity information, the agent will be provided with the percentage of time

elapsed since the beginning of the episode.

The episodes will finish once the agent grabs a puck, for which it will receive

a positive reward, or after the time runs out, which will make it receive a negative

reward of -1. The positive reward will decay linearly from +1 to 0 across the time

allowed for grabbing the puck to encourage the agent to rapidly grab the puck. To

accelerate the training process, training episodes will have a timeout of 10s while the

validation episodes will have 30s. At each timestep, the agent will select an action

from the 6 movement actions described in subsection 3.1.2 which will be executed in

two consecutive frames.

3.1.5 Experiment 12: Learning to answer questions

Next, the possibility of answering questions in the deep reinforcement learning set-

ting will be investigated. The simplest configuration of the environment that allows

this approach is the two-puck setting where only the target pucks are simulated. Be-

sides the action space described in subsection 3.1.2, three additional labelling actions

(ANSWER 1, ANSWER 2 and ANSWER 3) will be available to answer the question at

hand. Following the approach introduced by [Denil et al., 2016], the interaction of the

agent with the environment will end once the agent selects a labelling action or after

1Note that if we counted with the position and velocities of both the puck and the mouse, the state
would be fully Markovian since the next position of the puck and mouse can be predicted from the
current state and action selected.
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the episode times out. A correct answer will be rewarded positively, while an incorrect

answer or timeout will be rewarded negatively. Note that no additional rewards will be

given to the agent. This sparse reward signal will force the agent to learn which mouse

actions lead to correct answers and to decide when enough evidence has been observed

to answer the question.

In order to accelerate the learning process, the agent will not be able to answer

questions in the first 10s of the simulation to ensure that the agent watches enough

simulation to be able to answer the question (see subsection 2.2.3). It is important to

note that, even though a RNN trained on passive data has been shown to achieve close

to 60% accuracy, this does not ensure that the agent will reach a similar performance as

easily. This is due to difference between the feedbacks received in reinforcement and

supervised learning. [Sutton and Barto, 2018, Chapter 2] defines them as evaluative
and instructive respectively. In the first one, when the agent takes an action, it is

evaluated in terms of how good it is; in the second one, an action (or a prediction as

is the case in supervised learning) is judged in terms of its optimality. It is clear to

see that, after a question is answered incorrectly in the reinforcement learning setting,

the agent is still unaware of which the true answer (of the other two) is the correct.

Contrarily, the error propagation in supervised learning is based on which the correct

answer is.

3.1.6 Experiment 13: A Mixed Approach

Regardless of the results of the previous experiment, it will be interesting to compare

its performance with an approach that uses supervised learning to respond to the ques-

tions since, as mentioned in the previous section, learning these answers inside of the

reinforcement learning framework may not be optimal. In order to do so, the action

space will change slightly, passing to include only 7 actions, 6 of which will corre-

spond to mouse control actions. The seventh action will delegate the answering to a

second network. This network will be trained in a supervised manner to predict the an-

swers in a similar way to which the networks in the first chapter were. Therefore, once

the reinforcement learning agent chooses to answer the question, the episode so far

will be processed by the supervised network. If this network responds to the answer

correctly, the RL agent will be reinforced positively and negatively otherwise. This

way, the RL agent will be motivated to generate examples that the supervised network

can classify correctly.
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The training of both networks will be interleaved, training the RL network after ev-

ery episode and the supervised network once every ten episodes as this task is expected

to be easier. Additionally, training the supervised network too rapidly may lead to an

agent that does not learn to interact but rather one that just waits long enough for the

supervised network to predict. By balancing how often both networks are trained, the

RL agent will be favoured by improvements in the supervised network but, most im-

portantly, it will be forced to create simulations that the supervised network can guess

correctly. Additionally, the supervised network will learn to adapt to those simulations

as the policy of the agent changes throughout the training. If successful, it would be

interesting

3.2 RESULTS

As in the previous chapter, three independent models were fitted for every experiment

performed. In the plots shown, solid lines indicate the averaged performance of the

models and the shaded areas one standard deviation.

3.2.1 Experiment 11: Learning to grab pucks

For this first experiment, a reinforcement learning agent was trained in three different

occasions during 33,000 episodes to learn how to move towards a puck and grab it.

In Figure 3.1(a), the evolution of the loss over the training episodes can be seen. As

can be seen in that plot, the loss is still reducing by the end of the 33,000 episodes

which indicates that further training could result in a better agent. Regardless, as can

be seen in Figure 3.1(b), by the end of the training the agents manage to control the

puck in 70% of the episodes with some agents’ performance reaching more than 80%.

As it was explained in subsection 3.1.4, the training setting differs from the test setting

in the timeout of the episodes with the latter allowing for triple the time. The trained

models were saved every 1,000 episodes and then validated during 100 episodes with

a timeout of 30s with a value of ε = 0 (no random actions). As can be seen in Figure

3.1(d), the increment in episode length and the absence of random actions results in

models with a higher percentage of successful episodes. In particular, the best model

in terms of the validation manages to control the puck in 100% of the episodes with an

average episode length of 256 frames, that is, it takes on average approximately 4s to

grab it. It is also worth mentioning that a fully random agent is already able to grab a
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puck in around 25% of the episodes, as can be seen from the initial episodes in Figure

3.1(b) indicating a good action space coding.
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Figure 3.1: Top Row: Training loss and control for the model trained 33,000 episodes. Note that the

plots shown correspond to the rolling average (window size 500) of the actual statistics to smooth out the

resulting curves. Bottom row: Average validation episode length and control.

3.2.2 Experiment 12: Learning to answer questions

For the second experiment, three agents were trained to answer the force questions

using the full action space described previously. The agents were trained during 10,000

episodes following an ε-greedy policy decaying exponentially over the episodes as

ε = exp(k×−0.001) where k is the episode number. In Figure 3.2, the results for

the training can be seen. Most relevantly, in Figure3.2(d), it can be observed that by
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the end of the 10,000 episodes the agents have surpassed chance level and achieve

on average an accuracy of 45%. Figure 3.2(b) shows that the average episode length

grows steadily during the first 7,000 episodes to then decrease once the accuracy of

the agent starts to increase. This suggests that, as the agent learns, shorter episodes are

needed to answer a question correctly. Figure 3.2(c) shows that the agents exert control

over one of the pucks in 36% of the episodes and in approximately 4.5% control over

the two pucks. Although, intuitively, controlling one of the two target pucks is enough

to answer the force question, the control statistics are uncorrelated (ρ ≈ 0.0059) with

the percentage of correct answers. Consequently, it can be the case that the behavior

learned is not informative for the questions but further analysis would be needed to

confirm it.
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Figure 3.2: Training loss, average episode length, control and accuracy for the trained model over

10,000 episodes.
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3.2.3 Experiment 13: A mixed approach

For the last experiment, three agents were trained for 10,000 episodes to answer force

questions as in the previous section, the only difference being a change in how ques-

tions are answered (see subsection 3.1.6). In Figure 3.3, the results are displayed. As

can be seen in figure 3.3(d), the tested approach not only learns faster than the one

shown in the previous section, but also reaches a larger accuracy, a maximum of 61%

on average. This would be expected as the network in charge of answering the ques-

tions is trained via supervised learning which is more tuned to this part of the task.
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Figure 3.3: Training losses, average episode length, control and accuracy for the trained model over

10,000 episodes.

As in the previous experiment, in figure 3.3(b), it can be seen how the average

episode length rises during the first 7,000 episodes to then fluctuate around an episode

length of 1000 frames. Again, on average, agents control one puck in approximately

a third of the episodes (35.67%) and two pucks in 4% of the occasions. Similarly as
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before, the control remains uncorrelated (ρ = 0.006) with the percentage of correct

answers, which suggests that the learned behavior is not yet informative by the end of

the training.

3.3 DISCUSSION

During this second chapter, the active learning condition has been investigated. The

task has been framed as a reinforcement learning problem in which an agent is required

to learn how to interact with the environment to reveal the physical properties. In the

first place, the quality of the action space coding has been evaluated with a simple

task that sits at the base of all interactions with the environment. The results from this

task show that the proposed training structure is sufficient to learn how to grab pucks.

Afterwards, two different approaches have been tested to answer the proposed mass

and force questions in a simplified two-puck environment. Both approaches have been

shown to surpass chance-level performance, however, as the results in subsection 3.2.3

show, this does not mean that any informative behavior has been learnt. Further work

on both of these approaches is necessary to conclude their usability to solve the active

condition.

As has been shown throughout the chapter, learning dexterous control of a mouse

is a complex task and even more when this behavior is not the final goal but rather the

means for a more complex task. These results suggest that alternatives may need to

be researched. Among the existing possibilities, it would be interesting to substitute

the action space for more direct actuators, similar to [Denil et al., 2016]. These actions

would directly apply a force on the puck (e.g. a horizontal or a vertical force). Con-

figuring such direct actuators would allow to learn from the most basic setting, where

pucks are initialised at 0m/s, since applying forces to them can already help reveal

their properties. In the mass questions, for example, applying the same force to both

target pucks would help infer their mass as heavier pucks will traverse less distance

than lighter ones. This action space can help shift the focus towards learning how to

experiment in the environment, allowing to evaluate its complexity more directly.

An alternative approach to direct actuators that has not been tackled during this

work is the possibility of learning a hierarchy of actions. Even though moving a mouse

can be described as a set of very primitive actions (go up, down, left or right), our

thought process when controlling it is more goal-oriented. These goals are described in

terms of more complex tasks like going to a location, launching a puck, shaking it, etc
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which in turn can be decomposed into the primitive actions. In reinforcement learning,

these more complex tasks are often referred to as options [Sutton et al., 1999]. Recent

work [Bacon et al., 2017] has tackled how these options can be learnt autonomously

by the agent in complex environments and thus researching its application to the task at

hand would be of extreme interest. An alternative hierarchical approach that would also

be interesting to study is that introduced by [Tessler et al., 2017], where a subnetwork

per skill is learned. These networks can then be distilled into a single one or used ’as

is’ as part of the action space.

Besides varying the action space, new reward signals could be investigated. Previ-

ous work by [Li et al., 2019] in the environment tackled in this work used the informa-

tiveness of the actions (see section 2.3) to guide the learning of the agent. Nevertheless,

the goal of said agent was to generate informative actions rather than using them to an-

swer the questions. Using a much richer reward signal may help learning complicated

mouse control as described before. Additionally, it may be interesting to investigate

curiosity mechanisms. As described by [Schmidhuber, 2010], these mechanisms can

help guide the exploration of the environment in sparse reward settings by introducing

new intrinsic rewards that reinforce the agent when it visits states that are ‘novel or

surprising’. As shown by recent work [Burda et al., 2018], these approaches can be

combined with a secondary model that tries to predict the consequences of the agent’s

action i.e. the immediate future of the environment as explained in the introduction.

Lastly, this work has focussed on using a continuous state space since deep re-

inforcement learning techniques have shown to be successful in such environments.

Nevertheless, discretising the state space could be combined with previously men-

tioned approaches and opens doors for alternative approaches, such as Monte Carlo

methods. In MCTS [Coulom, 2006], for example, environments are simulated forward

to facilitate the action selection in the current state. Having access to the simulator

(a perfect model of the environment) and discretising the state space would allow to

define the next possible states given the different actions. On the other hand, if this

approach proves to be too expensive or ineffective, it could be combined with neu-

ral networks by having them predict the future informativeness of actions, similar to

[Silver et al., 2016], where the chances of winning a game if one action is taken are

predicted.



Chapter 4

Conclusions

The aim of this study was to investigate the capacity of artificial agents equipped with

recurrent neural networks to correctly infer hidden properties of a physical environ-

ment. In the past, neural networks had been trained to accurately predict trajectories

of objects and to infer latent properties like their energy, however, their performance

had never been compared to human participants. In this work, a similar cognitive task

previously tested on human subjects, was tackled. It has been shown that the trained

models achieve human-level accuracy in the passive condition. Nevertheless, for the

yoked and active conditions, additional work will be needed to reach a similar per-

formance. Designing tasks that, like this one, are challenging for both humans and

artificial agents, will help further the knowledge of physical understanding in humans

which in turn can help developing artificial agents with a similar insight.
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Appendix A

A.1 Transfer Learning
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Figure A.1: Loss and accuracy curves for the two possible transfer learning fits over 100 epochs. Left

column represents a model initialised with the weights of a model trained to answer force question and

the right column vice versa. Solid lines represent average performance of three models and the shaded

area one standard deviation.
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A.2 Confusion matrices of human participants

Figure A.2: Confusion matrices for human participants in the different conditions. Mass

(a) and force (b) questions are shown. Reprinted from ‘Intuitive experimentation in the

physical world.’ by N. R. Bramley, T. Gerstenberg, J. B. Tenenbaum, & T.M Gureckis

(2018). Cognitive Psychology, 105, 9–38.
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A.3 Testing passive model on yoked data
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Figure A.3: Individual confusion matrices for the different active trial groups in the experiments by

[Bramley et al., 2018]. In parenthesis, the question the participant had to answer. If unspecified, both

questions were answer. Mass/Force model indicates which question the model was asked to answer.
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