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Abstract
Blood vessels develop into complex vascular networks in order to transport blood and
nutrients to living tissue. The study of the structure and development of these networks is fundamental to biology and medicine, as they are readily affected by certain
drugs and diseases. In the first part of our research, we study the local spatial structure
of mice retina vascular networks. We implement a series of metrics to characterize
these networks and measure the effects of drug interventions. Our experimental results
reveal several surprising findings. An increase in VEGF, a biological driver of angiogenesis (branching), leads to much thicker vessels and increased sprouting while not
actually increasing clustering in the networks. We also find that despite angiotensin
being a vasoconstrictor, it leads to slight increases in vessel thickness. Additionally,
many of our experimental results refine our understanding of the influence of drug
interventions on these networks. We see that captopril, a vasodilator, has more influence in encouraging angiogenesis closer to the sprouting front; while angiotensin, a
vasoconstrictor, has more impact in promoting pruning nearer the optic nerve.
In the second part of our research, we develop a novel method for efficiently automating the detection of the sprouting front across both control and drug intervention networks. Previously, researchers performed manual detection of the sprouting
front using a multi-day resource intensive procedure. We obtain mean sprouting front
depths for the control, angiotensin, and captopril networks that are almost all within
20% of the values obtained in the previous research; with many of the values actually
much closer in comparison. We note that optimization of the parameter choices in our
method can further improve these results. Additionally, we obtain these results within
seconds using only the spatial data of our preprocessed graphs of thousands of nodes.
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Chapter 1
Introduction
The circulatory system consists of a complex structure of blood vessels that transport
oxygenated blood throughout an animal’s body to ensure that living tissues obtain the
necessary nutrients for maintenance and growth. We can consider subcomponents of
this circulatory system as constituting vascular networks. These vascular networks
have further divisions based on the roles of the vessels within them. Arteries carry
oxygenated blood from the heart and deliver it to capillaries, which transport the blood
to local tissue. In the reverse of this process, veins carry deoxygenated blood from the
capillaries all the way back to the heart.

1.1

Context of our Work

The actual physical development of a vascular network is a complex process. To study
this development, scientists frequently use mice retina [17]. The network architecture of the mouse vascular system displays strong similarities to the network in humans [18]. For both mice and humans, vasculogenesis is the process where new vessels
in the vascular system form from endothelial cells. In angiogenesis, new vessels form
when endothelial cells branch off of existing blood vessels. After the initial stage of
network development under vasculogenesis, angiogenesis begins to develop a highly
complex network structure by causing branching on the existing network. Following
the construction of vessels in angiogenesis, external factors–such as surrounding tissue
demands–induce a continuous remodeling of the existing network. During remodeling, vessels undergo diameter control, whereby the vessel thickness shrinks or expands
to accommodate the external pressures on the network. Additionally, vessel regression
also occurs. This process of pruning eliminates unnecessary or redundant vessels in
1
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the network. The remodeling process continually occurs throughout the network even
as new endothelial cells and vessels are added to the network [18].
Sprouting Front: The Developing Boundary of the Vascular Network.

Scientists

can partition these vascular networks into two parts characterized by whether vascular
branching or remodeling is occurring. The part of the network that is still forming
from existing vessels is called the sprouting front [4]. We refer to the remainder of the
network as the mature region. In the other part of the vascular network, the vessels
are differentiated into the arteries, capillaries, and veins described above based on the
remodeling process. Consequently, main arteries and veins lead from the optic nerve
into this sprouting front, where capillaries are forming. In Figure 1.1, we show an
example of a mouse retina, highlighting a distinction between the mature region and
the sprouting front. As a note, all figures in this work were produced by the author.

Figure 1.1: An example vascular network with key components labeled and a stylized
distinction of the sprouting front highlighted. The optic nerve is located beyond the
top of the graph. Blood vessels are sized and colored according to actual widths, with
darker colors corresponding to thicker vessels. An artery and a vein are highlighted.

We note that Figure 1.1 is actually a stylized labeling. The exact location of the
sprouting front and optic nerve are not shown. Additionally, depending on the exact
size of the vessels, the arteries and veins are sometimes more appropriately classified
as just large capillaries [18]. In this research, however, we still refer to them as arteries and veins for ease of reference purposes as they remain clearly distinct from
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the surrounding vessels as shown in Figure 1.1. For our purposes, we also define the
periphery of the sprouting front as the vessels located farthest away from the optic
nerve.

1.2

Motivation

Recently, scientists have attempted to develop more formal ways to quantify specific
structural characteristics of vascular networks. For instance, in [9], researchers examined the influence of molecular signaling and shear stress on the remodeling process
within vascular networks. However, there is currently an absence of a platform of
vascular network analysis tools and techniques based on graph theory. Such methods would allow the quantification of different structural properties within the vascular
networks and allow for detection of changes within this structure. For diseases, early
detection can be extremely important. As an example, diabetic retinopathy is a leading
cause of blindness because it causes the gradual deterioration of the vascular structure
within the eye thereby damaging the retina [7]. Early detection can allow for treatment
before the damage becomes worse. At the same time, detecting structural changes can
also be important for performance comparisons of various health technologies.
Along a similar vein, the identification of the exact boundaries of the sprouting
front from the rest of the vascular network are a relatively new subject of research [4].
However, the ability to actually identify the sprouting front in a vascular network allows researchers to use it as a surrogate measure of the vascularization, or overall
development of the network, as well as the extent of remodeling in the network. With
such a measure, we can study the influences of different forms of drug interventions
and treatment measures–like gene knockout–on these vascular networks.

1.3

Objectives

In the first phase of our research, we start by examining the local spatial structure of
the vascular networks within mice retina. Dividing up these networks into segments,
we are looking to detect local structural differences. Overall, we aim to implement
metrics that characterize the spatial structure and detect these local differences through
using both graph theory and mathematical analysis. Such work can help in assessing
ways of modulating the actual vascularization of the tissues to promote healthiness.
Additionally, with these metrics, we can measure how local spatial structure changes
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as the result of health intervention. This understanding can help further efforts towards
using drugs and other health technologies to mitigate the decay of vascular networks
and perhaps even restore them.
In the second phase of our research, we concentrate on deriving a method to partition the sprouting front from the rest of the network within mice vascular networks.
We are interested in such a technique as it provides a proxy measurement for the extent
of vascularization and remodeling within the network. The current approaches to detecting the sprouting front are resource intensive, we focus on developing an efficient
automation of the process. With such a method, scientists can more easily develop and
test drugs and technologies targeting the development of endothelial cells within the
sprouting front in order to help preserve the spatial structure of these networks.

1.4

Challenges

To develop the local spatial structure metrics we confront several challenges. In Section 3.1 we outline the extensive preprocessing procedures that we need to render the
networks in a usable format for research and analysis. Additionally, we must develop
a sensible method of segmentation that divides the networks into segments to analyze
local structural differences (see Section 3.2).
For detecting the sprouting front, the difficulties originates mainly from the novelty
of the problem. In Section 2.2.1 we address how other researchers in [4] have only very
recently began to tackle this problem using extensive multi-day procedures including
flow analysis and different staining techniques. To expand on this, we need to develop
a novel technique that requires using only the spatial data of the networks and takes
very little computational time– seconds for thousands of nodes in the preprocessed networks. We provide the inspiration for how we approached the problem in Section 3.4.
Finally, we also had to develop a suitable metric for evaluating the appropriateness of
our predicted minimum cuts.

1.5

Drug Interventions

To understand the following summary of our results, we need the context of the drug
interventions we examine in our research. In Section 2.2, we detail the past research on
these drugs that we use to frame our expectations. We present a brief summary here:
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• Angiotensin is a vasoconstrictor. We expect networks to exhibit decreased diameter and higher levels of pruning.
• Captopril is a vasodilator. We expect networks to demonstrate less pruning.
• VEGF is an angiogenesis factor. We expect these networks to reveal increased
branching.

1.6

Overview of Results

We now provide an overview of our main findings and results. While we omit full
explanations for concision, we direct the reader to Chapter 4 for a full analysis and
explanation of our results.

1.6.1

Spatial Structure Metrics

Our first research aim is to develop metrics that characterize the local spatial structure
of the mice vascular networks. The metrics we use are detailed in Section 3.3. All
of the metrics presented capture different aspects of the spatial structure as well as
highlighting the local and graph-based variation in these aspects. While we save the
analysis for Section 4.2, we present our general observations from these metrics:
1. Measuring vessel radii, detects how vessel thickness increases moving towards
the sprouting front.
2. Average distance to neighbor highlights how the branching points within the
network become farther apart nearer to the optic nerve.
3. Average local node density reveals how the network becomes more tightly clustered closer to the sprouting front.
4. Eccentricity highlights the intuitive finding that vessels in the center of the network have the best location to distribute blood to the farthest parts of the network.

1.6.2

Drug Intervention Influence

Our local spatial metrics captured a large amount of information from the vascular
networks. Section 4.2 provides a full account of our findings, including the results
that confirmed our expectations. Here, however, we briefly highlight our main findings
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that varied from our a priori expectations or presented interesting refinements on these
expectations:
• Angiotensin, a vasoconstrictor, actually increases the median vessel radii compared to control.
• Angiotensin has a more limited pruning effect nearer the sprouting front as its
density values become more similar to control.
• Although captopril discourages pruning, it has less effect towards near the optic
nerve with similar density to control.
• VEGF demonstrated a surprising lack of clustering, which we explain further
below.
Lack of Clustering in VEGF Networks.

In the VEGF networks, we expected there

to be more dense collections of nodes, or clustering, as VEGF promotes angiogenesis.
However, none of our metrics actually supported this directly. The average distance to
neighbor and eccentricity actually increased in comparison to control despite its role in
causing more branching within graphs. Additionally, the density for VEGF decreased
in the middle of the network compared to control despite being higher towards the
sprouting front. In Subsection 4.2.6, we address this in more detail and hypothesize a
reason for these abnormalities.

1.6.3

Detecting the Sprouting Front

Our following research aim is to create an automated method for detecting the boundary of the sprouting front with the rest of the graph. We developed a method that uses a
minimum cut algorithm in conjunction with our metric of local node density to weight
the edges. Our method finds predicted sprouting fronts within seconds on thousands of
nodes and only requires the spatial data inherent in the networks. We find that nearly
all of our mean sprouting front depth values for the captopril, control, and angiotensin
graphs are within 20% of the values in [4]; with many of the values much closer in
comparison. Optimization of the parameter values within our method offers the ability
to further improve our results.
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Overview of Paper

In this section, we provide the basic outline of each of the chapters for the rest of the
paper. We highlight the important sections in each chapter.
Chapter 2: Background.

In the second chapter, we provide the necessary back-

ground context to understand our research. We start with a description of the vascular
networks that we are using, as well as the existing research on the drug intervention
types we study. Following this, we explain the statistical tests that we use in the research to test our results. Then we briefly outlines the basics of finding a minimum cut
in the graph, which we use in our method to detect the sprouting front.
Chapter 3: Methods.

The third chapter explains the metrics and methods we use.

First, we cover the preprocessing step necessary to analyze the networks as well as how
we segment the networks. The next part provides the formal descriptions of the metrics
we use to analyze the local spatial structure. We then concentrate on our method to
detect the sprouting front and conclude the chapter with how we evaluate our method.
Chapter IV: Results and Discussion.

In the fourth chapter, we cover the statistical

tests, results, and discussion of both our objectives. We explore the results of running
our metrics on the networks, discuss reasons for the trends we identify, and comment
on unexpected experimental results. Additionally, we explain the performance of our
predicted sprouting fronts, and explain the challenges existent in evaluating these predictions.
Chapter V: Conclusion.

We summarize our important results, examine the limita-

tions of our work, and we address areas of future work. We conclude with brief remarks
on the relevance of our discoveries.

Chapter 2
Background
In this paper, we assume that the reader has some basic knowledge of graph theory
and so we attempt to avoid burdening the paper with these explanations. If the reader
is interested in more detail or wants a refresher on graph terminology, we direct the
reader to our previous work in our project proposal or to an overview such as in [3].
In the following section, however, we do briefly address the nature of the networks we
examine in our research.

2.1

Graph Theory and Vascular Networks

The nodes in the vascular networks are products of the imaging process from PolNet [2] that uses them to place the vascular network onto a graph coordinate system.
Consequently, the nodes give the overall structure of the network through their coordinate positioning and record the thickness of the vessels at that point. The edges define
the actual paths of the vessels between the nodes. This makes the graphs planar, as
the edges (vessels) only intersect at their endpoints. Additionally, we are working with
multi-graphs because it is possible for the networks to have multiple edges between
nodes. While the graphs are naturally directed by the blood flow through the networks,
we do not use this property in our current research.

2.2

Drug Intervention

In our research, we examine the affect that different drug interventions have upon the
local spatial structure of the vascular networks. To situate our results, we need to set
the context through examining the existing literature on these drug interventions. In
8
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this section, we briefly cover what each drug intervention is and what we expect to
happen in the networks as a result.
Angiotensin - Vasoconstrictor.

The first drug intervention we examine is an in-

crease in angiotensin II. Previous research shows that angiotensin II works as a vasoconstrictor [19] and therefore causes blood vessels to contract in size. Furthermore,
vasoconstrictors actually increase the pruning and remodeling mechanisms in existing
networks [13]. So we would expect that networks that have an increase in angiotensin
II will exhibit more remodeling and become more sparse. For concision, we now refer
to angiotensin II as just angiotensin.
Captopril - Vasodilator.

The second drug intervention is captopril. Unlike angiotensin,

captopril acts as a vasodilator increasing the thickness of the blood vessels [12]. Consequently, we would expect captopril to act in the opposite manner of angiotensin.
Under captopril, we anticipate that the vascular networks will exhibit less pruning and
demonstrate more branching.
VEGF - Angiogenesis Factor.

The final intervention is an increase in Vascular En-

dothelial Growth Factor (VEGF). VEGF is a key component in encouraging new blood
vessel formation as well as guiding the angiogenesis process [10]. We therefore anticipate that networks with an increase in VEGF will display increased blood vessel
formation.
While VEGF and angiotensin are already naturally present in vascular networks,
for concision purposes, we refer to vascular networks that have increased levels of
angiotensin and VEGF as being “under angiotensin” or “under VEGF.” Additionally,
unless otherwise specified, when we state that we performed an activity on all drug
intervention networks, we are including the control group to avoid referring to it separately.

2.2.1

Sprouting Front Experimental Results

Previous researchers in [4] have calculated the depths of the sprouting front under the
various drug interventions. These values are as follows: 200 − 250µm for angiotensin,
250 − 300µm for control, 400µm for captopril, and 400 − 450µm for VEGF. The methods used in [4] require a complex multi-day protocol for each network including: sev-
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eral sample immunofluorescence stainings, image acquisition and quantification, as
well as mathematical modeling. Our work aims to efficiently automate the process of
detecting the sprouting front based on structural information alone. Additionally, we
use these previous experimental values to evaluate our own predicted sprouting front.

2.3

Statistical Tests

In the course of analyzing our results, we will need statistical tests; To determine the
appropriate test for testing these differences in distributions, we first use the D’AgostinoPearson Omnibus test for normality. As the results indicate a lack of normality, we
decide on the non-parametric Mann-Whitney U Test to actually test the significance of
differences in our distributions. We present the background details of both statistical
tests we use in Chapter 4 here.

2.3.1

D’Agostino-Pearson Omnibus Test for Normality Testing

The D’Agostino-Pearson Omnibus test determines the normality of a sample distribution. The test generates a statistic K 2 for a sample distribution based on the skewness, a
measure of how different the tails of a distribution are from each other, and kurtosis, a
measure of the relative size of these tails. These measures are then compared with the
normal distribution to determine how far the distribution varies from normality on both
measures. We refer the reader to [5] for more details on the test itself. The output of
the test includes a p-value that basically represents the probability that the differences
between the normal distribution and the tested distribution are due to chance.
For the distributions we present later in Section 4.2, we test their normality with
the D’Agostino-Pearson test. Further details on the inputs into the tests are available
in the same section. Nevertheless, in the vast majority of cases, we reject our null
hypothesis that the distributions are normally-distributed as they obtain p-values less
than our significance level of α = 0.05.

2.3.2

Mann-Whitney U Test

As we cannot conclude our data is normally distributed, we decided to use the common non-parametric Mann-Whitney U test to determine whether our distributions are
different from each other. The actual usage and results of the Mann-Whitney U Test
are described in Section 4.2.
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Underlying Assumptions.

To use the Mann-Whitney U Test there are several un-

derlying assumptions. We outline those given in [15]. The first assumption specifies
that the data is ordinal, which basically means that the underlying data has an order
that we can use to compare values. Additionally, collection of the data must also be
in a random manner to avoid sampling bias. The final assumption is that the distributions are mutually independent and exhibit independence within the distributions.
Mutual independence means that no samples from one distribution influences the samples from the other distribution. Independence within distributions require that the
samples within a distribution to not have an influence upon the other samples within
the same distribution.
Interpreting the Test.

With the aforementioned assumptions, the Mann-Whitney U

test determines whether two distributions are different at a given significance level α.
In fact, the Mann-Whitney U Test is an expansion of the Wilcoxon Rank Sum test
in [20]. Under the null hypothesis, the two distributions are the same, with the alternative hypothesis that they are different. The details of calculating the actual U statistic
are available in [14]. The common interpretation of rejecting the null hypothesis is
that a random observation from the first distribution will be greater or less than a random observation from the other distribution. Further inferences can be made based
on whether the distributions are similar in type, but those are beyond the scope of our
current research.

2.4

Minimum Cut

A cut is a partition of a connected graph into two disjoint sets of vertices. We say that
an edge is part of the cut if the edge has an endpoint in both sets of vertices. For our
research goal of detecting the sprouting front, we rely on taking a weighted minimum
cut through our graphs so we outline this process here.
Calculating Cost.

Finding a weighted minimum cut through a graph consists of par-

titioning a graph into two disjoint sets of nodes based on minimizing the total weight
across all the edges in the cut. We consider a refinement of the problem, in which we
must find a minimum cut between a source node s and a target node t. In fact, the
maximum flow through a network from s to t is the dual optimization problem. As a
result, the edge weights that determine the the maximum flow (or minimum cut) are
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often called capacities. Let c(ei ) be the capacity of an edge ei in a minimum cut C of
size m edges between source node s and target node t, then we have the cost C(s,t) of
the cut as:
m

C(s,t) = ∑ ei · c(ei ).

(2.1)

i=1

Adding Meta Nodes.

In our case, we are actually interested in an expansion of the

problem to the case involving multi-source and multi-target minimum cuts. The original idea for solving this expansion comes from mathematicians L.R. Ford and D.R.
Fulkerson [8]. For these cuts, we create two meta nodes s and t that only have edges
to the sources and the targets respectively. The capacities on these edges are considered infinite, but for coding purposes, we actually use a very large number. Now that
the graph has a single source and single target node, we can use a minimum cut algorithm to solve the problem. We show an example of a multi-source and multi-target
weighted minimum cut in Figure 2.1, where the red dashed lined represents that actual
cut partitioning the vertices.

Figure 2.1: An example of a multi-source and multi-target minimum cut. We highlight
the minimum cut in red at a total cost of 5 units. The checkerboard nodes on the left
are the sources, while the striped nodes on the right are the targets. Meta nodes s and
t are connected with infinite capacity to the sources and targets respectively.

Algorithm for Minimum Cut.

While there are a variety of minimum cut algorithms

available, we use the push-relabel algorithm, which is implemented in the Python package NetworkX. As the details of the minimum cut algorithm are not a focus of this
work, we direct the reader to the original work in [11] for further details. We also note
that we transformed the multi-graphs into simple graphs to solve for the minimum cut.
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Implementation and Code

The code for the project is submitted separately as it is too long for inclusion in an
appendix. We programmed all of the code in Python, and we direct the reader to the
code itself for a full list of packages used therein. However, matplotlib, NetworkX, and
the SciPy packages were essential to the project. We used NetworkX to handle storage
and drawing of the graphs, as well as for running standard algorithms for minimum
cuts and shortest paths. We used SciPy for our statistical analysis and matplotlib for
our graphics. While these packages handled the basics of much of our code, we also
emphasize that there was a significant amount of new code to preprocess the data,
implement the metrics we used, develop the method of predicting the sprouting front,
and evaluating this prediction.

Chapter 3
Methods
In our research, we first concentrate on how to analyze the local spatial structure of the
vascular networks. Leveraging this knowledge, we then want to understand how the
different drug intervention types affect the spatial structure. As the drug interventions
may not influence all parts of the graphs equally, we need to look at smaller segments
of the graph. In order to do this, we need to have a method of segmentation. However,
developing such a method depends on the graphs being in an easily manipulable form.
The various orientations of the graphs, raw size, and noise all made the segmentation
process difficult. For an example, Figure 3.1 shows two images before preprocessing
of a vascular network under the influence of angiotensin.

(a) Overall view of a graph representation
of a vascular network.

(b) Detailed view of a graph representation of a vascular network.

Figure 3.1: Two images depicting the same vascular network of a mouse retina illustrating the need for preprocessing. The right image is enlarged on a very specific area
of the network so we can show the sheer number of nodes in the original network.

Figure 3.1 highlights the need for preprocessing. The image on the left is an
overview of the network, while the image on the right is a greatly magnified image of
the first one. The detailed image starts to reveal how many nodes each graph contains,
14
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with each circle constituting a node. As we can observe, there are many overlapping
nodes even at this great magnification. We also see some disconnected nodes from
the rest of the graph (bottom right), which we want to treat as noise to avoid their influence on the metrics. Thus, these images highlight the motivation for much of our
preprocessing, which consists of: storing edge distances, merging nodes of degree two,
storing edge radii, de-noising, as well as rotating and translating the graphs.

3.1

Preprocessing Data

The networks we used were obtained from one of our supervisors using PolNet. PolNet
converts high resolution images of the vascular networks in the eye into graphs for
analysis [2]. We note that the vascular networks we examine are partial segments of
the complete vascular network around the retina. There is a continuation of the vessels
to the left and right of Figure 1.1, and the apparent boundaries are usually located along
major veins and arteries as they make for easy segmentation of the graphs.
Storing Edge Lengths.

In each raw graph, there are several attributes already stored

on the nodes. The nodes from the PolNet images already have the radius of the vessel
in micrometers at that node. Additionally, each node has a two-dimensional coordinate
position that defines its location in the graph. When loading the graph, we gave each
edge a length equal to the euclidean distance between its two endpoints, which is also
measured in micrometers µm. For context, shorter edges are usually around 10-20
µm and the whole of the graph is usually around 1500-2000 µm from optic nerve to
sprouting front.
Merging Nodes.

To start preprocessing, we simplified the graphs to help ease com-

putational complexity. The raw graphs obtained from PolNet can have over 250,000
nodes and edges in their original state. Quantitative techniques that must examine all
of these elements, possibly multiple times, can require substantial processing time and
power. Consequently, in the first stage of preprocessing, we merged all of the degree
two nodes using code provided by Giarratino. For every node v of degree two in the
graph, we connected its two neighbors u and w directly with a new edge uw. To preserve the distance between u and w, we made the new edge uw have a distance equal to
the distance of uv plus the distance of vw. This is important as some of our algorithms
use the distances between two nodes for parameters and it should not be decreased by
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the merging process. After adding the replacement edge uw, the edges uv and vw as
well as the node v are removed to simplify the graph. In Figure 3.2 we show a stylized
example of the merging process where the distances are preserved.

Figure 3.2: A stylized example of the merging process where relative distances are
preserved.

The merging process resulted in substantial reductions in the complexity of the
graphs. In some graphs, over 200,000 nodes and edges were removed. Consequently,
most of the remaining graphs had under 10,000 nodes and edges.
Removing Noise.

To further preprocess the networks, we needed to reduce the noise

inherent in the networks. As we see in the closeup on a network in Figure 3.3, there are
seemingly random groups of disconnected nodes and edges present in the networks,
both along the exterior and within the network. We only kept the largest connected
components of the graphs. Many of these noisy elements are just remnants of the
imaging and conversion process. While it is possible that some of these nodes and
edges may actually be part of the networks and were disconnected in the conversion
process, we still removed them. Many of the algorithms we use depend on having
connected graphs and there is no straightforward way to classify these elements as
belonging to the networks or just as noise.

Figure 3.3: An enlarged portion of a network. We highlight in blue the noisy collections
of nodes and edges that are disconnected from the rest of the network.

Storing Edge Radii.

We also stored edge radius data on the edges of the network.

For algorithmic and visualization purposes, we transfered these node vessel radii to
the edges of the graphs. To do so, we defined the radius for each edge as the average
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of the vessel radii at its two endpoints. In Figure 3.4, we show an example picture of
a vascular network where the edges have been colored according to their vessel radii.
Darker colors indicate thicker vessel radii, with lighter ones indicating the opposite.
We note how with this visualization it is possible to see the main arteries and veins existent in these networks as they are the generally thick vessels (mostly red and purple)
that radiate outwards from the optic nerve.

Figure 3.4: A network where the edges are colored according to their thickness, with
thick edges in darker colors. We can see the darker veins and arteries.

As a note, when merging the nodes of degree two as described earlier, the vessel
radii of these intermediate degree two nodes were not stored. While it is possible to
average the vessel radii across such a path of degree two, the computations would have
to first identify these paths of degree two before averaging to give equal weight in
the averaging process to each node. This is less computationally efficient than simply
merging degree two nodes as they are found. Additionally, it is unclear whether such
an averaging will produce a much more representative picture of the network. Future
work will have to look into the effects of this design choice.
Rotating and Translating.

In our next step, we rotated and translated all of the

graphs to have a consistent orientation as well as a center at coordinates x = 0 and
y = 0. We recall that all of the vascular networks have distinguishable ends to the human eye. On one end are the veins and arteries coming from the optic nerve, on the
other is the sprouting front. Adopting code provided by fellow student Rowan Sugden, we rotated all of the graphs to face in a downwards direction in terms of growth.
Thus, the veins and arteries from the optic nerve appear at the top and the sprouting
front where endothelial cells are proliferating is located at the bottom. Alongside the
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rotation, we shifted the coordinates of all the nodes on the graph so that the center
of the graph is at coordinates (0, 0). For further explanation of the rotation and the
translation process, we suggest Sugden’s paper. Nevertheless, these consistent centers
and orientation allows for easier referencing across graphs, as well as enabling easier mathematical analysis and algorithmic manipulation. In Figure 3.5, we show the
network originally seen in Figure 3.1 after all the preprocessing.

Figure 3.5: An example of a graph after all general preprocessing steps to illustrate the
networks we analyze.

We make a brief note on terminology related to the orientation of these graphs. At
future points in this work, we refer to the graphs in the relative directions of left, right,
top, and bottom to indicate clearly what part of the graph we are talking about. As all
of the graphs are now rotated in the same direction, these directions are now consistent.
So the top of the network indicates nearer to the optic nerve, while bottom indicates
nearer to the sprouting front periphery.

3.2

Graph Division into Segments

In our research, we analyze the graphs on a more local level to analyze the effects of the
drugs on particular sections of the network instead of just at the overall network level.
To do this, we developed a means of segmenting the graph based on first identifying
two main axes in the graph. By identifying these axes, we can then segment the graph
based on distance along these intrinsic axes to the graph.
Identifying Main Axes.

Originally, we intended to use the main arteries and veins

that we see in Figure 3.4 as the natural axes of the graph. Unfortunately, we could not
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complete automation of identifying these axes both because of computational complexity and because of the difficulty of clearly distinguishing arteries from capillaries
on the datasets. Thus, we identify the axes manually, by selecting the two farthest
apart nodes on the sprouting front periphery as well as the two farthest apart nodes at
the optic nerve. In the future, we would like to use a more rigorous method of selection. Nevertheless, pairing each sprouting front node with the closer optic nerve node,
we identify the shortest path between each pair of nodes. In Figure 3.6, we show an
example of each of these axes.

Figure 3.6: The same vascular network in Figure 3.5, but we show its two main axes
highlighted in green.

Partitioning the Graphs.

With these two axes for all the graphs, we can then par-

tition all the graphs into n segments. The number of segments n depends upon the
locality and detail that we wish to examine in the networks. While a large n gives a
large number of segments thereby allowing more detailed analysis of differences in the
networks, there are fewer nodes in each segment. Fewer nodes means that inconsistencies or noise in the data might be overly emphasized and hinder the ability to identify
actual trends. Additionally, the pure nature of having a large number of segments also
makes for more complex analysis to identify trends.
After experimentation with different values of n, we decided upon 6 segments.
Consequently, we partition the graphs based on a fixed proportion (1/6) of the total
distance along the two axes. For a graph partitioning of six segments, let d1 and d2
represent the total length of the first and second axes. Then each segment is defined as
the subgraph induced at its given interval of d1 /6 and d2 /6 along the two respective
axes. To be clear, such a segmentation process is based on just the distance along the
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axes and does not make any attempt to equalize the number of nodes or edges in a
segment. We show an example of one of the mice retina networks divided into six segments in Figure 3.7. This seemed to represent the best balance between detecting local
trends, while avoiding the aforementioned problems of too few nodes per segment.

Figure 3.7: The same graph as in Figure 3.6, but now we show it divided along its
two main axes into six different segments. Each segment’s nodes are highlighted in a
different color.

Future work may consider using a sliding window segmentation of the data, similar
to the work of Sugden. Under a sliding window, the segmentation process consists
of the first segment taking a fixed fraction of the network starting at one end. The
following segments shift the window to take a similarly sized fraction of the network,
which also includes some portion of the previous segment. In such a way, it is possible
to study more segments while avoiding some of the problems of having too small
segment sizes. We developed the code in such a way to allow this sliding window
partitioning for the future.
Partitions Are Intrinsic to Graphs.

Using the axes of the graph to partition the graph

into segments means that the segments are now related to the intrinsic structure of the
graph. As some of the vascular networks are in various stages of development, and
are unique in their shape and structure, we felt that this segmentation process offered
an advantage in its flexibility across shapes. While it is possible to segment the graph
based on an extrinsic measurement such as distance along an imposed y-axis, such a
segmentation can make analysis harder. In Figure 3.8, the image on the left shows an
example where a horizontal line is drawn at a sixth of a graph’s vertical distance. The
lower part thus represents the sixth segment in a partitioning along an imposed y-axis.
As we can see from the drawing, the periphery of the sprouting front occurs in the sixth
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segment as well as the upper portion. If we believe that the periphery of the sprouting
front has unique characteristics in contrast to the rest of the graph, then those unique
characteristics may be disguised in the data of the rest of the network. The figure on
the right shows the segmentation provided by using the intrinsic paths in the graph to
separate the network into six segments. We can see that the sixth segment is large, but
it may better retain the properties of the sprouting front as it is not divided across two
segments.

(a) An example of a graph with a horizontal line partitioning off the last of
six segments.

(b) An example of the graph divided
into six segments based on its two main
axes.

Figure 3.8: These figures show the difference between using an extrinsically imposed
y-axis on the graph for segmentation (left) versus using the intrinsic main axes within
a graph (right). In the left image we see that a segmentation based on the y-axis
would divide the sprouting front periphery across the segments, while the right image
preserves it in one segment.

3.3

Network Metrics

With the graphs divided into segments, we can now explain which metrics we used to
characterize these segments at a local level. In this section, we only present the metrics
we used that led to meaningful analysis of local variance within graphs and also by
drug intervention.

3.3.1

Vessel Radii

We start with a relatively simple metric of comparing the vessel radii across segments
in the graphs. In our initial observations on the graphs, we saw that the sprouting
front seemed to contain a high concentration of thicker edges. This suggests that the
sprouting front has undergone less remodeling and diameter control. Figure 3.9, shows
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a graph where the edge thickness and colors correspond to their vessel radii. As we
see, the sprouting front appears to contain many thick dark red edges. In each graph,
we had already stored all the vessel radii in the graphs on the nodes and on the edges
during our preprocessing steps. For our comparisons, we collect the vessel radii for the
comparison lists from the nodes in the graph as the edge radii were simply the average
of their two endpoints.

Figure 3.9: A network where the widths and the colors of the edges correspond to their
radius, where darker colors correspond to higher vessel radii. We see an increase in
the number of thick edges at the sprouting front.

3.3.2

Average Distance to Neighbor

Our next metric computes the average distance to neighbor for each node and then for
each segment. To define this mathematically, let b be the number of neighbors for node
u, and vi be the i-th neighbor of u. Then, lu,vi is the length of the edge between u and
vi . To obtain average distance to neighbor q for a singular node u we compute:
q(u) =

1 b
∑ lu,v j .
b i=1

Letting n be the number of nodes in a segment, we can calculate the average distance
to neighbor for a segment as:
1
n

n

∑ q(w j )

j=1

for all nodes w j in the segment.
Essentially, we are analyzing at how closely connected the nodes are to each other
in each segment in terms of distance. In Figure 3.7, we can see how the nodes at the
sprouting front appear to be closer together than the nodes closer to the optic nerve.
Thus, the motivation for this metric is to capture that difference.
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Average Local Node Density

The next metric we consider is the local node density. Basically, local node density is a
measure of how prevalent tight clusters of nodes are within the graph. As mentioned in
Chapter 2, one of the expected characteristics of drugs like captopril is their hindrance
of the pruning process in vascular networks. As a result, we expect to see more clusters
of nodes in the graph as there are more branching nodes. Local node density offers a
potential way to a characterize this effect.
To mathematically calculate local node density, we first assign a fixed density radius r in micrometers. Then, for each node u, we find the subgraph consisting of all
nodes that have a path to u with length less than or equal to r. The number of nodes
within this subgraph, k, is the local node density, ρ of u, so: ρ(u) = k. To find the
average local node density for a segment with n nodes, we have:
1 n
∑ ρ(ui).
n i=1

(3.1)

Figure 3.10 represents a stylized depiction of calculating the local node density.

Figure 3.10: A stylistic illustration depicting the process for calculating local node density, where u is the central node, the red arrow r is the density radius, and the red circle
represents the sampling area induced by r. In this case, ρ(u) = 5. In our calculations, r
does not form a perfect circle as it actually defines how far a node v can be from u along
a path of edges that already exists in the graph. Not an imaginary circular distance.

We note that the density calculation draws inspiration from the algorithm for Densitybased spatial clustering of applications with noise (DBSCAN) [6]. This algorithm
similarly examines a measurement of local node density, but it uses this density to determine suitable clusters of nodes. We are interested more in measuring the changes in
this density across different segments within the graphs.
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Eccentricity

The final metric we consider is the eccentricity of the nodes in the segments. The
eccentricity of a node u is defined as the maximum shortest path length to any other
node v in the graph. Mathematically, let G = (V, E) be a graph with vertex set V
and edge set E, l(u, v) be the shortest path distance between nodes u and v, then the
eccentricity e(u) of u is defined as:
e(u) = max{l(u, v)} ∀ v ∈ V.

(3.2)

Graphs that have more nodes will generally have lower eccentricity measurements
than graphs of a comparable area with fewer nodes. This is because the shortest paths
in the graphs with more nodes are often shorter as there is likely to be more direct
shortest paths to the farthest away nodes. In Figure 3.11, we show a simplified example
of this. In the image on the left the shortest path from u to v is eight units long. On the
right, however, there is an extra node and corresponding edges that allow for a shortest
path of five units between u and v.

Figure 3.11: An example showing how more connected nodes in the same area allow
for lower eccentricity values. The image on the left has a shortest path from u to v of
eight units, while on the right it is five units.

To relate eccentricity to our research, we note that drugs like angiotensin are expected to increase the pruning in a network. As a result, there will be fewer nodes
as branching points are removed by the pruning process. So we would expect the
angiotensin graphs to have higher eccentricity values than the other graphs.

3.4

Detecting the Sprouting Front

Previous researchers have found that defining the sprouting front in vascular networks
is very resource intensive [4]. Consequently, we wanted to experiment with whether
the metrics we outlined in the previous section could be useful to automating the process efficiently.
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Inspiration: Local Node Density

Our inspiration for the method to detect the sprouting front came from our network
metric of local node density. From our preliminary results with our network metrics
above, we knew that different drug interventions caused the local node density to vary
substantially across drug types. For a full detailing of these results, we reference the
reader to our results in Section 4.2.4.
Visualizing Density Differences.

We decided to visualize these density differences

in the networks. For all the vascular networks, we calculated the local node density
with a density radius r = 100µm. From there we set different density thresholds ε on
all the graphs, where we highlight any node u with density ρ(u) > ε. In Figure 3.12,
we show two different networks where nodes above the density threshold ε = 20 are
highlighted in red.

(a) Angiotensin network.

(b) Captopril network.

Figure 3.12: These figures show the changes in local node density on vascular networks under different drug interventions. Nodes with density ρ higher than the density
threshold ε = 20 are highlighted in red.

The density threshold highlights the changes in the networks under different drug
interventions. A vascular network under angiotensin is on the left in Figure 3.12, while
one under captopril is on the right. We can quickly see that the captopril network
has many more nodes that exceed the density threshold, while angiotensin has far
fewer. The reasons for this are outlined in Section 4.2.4. Additionally, increasing
the density thresholds, we observed that the nodes still exceeding the threshold usually
are clustered near the bottom of the graphs. Thus, we hypothesized that the denser
sections of the networks correlate with the sprouting front. We also highlight how
the previous experimental results mentioned in Subsection 2.2.1 indicate that networks
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under angiotensin have networks with sprouting fronts closer to the bottom than those
under captopril. Our thresholding method seems to catch these differences as well.

3.4.2

Minimum Cut

Finding a minimum cut in a graph offers a way to partition the graph into two sections
(see Section 2.4). Each section is defined by the nodes on one of the sides of the
minimum cut. In our case, we want one of these sections to be the sprouting front.
Relating Capacities to Densities.

To relate the minimum cut to the sprouting front,

we make the capacities of the edges in the graph the inverse of the average local node
densities of their endpoints. First, let e be an edge that connects two nodes u and v,
with densities ρ(u) and ρ(v) respectively, then we define the density ρ of e as:
ρ(e) =

1
.
2[ρ(u) + ρ(v)]

Now we can define the capacity c of an edge e as:
c(e) =

1
,
ρ(e)k

(3.3)

where k is a positive constant that we term the density importance factor. This constant weights how important the local node densities are to the capacity, with higher
values of k leading to much lower capacities. The actual value of k is the subject of
experimentation.
The overall idea is that now the capacity of an edge is inversely related with the
density of the nodes it connects. In the upper section of the graph, near the optic nerve,
the densities of the nodes are lower. So the edges there will generally have higher
capacities, while the edges closer to the sprouting front will usually have lower capacities. From Equation 2.1, we observe that the minimum cut minimizes the combined
cost of all the capacities of the edges it contains. As the edges closer to the sprouting
front will have lower capacities, the minimum cut has more incentive to choose these
edges. Higher values of k in Equation 3.3 will increase this incentive as the capacities
will become even smaller in dense sections of the network.
However, even with this method of setting capacities, we quickly discovered that
using a single source and single target for minimum cuts results in trivial partitions of
the graph. The minimum cuts produced often consist of edges surrounding either the
source or target. Other times, the minimum cut divides the graph along a main artery
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that runs from the optic nerve to the sprouting front (like the artery in Figure 1.1),
with the source on one side and the target on the other. These arteries often have few
edges to the rest of the network, so a minimum cut can minimize the number of edges
it contains by roughly following such an artery. Nevertheless, all of this makes the
results of the minimum cut arbitrarily tied to the choice of source and target.
Multi-Source Multi-Target Minimum Cut.

To encourage the minimum cut to divide

the networks into top and bottom sections, we made the minimum cut a multi-source
and multi-target problem. We take a fixed fraction f of the nodes at the top of the
network (defined by their coordinates), and the same fraction f at the bottom of the
network. In all our experiments we use f = 0.07 as we found experimentally that this
ensured a minimum cut traversed the whole network and did not just isolate source
and target nodes as described previously. We then create two meta nodes s and t in the
graph; where s only has edges to the top fraction of nodes, while t only has edges to the
bottom fraction. All of the edges for s and t are given extremely high capacities. Now,
we take the minimum cut going from s to t. Such a cut is now constrained to going
through edges that lie between the top and bottom fraction of nodes in the network.
We show an example of a graph with its meta nodes in Figure 3.13. A more thorough
explanation of why this method works for the general multi-source and multi-target
minimum cut problem is provided in Section 2.4. With this extended minimum cut
setup, we have a method to automate the detection of a sprouting front.

Figure 3.13: An example network showing how the meta nodes and their edges are
connected for the multi-source and multi-target minimum cut problem. The positions of
the meta nodes on the right are arbitrary.

3.5

Evaluating the Predicted Sprouting Front

Now that we have a method to predict the sprouting front, we need a way to assess its
performance against the comparison values in [4].
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Developing a metric for evaluating the efficacy of the

minimum cut at finding the sprouting front proved difficult. As mentioned in Section 2.2.1, previous intensive research in [4] had already given the depths of the sprouting front under different drug interventions. However, we were not able to replicate
the exact method used for how these depths were calculated. Drawing a simple parallel line to the lowest point on the sprouting front and measuring depths from there
immediately yielded vast differences in depths. As we saw back in Figure 3.8 about
the division of the graphs into segments, the vascular networks do not grow evenly in
all directions. Thus, simple parallel lines do not seem able to adequately capture the
depths of the sprouting front.
To have a reference boundary to measure sprouting front depths, we effectively
create a boundary from the outermost points on the sprouting front periphery. To do
this, we form a boundary by connecting successive pairs of nodes in the convex hull
that are between the widest points of the graph. We show an example of this boundary
in magenta in Figure 3.14. However, we direct the reader to [1] for a mathematical
explanation of the convex hull, as a full understanding is not essential to our research.
To calculate the depths of the predicted sprouting front produced by the minimum cut,
we measured the distance from the center of each edge in the minimum cut to the
closest line on the convex hull.

Figure 3.14: An example network showing the bottom boundary induced by the convex
hull in magenta. We use this boundary to define our depths to the sprouting front.

We still had difficulty with the performance of the minimum cut around the left and
right boundaries of the graph. This is because the boundaries of the networks on the
left and right sides are defined arbitrarily by the images taken from PolNet as already
mentioned in Section 3.1. Consequently, the local node densities near these boundaries

Chapter 3. Methods

29

are artificially lower than would be the case in the actual vascular networks. To avoid
having this bias the results, we decided to only measure the depths of our predicted
sprouting front at the center two-thirds of the graphs.
Measuring Depth of Sprouting Front.

With these difficulties overcome, we can

evaluate the depths of our predicted sprouting fronts given by the minimum cuts. Formally, let e be an edge in the center two-thirds of the minimum cut of m edges, and
δ(e) be its depth from the convex hull segments, we calculate the mean depth of the
predicted sprouting front as:
1 m
∑ δ(e).
m i=1

(3.4)

We then can compare these values for each graph to the expected depth values given
in [4] to evaluate our predicted sprouting fronts.

3.6

Clustering Methods for the Sprouting Front

We note that we did attempt to use community detection methods such as spectral
clustering with two clusters and the Girvan-Newman algorithm to find the sprouting
front. These methods actually result in a similar problem that a single source and single
target minimum cut have. They partition the graph into two based on a central artery or
vein as we see in Figure 3.15. While these results are actually interesting for dividing
a network based on vein and arterial separation, they are not the main objective of our
research. However, we do highlight that such methods might be an avenue of future
research for scientists who want to quickly divide vascular networks along arteries and
veins to study relative areas of influence for these vessels.

Figure 3.15: The results of a spectral clustering algorithm with two clusters; one in green
and one in blue. We see that the division is along the central artery in the network.

Chapter 4
Results and Discussion
In this chapter, we present our analysis of our main findings and results. We start by
explaining the statistical tests we use to examine the significance of our results. Subsequently, we address our first research aim of showing how our metrics can characterize
the local spatial structure of the networks. To present a more complete analysis, we
detail how these metrics are useful by showing how these metrics detect the drug intervention influences on the local spatial structure. In the final section, we present our
results in developing an automated method to detect the sprouting front.

4.1

Background Statistical Testing on Distributions

To obtain the results we present in the next part of this chapter, we ran all four of
the metrics in Chapter 3 on all of the vascular networks to obtain corresponding distributions of values for each metric. As there are three graphs per drug intervention,
six segments per graph, and four different types of drug intervention (including the
control), we actually have 72 different distributions per metric. However, as we are
interested in comparing drug intervention and control, we combine the distributions
from all the graphs for each type of intervention resulting in 24 combined distributions
per metric. This leaves a new total of 96 combined distributions across all four metrics.
These are the distributions that we investigate using statistical tests.

4.1.1

Normality Testing

To analyze whether the differences in these combined distributions are significant, we
use statistical tests. First, however, we decide upon whether to use a parametric test or
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a non-parametric one to compare the distributions. Consequently, our first statistical
test is the D’Agostino-Pearson omnibus test covered in Chapter 2. The results of these
tests show whether our distributions are normally distributed or not. Normal distributions mean that we can use parametric tests for comparing distributions. Under the
D’Agostino-Pearson omnibus test, our null hypothesis is that the data follows a normal distribution, while the alternate hypothesis is that the data does not follow a normal
distribution. For reference, each distribution has several hundred observations varying
based on the metric and on the segment. We select α = 0.05 for our significance level.
Majority are Non-normal Distributions.

The results of the D’Agostino-Pearson om-

nibus test reveal that we cannot conclude our data follows normal distributions. For
every set of 24 combined distributions per metric, there are a maximum of four of
these distributions with a p-value higher than 0.05. In fact, only nine of the 96 combined distributions across all metrics have a p-value higher than 0.05. We direct the
reader to Appendix A for tables presenting all of the p-values for each of the 24 combined distributions per metric. Consequently, we can reject the null hypothesis that the
data follows a normal distribution for most of the combined distributions.

4.1.2

Mann-Whitney U Test

As the majority of our data is not normally distributed, we use the non-parametric
Mann-Whitney U test to compare distributions. The details of which are in Chapter 2.
As a reminder, the Mann-Whitney U test requires the assumptions that the distributions
are random, exhibit independence between and within the distributions, and that the
data is ordinal [15]. We justify these assumptions to the extent possible by noting that
our vascular networks are obtained from different mice and are not mixed together, and
that the metrics we use all produce ordinal values that can be compared. While beyond
the scope of our current research, future work may look into the affects of spatial
autocorrelation, which measures how much the similarity of observations depends on
their locations. Such spatial autocorrelation may have an impact on the appropriateness
of different statistical tests. We reference the reader to [16] for more detail on this
subject as well its applicability in biology.
Significant Differences Between Distributions.

We use the Mann-Whitney U test

(two-tailed) to analyze the local differences in the metrics across the different drug
interventions. Within each segment, we run the test to compare the distributions of
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every pair of drug intervention types. With four drug intervention types—including
control—we have a total of six comparisons per segment. All of the combined distributions have an observation size of around several hundred values, varying by segment
and by metric. The null hypothesis for all of the tests is that the distributions are similar, with the alternative hypothesis that they are different. In practical terms, if we
reject the null hypothesis at our significance level of α = 0.05, we conclude that a
random value from one distribution is going to be either greater than or less than a random value from the other distribution we are testing. In Appendix B, we present the
p-values from the Mann-Whitney U test for each of these comparisons in tabular format for each of the metrics. In the following analysis, we mention these results where
appropriate and direct the reader to the specific section in Appendix B that contains
the relevant results.

4.2

Local Spatial Properties and Drug Intervention
Influence

4.2.1

Terminology and Presentation Notes

Before we begin on the analysis of the different metrics, we present a brief note on
our terminology and presentation of the results. As mentioned in Chapter 3, we have
divided our graphs into six segments for each of the metrics. Our first segment is
segment zero, which is closest to the optic nerve, and we often refer to it as the first
segment. Our last segment is then segment five, which is closest to the sprouting
front; we often refer to it as the last segment. Additionally, for all violin plots of the
distributions, the red line in the distribution represents the median, while the black
line represents the mean. As the distributions are not usually normally distributed, we
decide to present most of the results based on the median value to help mitigate the
affects of extreme outliers on our analysis.

4.2.2

Vessel Radii

Radii Increasing Towards Sprouting Front.

Our first round of experiments con-

sisted of finding the combined distributions of vessel vessel radii for all drug intervention types. The results are in Figure 4.1. For all the graphs, drug intervention and
control, the median vessel radii appears to increase nearly monotonically from the op-
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tic nerve to the sprouting front. The only exceptions are the captopril graphs from
the fourth to fifth segment and the control graphs from the first to second, but these
decreases are less than 0.5µm. The general trend of increasing vessel radii towards
the sprouting front matches our expectations. Farther away from the optic nerve, the
spatial structure of the segments is newer and so it has had undergone less remodeling
and diameter control that would reduce the vessel radii [18]. As a result, the vessels
are thicker the farther away from the optic nerve for all the graphs.

Figure 4.1: A graph depicting the combined distributions of vessel radii in µm for each
drug intervention type. We see a general increase in radii across all drug interventions.

Comparing the distributions using the Mann-Whitney U test, we find that nearly all
of the differences in the distributions are significant at the α = 0.05 significance level.
We refer the reader to Appendix B.1, for the corresponding matrix showing the pvalues for all distribution comparisons. For overall context, the control segments have
median vessel radii ranging from 3.91 − 6.91µm from the optic nerve in the starting
segment to the sprouting front in the last segment. The other medians per segment are
shown in Table 4.2.2.
Angiotensin - Slight Increase in Radii.

Comparing the angiotensin distribution to

the control, we interestingly see a slight increase in the median vessel radii across
all segments of the graphs. The only time the difference in distributions is judged less
than the significance level is the starting segment. Nevertheless, the increase in median
vessel radii ranges from about 0.5µm in the second segment to nearly 0.7µm in the last
segment. This is an unexpected result as angiotensin is a vasoconstrictor [19]. Under a
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Median Vessel Radii by Segment Number
0
Control
Angiotensin
Captopril
VEGF

1

2

3

4

5

3.91 3.89 4.06 4.64 5.38 6.19
4.17 4.34 4.44 4.92 5.91 6.87
4.17 4.99 5.62 6.33 7.02 6.49
6.97 7.05 7.49 7.57 8.71 9.62

Table 4.1: A table displaying the median vessel radii in µm for each of the combined
distributions by segment and by drug intervention type. We highlight the significant
increase in VEGF versus the control.

vasoconstrictor, the vassels of the vascular system are expected to contract. However,
this was not supported by our results as Agiotensin led to higher median vessel radii.
This suggests that there may be another confounding factor at work that merits future
research.
Captopril - Decrease in Radii.

Under captopril, the median vessel radii is also el-

evated above that of the control. Only the difference in the last segment between
captopril and control is not judged significant at α = 0.05. Otherwise, the increase
is approximately 0.5µm for the remaining segments. As captopril, acts as a vasodilator [12], we would expect that the vessel radii of the blood vessels increase. Our results
confirm this.
VEGF - Considerable Increase in Radii.

In VEGF, there is a remarkable increase

in vessel radii thickness across all of the segments. The VEGF segments have median
vessel radii that are over 1.5 times the vessel radii of the comparable control segments.
In all the comparisons with the control distributions, the differences are deemed significant at the α = 0.05 significance level. At the sprouting front in the last segment,
VEGF has a median vessel radii of 9.62µm, whereas control has a median vessel radii
of only 6.19µm. This is a significant difference of over 3µm. We were not expecting this result. VEGF is involved in encouraging the formation of new blood vessels
through angiogenesis and increasing the sprouting within a network [10]. However,
our results appear to indicate that VEGF also has an impact on increasing the thickness of the blood vessels in a network as well.
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Average Distance to Neighbor

Distance Decreasing Towards Sprouting Front.

In the next set of experiments, we

examine the average distance to neighbor distributions for each of the drug intervention
types. The distributions are presented in Figure 4.2. We observe that the median
average distance to neighbor generally decreases in all of the drug intervention types.
This follows from how at the sprouting front there is generally significant branching
due to angiogenesis. At the sprouting front new endothelial cells are forming new
blood vessels close together. As a result, the nodes that are the branching points are
closer together leading to shorter median average distance to neighbor.

Figure 4.2: A graph depicting the combined distributions of average distance to neighbor in µm for each drug intervention type. The few data points that are over 100µm are
omitted as they prevent easy visualization of the data. We note the general decrease
towards the sprouting front.

We compare the different distributions using the Mann-Whitney U test, with the
full matrix of p-values for these tests in Appendix B.2. We find that nearly all the distribution differences are significant. To provide context, the median average distance
to neighbor for the control graph ranges from 22.67µm at the optic nerve segment to
18.25µm in the third segment, and then back up to 21.98µm in the last segment. We
show all of the medians in Table 4.2.3.
Angiotensin - Increase in Distance.

Under angiotensin, the median average dis-

tance to neighbor is above that of the control segments. All the comparisons with
control are significant at the α = 0.05 level. As angiotensin encourages pruning of

Chapter 4. Results and Discussion

36

Median Average Distance to Neighbor by Segment Number
0
Control
Angiotensin
Captopril
VEGF

1

2

3

4

5

22.67 19.93 19.93 18.25 21.44 21.98
28.79 25.22 25.94 23.87 24.14 23.26
21.04 17.54 17.71 18.56 17.57 18.25
25.61 21.92 22.08 21.38 20.83 21.86

Table 4.2: A table displaying the median average distance to neighbor in µm for each
of the combined distributions by segment and by drug intervention type. We note the
general increase for the VEGF graphs in comparison to the control graphs.

the network, there are less branching points and therefore less nodes that are close
together. Thus, we see this increase in the average neighbor distance reflected in our
results.
Captopril - Decrease in Distance.

In an opposite manner from angiotensin, capto-

pril encourages less pruning and so we see more branching. We see this in the closer
average neighbor distances. All segments except for the first are significant.
VEGF - Increase in Distance.

Comparing VEGF to the control, the differences of

the first four segments are significant. These four segments have an increase in the
average neighbor distance (around 2 − 3µm) compared to the control. VEGF is meant
to encourage increased angiogenesis [10], which theoretically means more nodes that
are closer together as each branching point is a node. However, we see that the average
neighbor distance does not reflect this expectation. As a quick follow-up test to see if
there even were relatively more branching nodes in the VEGF graphs, we examined
the proportion of degree 3 nodes (branching nodes) over the total number of nodes in
a graph. We find that this proportion is consistently higher for the VEGF graphs with
a mean proportion of 88.55% and sample standard deviation of 2.39%. In comparison,
control only had a mean proportion of 82.43% and sample standard deviation of 1.98%.
This leads us to believe that VEGF does indeed encourage branching, but there appear
to be other factors at work in causing the higher average distance to neighbor. In
Section 4.2.6, we address this further.

4.2.4

Average Local Node Density

Choosing an Appropriate Density Radius.

In our following experiments, we tested

the average local node density for our drug interventions with density radius r =
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100µm. To choose a suitable value of the density radius r, we ran multiple tests with
different values of r and used our previous results of the average distance to neighbor metric in the previous section. In our tests, when we used relatively small values
of r (25µm − 50µm), it was hard to detect trends between the drug intervention types
with the resulting density values often clustered close together. Referring back to Table 4.2.3, we see that the average distance to neighbor for all graphs is around 20 to
25µm. So, by using density radii of 25µm to 50µm, which are a maximum of twice
the length of the average distance to neighbor for all graphs, it follows that most of
the drug intervention distributions will have very similar density values. However,
we also note that the segments in our graph usually have size around 200 to 250µm.
Thus, using values higher than 100µm for r possibly compromises our local analysis
of the networks in segments. Consequently, we decided upon r = 100µm. We show a
comparison of the results for r = 100µm in Figure 4.3.

Figure 4.3: A graph depicting the combined distributions of average local node density
with density radius r = 100µm for each drug intervention type. We highlight a general
increase in density towards the sprouting front.

General Density Increase Towards Sprouting Front.

Across all the graphs, we

highlight an increase in the median average local node density towards the sprouting
front. In the sprouting front, endothelial cells are growing into new blood vessels that
form closer together. As a result, the nodes in the sprouting front become more tightly
clustered and the average local node density metric highlights this phenomenon.
The small decrease in local node density in the last segment is explained by how
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we calculate this metric. Referring back to Equation 3.3.3, the local node density ρ(u)
for a node u is determined by the number of surrounding nodes within a radius r of u.
In the middle segments of the networks, the majority of the nodes are surrounded by
other nodes on all sides, resulting in higher density values. However, the nodes in the
segments containing the periphery of the sprouting front (the last segment), are more
likely to have neighboring nodes only in one direction as they are at the boundaries
of the graph. Consequently, the last segment will have lower density values as we see
reflected in the graphs.
In our next step, we ran the Mann-Whitney U test on the distributions. The p-values
are recorded in Appendix B.3, and we again see that most of the distribution difference
are significant. The median values for local node density in the control group range
from 16 in the starting segment to 29 in the third segment and then back down to 22
by the last segment. All median values are in Table 4.2.4.
Median Density by Segment Number
0
Control
Angiotensin
Captopril
VEGF

1

2

3

4

5

16 22 22 29 23 22
11 15 14 19 21 21
16 28 34 37 40 31
14 22 23 24 29 27

Table 4.3: A table displaying the median local node density in number of nodes with
density radius r = 100µm for each of the combined distributions by segment and by
drug intervention type. We highlight the significant increase in density of captopril in
comparison to control nearer the sprouting front.

Angiotensin - Significant Density Decrease Nearer Optic Nerve.

Under angiotensin,

the graphs display a decreased density in all of the segments compared to the control
distributions and these results meet our significance level at α = 0.05. However, the
last two segments under angiotensin have very similar medians to the comparative control values. As a vasoconstrictor, we expect angiotensin to increase the pruning in the
graph which results in less branching points and therefore less nodes. Consequently,
the lower density values in all segments are likely because there are less nodes in these
segments due to angiotensin. However, the last two segments having nearly comparable density with control was not an expected observation. The difference is only one
or two nodes for these segments, wherein the other segments it is between five and
ten nodes. This finding seems to indicate that angiotensin has less of an impact upon
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the density of the sprouting front than upon the rest of the network. Consequently,
angiotensin’s effectiveness at encouraging pruning may be limited by the other factors
driving growth at the sprouting front.
Captopril - Significant Density Increase Towards Sprouting Front.

In captopril,

we see a notable increase in the median densities across all segments besides the starting segment. These increases in all but the starting segment all pass our threshold
significance level α = 0.05 in comparison to the control values. It is likely that the
starting segment in the captopril graphs has already undergone significant remodeling
and so captopril has less of an impact in discouraging pruning in an already pruned and
established part of the network. However, the other segments follow our expectations
of increased density as captopril discourages pruning. Thus, there are more branching
points and nodes in these segments and so there are higher density values.
VEGF - Fluctuating Densities.

The density results from VEGF do not lead to clear

analysis as they fluctuate significantly. All distributions are deemed significant against
the control distributions at the α = 0.05 level besides in the second segment. The starting segment through second segment have very similar values. In the third segment,
however, control has a much higher median density than VEGF. Then, in the fourth
and fifth segments, VEGF has a much higher median density. As VEGF encourages
branching, the increase in the fourth and fifth segments meets our expectations. Yet
the abnormality in the third segment is not intuitive. We address this further in Section 4.2.6.

4.2.5

Eccentricity

Eccentricity Decrease Towards Center of Networks.

In our final round of experi-

ments, we tested the eccentricity of all the distributions. The results are in Figure 4.4.
We observe that the median eccentricity of all the drug intervention distributions decreases towards the middle segments and then increases towards the last segment. This
follows from how the eccentricity of a node is calculated as the maximum shortest
path length to another node in the graph (see Equation 3.3.4). In the middle segments,
the maximum distance is shorter than at the end segments because nodes in the end
segments have paths all the way across the graph. Overall, the eccentricity metric appears to captures the intuitive result of how the central vessels within a network are
best positioned for delivering blood to the farthest part of the network.

Chapter 4. Results and Discussion

40

Figure 4.4: A graph depicting the combined distributions of eccentricity in µm for each
drug intervention type. We see a general decrease in eccentricity towards the middle
segments of the graphs.

Subsequently, we compared all of the distributions under the Mann-Whitney U test.
The p-values from these tests are in Appendix B.4. Only two distribution comparisons
did not meet the significance level of α = 0.05 to reject the null hypothesis. We present
all of the median eccentricities in Table 4.2.5.
Median Eccentricity by Segment Number
0
Control
Angiotensin
Captopril
VEGF

1

2

3

4

5

1,595 1,466 1,379 1,345 1,441 1,525
2,001 1,866 1,769 1,597 1,696 1,951
1,487 1,357 1,198 1,148 1,234 1,362
1,636 1,509 1,413 1,352 1,392 1,563

Table 4.4: A table displaying the median eccentricity in µm for each of the combined
distributions by segment and by drug intervention type. We emphasize the significant
increase comparing angiotensin to control.

Angiotensin - Considerable Eccentricity Increase.

The median of the eccentric-

ity distributions of angiotensin all are noticeably higher than those of the control. All
of these distribution differences pass the significance level threshold. As angiotensin
encourages pruning within a network, there are less nodes acting as branching points
in these networks. Consequently, the shortest paths through the graph will be longer
as fewer branching points lead to less direct routes from one node to another as in
Figure 3.11. Since the eccentricity of a node is the maximum shortest path (see Equa-
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tion 3.3.4), the eccentricity will be higher in these graphs with more circuitous and less
direct shortest paths.
Captopril - Eccentricity Decrease.

In captopril, we see the opposite pattern of an-

giotensin. All distributions are judged different at our significance level. The decreased
pruning caused by captopril means that there are more direct paths across the graph.
As a result, we see that the median eccentricity values of captopril are all lower than
those of control.
VEGF - Eccentricity Similar to Control.

Comparing the VEGF distributions with

control, we see very similar median eccentricity values. In fact, the starting and fourth
segments both do not meet the significance threshold of α = 0.05. Interestingly, the
median eccentricity for VEGF in the remaining segments are all slightly larger than
the respective control segments. As VEGF encourages branching, we would expect
there to be more direct paths in the graph leading to lower eccentricity values in the
graph. This is not the case compared to control. Consequently, there seems to be other
factors at work that are leading to these unexpected results. We comment more on
these abnormalities in the VEGF distributions in the following Section 4.2.6.

4.2.6

VEGF Abnormalities

Absence of Predicted Clustering.

Across our metrics, the VEGF networks con-

formed to our expectations the least out of all drug interventions. Under VEGF, previous studies have shown that vascular networks exhibit higher branching [10]. In fact,
our follow-up tests in Section 4.2.3 confirm that the VEGF networks have a higher proportion of branching nodes than the control graphs. Due to this branching, we expected
our metrics to reflect that VEGF is increasing the overall clustering in the networks,
with closer nodes and higher densities. Yet our metrics did not actually conform to
this expectation. In Section 4.2.3, the VEGF distributions had higher medians under
the average distance to neighbor metric. We would expect more branching to lead to
lower average distances. Then in Section 4.2.4, VEGF had a lower median density
than control in the third segment. However, we would expect higher branching to result in higher density. Measuring the eccentricity in Section 4.2.5, VEGF often had
higher eccentricities than the control groups. More branching should relate to more
direct shortest paths resulting in lower eccentricities. All of this suggests that there are
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other factors in the VEGF networks that appear to be influencing the network contrary
to our expectations.
A possible explanation for VEGF’s performance in the metrics may come from the
influence VEGF has on the thickness of the vessels. In Section 4.2.2, we see that VEGF
has far higher median thickness than all the other drug intervention types. With such
high thickness measures, the vessels and branching points may just be spaced further
apart due to underlying vascular development factors. Such increased spacing would
explain the higher average distance to neighbor, higher eccentricities, and possibly
the lower local density density. However, the wider spacing would imply that the
VEGF networks cover a wider overall area than the control networks. Future work
may consider developing a metric to measure such development as well as providing a
full explanation for these abnormalities in the data regarding VEGF.

4.3

Detecting the Sprouting Front

In this section, we discuss the results of our method outlined in Section 3.4 for detecting the sprouting front from the rest of the graph. Table 4.3 provides the mean
predicted sprouting front distances for each of the three graphs per drug intervention
type. We show the results for two values of density radii, r = 125 and 150µm, as well
as two density importance factors, k = 4 and k = 5 from Equation 3.3. These parameter values gave the best results across all graphs in all drug interventions in the limited
testing that we did. Overall, r = 125µm and k = 5 yield our closest comparisons to the
results from [4].

4.3.1

Evaluation of Detection Method

For ease of evaluation, we choose to analyze the parameter values that minimize the
maximum error across all drug intervention types. These values are highlighted in the
Table 4.3: r = 150µm and k = 5. However, future research should examines using
different parameter values for each drug intervention type. As we see in Table 4.3, the
performance of the parameter values varies based on drug intervention type.
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Mean Sprouting Front Depth - Angiotensin
Variable Values

Graph 1

Graph 2

Graph 3

r = 125,
r = 150,
r = 125,
r = 150,

298
303
318
299

258
236
258
235

251
302
276
258

k=4
k=4
k=5
k=5

Comparison Results From [4]: 200-250
Mean Sprouting Front Depth - Captopril
Variable Values

Graph 1

Graph 2

Graph 3

r = 125,
r = 150,
r = 125,
r = 150,

355
422
355
422

337
339
337
339

217
341
220
341

k=4
k=4
k=5
k=5

Comparison Results From [4]: 400
Mean Sprouting Front Depth - Control
Variable Values

Graph 1

Graph 2

Graph 3

r = 125,
r = 150,
r = 125,
r = 150,

318
321
311
321

329
400
329
356

391
393
391
393

k=4
k=4
k=5
k=5

Comparison Results From [4]: 250-300
Mean Sprouting Front Depth - VEGF
Variable Values

Graph 1

Graph 2

Graph 3

r = 125,
r = 150,
r = 125,
r = 150,

269
761
270
262

284
275
284
291

317
273
317
286

k=4
k=4
k=5
k=5

Comparison Results From [4]: 400-450
Table 4.5: A table displaying the mean sprouting front depth in µm for the drug intervention graphs with varying density radii r and density importance factors k. We highlight
the best parameter values across the angiotensin, control, and captopril networks that
yield less than 20% difference for almost all graphs from the values obtained by researchers in [4].
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Comparable Sprouting Front Depths.

We note that our predicted sprouting front

depth values are comparable to the experimental values from [4]. In the case of angiotensin, the mean values are within 49µm of the predicted sprouting front range. Two
of the graphs have values that are near the range or inside of it. For captopril, the values are all within 22 − 61µm of the comparison. For the control graphs, two values are
within 21 − 56µm, while graph 3 has a greater discrepancy of 93µm. We analyze the
percentage difference as the absolute value of the difference to the comparison range
divided by the maximum comparison value. We find that the mean values for the control, angiotensin, and captopril graphs are almost all within 20% difference from the
values in [4], with many substantially less.
Further Work Needed for VEGF.

The predicted sprouting front depths for the VEGF

graphs do have a higher difference range from the experimental values in [4]. Our
values are between 109 − 138µm smaller than the comparison values, which is approximately a 30% difference. However, we note that this may be related to the VEGF
abnormalities we highlight in Section 4.2.6. Specifically, although VEGF encourages
branching, the density values of the VEGF networks fluctuate significantly in a comparison to the control graphs. Future work can examine adjusting our method to better
incorporate these density fluctuations. For instance, different parameter values are
likely necessary for the VEGF networks.
Efficient Method.

While our research does not focus on computational complexity,

we do highlight that running our algorithm on the preprocessed networks requires very
little time. On a personal computer (Intel Core i5-6300U @ 2.40GHz), we found the
predicted sprouting front in seconds for each network. The efficiency of this method
increases its appeal as the comparison results in [4] were multi-day intensive processes
described further in Section 2.2.1. Consequently, our method of detecting the sprouting
front provides scientists a way to more quickly understand the effects of drug interventions on the sprouting front.

4.3.2

Parameter Influence

While we present only results for a limited number of density importance factors k and
density radii r, we did observe several general trends across our testing. Larger density
radii generally correlated with less tortuous predicted sprouting fronts. We believe that
this is because smaller radii mean that the differentiation between values for densities
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of different nodes is less continuous and more abrupt. Therefore the minimum cut
has more incentive to follow a more twisted path to minimize costs. As for the density
importance factor, we notice that higher values of k usually lead to decreased sprouting
front depths–although we do note that local dynamics in the networks seems to make
this not as generalizable for small changes in r as we see in Table 4.3. Nevertheless,
Equation 3.3 offers a way to understand the general trend of higher k with decreased
sprouting front depths. Capacities shrink exponentially with k and so the cost of cutting
through denser areas in the graph decreases compared to areas of higher density. Since
the minimum cut cost is a factor of the number of edges multiplied by their capacities,
very low capacities encourage minimum cuts through these edges even if there are a
higher number of edges to cut through in these dense parts of the graph. Thus, higher
values of k generally decrease the predicted sprouting front depth.

4.3.3

Evaluation Metric

While further experimentation to optimize our parameter values will improve our results, we also recommend further investigation of an appropriate metric to evaluate our
results. Currently, we measure the sprouting front depth by measuring the distance
from the center of the edge in the minimum cut to the convex hull as in Equation 3.5.
However, we do not have exact knowledge of how the comparison distances in [4] were
measured. As the peripheries of the sprouting front can be highly irregular in some of
the graphs, differences of over 200µm for points on the sprouting front periphery are
possible. We direct the reader to Figure 4.5 for an example of the large difference in the
location of the sprouting front periphery. Consequently, our general difference range
of 20 − 100µm from these experimental comparison values in [4] may be just products
of the way we measure the depth of the sprouting front.

4.3.4

Qualitative Evaluation

Manually examining our minimum cuts appears to offer support for the method. In
Figure 4.5, we show an example of a minimum cut on one of the control networks.
We observe that the predicted sprouting front depth decreases around the central artery
and then subsequently increases on both sides. This fits with the understanding that
the area surrounding the artery will exhibit less branching than the smaller capillaries
in the network who provide support for tissue on a much more local level. As a result,
the sprouting front will not include as much area directly around the artery as the
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endothelial cells are not proliferating as highly there.

Figure 4.5: A vascular network from the control group, with the edges in the predicted
sprouting front using the minimum cut highlighted in cyan. The convex hull generated
by the periphery of the sprouting front is highlighted in magenta and is our current
reference for measuring the depth of the sprouting front. The source and targets nodes
in the minimum cut are in blue and green respectively. We see here that the predicted
sprouting front depth decreases along the central artery.

Chapter 5
Conclusion
In our research, we had two main objectives. The first objective concerned developing
metrics to quantify the local spatial structure of vascular networks to detect the impact
of different drug interventions. For our second objective, we focused on deriving a
method to find the boundary of the sprouting front. We now briefly summarize the
results of our research into our two objectives.

5.1

Brief Summary of Findings

Drug Intervention Impact.

We implemented a series of four metrics that character-

ized the local differences in spatial structure across the networks. Subsequently, we
used these metrics to analyze the impact of various drug interventions on vascular networks. We highlight a few of the main findings from our metrics:
• Angiotensin leads to slight increases in vessel thickness despite being a vasoconstrictor.
• Angiotensin has more influence in encouraging pruning nearer the optic nerve.
• VEGF, a key factor in angiogenesis, causes an increases in both vessel thickness and branching, while not actually leading to a corresponding increase in
clustering in the network.
• Captopril, a vasodilator, has more impact in encouraging branching closer to the
sprouting front.
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Detecting the Sprouting Front.

In the following part of our research, we developed

an efficient automated method for the detection of the sprouting front using just spatial
data from the vascular networks. We note that the previous research in [4] required
intensive multi-day processing, while our results are obtainable within seconds. We
see that for the control, angiotensin, and captopril networks, our predicted sprouting
front boundaries have mean values that are nearly all less than 20% different from the
comparison values in [4]. Often, the difference is much less. Further optimization of
our parameter values for each drug intervention type offers the opportunity to further
improve these results–including on the VEGF networks.

5.2

Limitations

While our work offers a start towards quantifying the differences in spatial structures
in vascular networks, there are still limitations to our research.
Segmentation Process.

One of the main subjects for review is the method of seg-

mentation we use. In the preprocessing of the data, we decided to divide the networks
into six segments based on distance along the main axes in the graph for reasons mentioned in Section 3.1. However, there are alternate methods of segmentation that may
better capture differences in the spatial data. Our method of segmentation can sometimes result in large discrepancies in the area of each segment. While this may still be
an appropriate method for segmentation, tests of other methods should be performed
with the same metrics to determine how well the results hold.
Sampling Bias.

Additionally, we faced data-driven constraints. All of our results are

based on a limited amount of data, with only three graphs per drug intervention type.
Variability in this data will have biased our results. We did examine the individual
distributions for each graph by drug intervention type to see if the trends in metric
results we saw in the combined distributions held for the individual distributions. The
majority of the graphs and metrics reflected the general trends. However, there was
definite variability between graphs. Thus, more data or tests are necessary to confirm
our experimental results.
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Future Work

In this phase of our research, we did not concentrate on full biological explanations
for our results. Although this exploratory work did provide some background context
for our findings, a further step would be to better situate, and possibly integrate, our
results into the existing literature. Such work can include developing a more thorough
explanation of the unexpected results of networks under VEGF that we summarize in
Section 4.2.6.
With a set of metrics for characterizing the spatial structure of vascular networks
as well as a method to detect the sprouting front, we can expand our work into looking
at other experiments on these vascular networks. A clear extension includes looking
at other drug intervention types such as lisinopril and zofenopril. However, we can
also examine different types of experiments, such as gene knockout, where a specific
gene is made inactive in an organism. We already have such datasets available, so after
preprocessing we can test for the local spatial differences in these networks to quantify
the effects of such techniques.

5.4

Relevance of Work

Proper functioning of the vascular system is essential for the health of an organism.
Diseases, disorders, and aging can all adversely impact the vascular system leading to
the death of important tissues. Early detection and diagnosis of changes in the vascular
structure can help prevent–and sometimes reverse–damage to important tissue. Methods of efficiently quantifying changes within the vascular networks can thereby aid in
such detection, prevention, and restoration efforts. Additionally, with such methods
of quantification, scientists can better compare the intended impact of health technologies and interventions with their actual consequences on the vascular networks thereby
leading to better treatment outcomes. In our work, we propose an initial framework for
such quantification through metrics to characterize the local vascular network structure
and a method to detect the sprouting front.

Appendix A
D’Agostino-Pearson Omnibus Test
In this appendix, we present the p-values in matrix format for the D’Agostino-Pearson
omnibus test for each metric. This test for normality is described in Chapter 2. Our
null hypothesis under the test is that a given distribution is normal; our alternative
hypothesis is that the distribution is non-normal. We use a statistical significance level
of α = 0.05. If we reject the null hypothesis under this significance level, then we
conclude that the distribution is non-normal. For each combined distribution given by
segment and by drug intervention type, we use the D’Agostino-Pearson omnibus test.
Since there are four drug intervention types and six segments, this means that there
are 24 tests per metric. As a reminder, the combined distributions for a metric are
actually composed of three distributions from the three graphs for a drug intervention
type. The number of observations in the combined distributions for each segment are
usually around several hundred, with exact numbers varying by segment and metric.
The p-values below are divided by the metric used.
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Radii Results

The p-values of the D’Agostino-Pearson omnibus test comparing the different distributions by segment for vessel radii.
Segment

A.2

Average Distance to Neighbor Results

The p-values of the D’Agostino-Pearson omnibus test comparing the different distributions by segment for vessel radii.
Segment

A.3

Average Local Node Density Results

The p-values of the D’Agostino-Pearson omnibus test comparing the different distributions by segment for vessel radii.
Segment
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Eccentricity Results

The p-values of the D’Agostino-Pearson omnibus test comparing the different distributions by segment for vessel radii.
Segment

Appendix B
Mann-Whitney U Test - Different
Distributions
In the following sections we provide the p-values in tabular format of the MannWhitney U test for comparing combined distributions produced by each metric. Our
null hypothesis under the Mann-Whitney U test is that the distributions are the same.
Our alternative hypothesis is that the distributions are different. We set our statistical
significance at a level of α = 0.05. If we reject the null hypothesis, then we conclude
that at our significance level drawing a random data point from one distribution will
either be greater or less than a random data point from the other distribution. Within
each segment, we compare every possible pair of combined distribution by drug intervention type (including control). As there are four drug intervention types, this gives
us a total of six comparisons per segment. As stated in Appendix A, the combined
distributions from a segment are composed of three distributions from the three graphs
for a drug intervention type. We usually have around several hundred observations
for combined distribution. We present the p-values from the Mann-Whitney U test for
each of these comparisons in matrix format in the following sections for each of our
metrics.
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Radii Results

The p-values of the Mann-Whitney U test comparing the different distributions by
segment for vessel radii.
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Average Distance to Neighbor Results

The p-values of the Mann-Whitney U test comparing the different distributions by
segment for average distance to neighbor.
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Average Local Node Density Results

The p-values of the Mann-Whitney U test comparing the different distributions by
segment for average local node density.
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Eccentricity Results

The p-values of the Mann-Whitney U test comparing the different distributions by
segment for eccentricity.
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