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Abstract

In order to deal with perceptual uncertainty, our brain combines sensory inputs

with previous knowledge of its environment in a Bayesian way. This framework

has provided deep insights into the workings of the brain and has also been used

to clarify the effects and causes of individual differences. But while its main

structure has been experimentally verified multiple times, the mechanics of prior

acquisition have barely been studied. In this project, we investigate how people

develop expectations about the environmental statistics, and the differences in

these processes for individuals with stronger autistic traits or increased incidence

of hallucinations. We find that participants exhibit an effect similar to a first

impression bias, as the first few minutes of task exposure determine the structure

of their expectations for the rest of the experiment. In addition, we confirm

previous findings of increased sensory precision in high-AQ subjects and increased

prior precision in those with high CAPS scores. Finally, some indications about

how these traits affect the dynamics of learning are presented.
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Chapter 1

Introduction

1.1 The Bayesian Brain

Perception is a necessary part of our interaction with the world. Our senses

work non-stop, receiving a vast amount of information from the environment,

and transforming it into the continuum of our subjective experience. However,

while perception may begin at the sensory organs, it does not end there. Our

brains constantly create mental representations of our surroundings that differ

significantly from their corresponding sensory inputs. For example, although

every human eye has the punctum caecum, its blind spot, no visual percepts

contain a hole in that location. Moreover, environmental stimuli are often noisy,

but our representations of them seldom are. Instead, most of the time, we have

a smooth, crystal clear image of our surroundings. How does our brain mold

sensory information into a coherent perceptual experience?

In 1860, Hermann Helmholtz proposed that the data received from sensory organs

are interpreted using previous knowledge of the environment, in a process he

called ‘unconscious inference’ (Helmholtz, 1860). For example, when holding a

grain of sand between two fingers, the brain supposes that the different sensations

it gets originate from the same object, based on the proximity of the fingers. This

idea influenced the work of many cognitive psychologists in the following 150

years, before reaching its modern-day formulation and being given a new name

by Knill and Pouget (2004): the Bayesian Brain hypothesis.

Bayes’ rule is a simple mathematical tool for the calculation of conditional prob-

abilities. It states that, for events A and B, we have

1



2 Chapter 1. Introduction

Figure 1.1: The Bayesian Brain in action. (Adapted from (Haker et al., 2016))

P (A |B) =
P (B | A)P (A)

P (B)
(1.1)

While at first glance this rule does not seem especially noteworthy, when the

symbols are changed, from A to H for hypothesis and from B to E for evidence,

the result is Bayesian Inference; a way to update the probability of a hypothesis,

in light of new data. In that case, P (H) is called the prior and represents the es-

timated probability of the hypothesis before the observation of the new evidence.

P (E |H) is the likelihood, the probability of the newly observed data under our

current beliefs. And P (H | E) is the posterior, our updated beliefs about the

hypothesis.

The usefulness of Bayesian Inference is outlined by its appearance in a multitude

of fields besides statistics, such as decision theory (Berger, 2013), machine learn-

ing (Neal, 2012), or ecology (Ellison, 2004). Arguably, though, one of its most

consequential applications is in our understanding of perception.

Under the Bayesian Brain hypothesis, our brain is constantly trying to predict

the state of the environment, and uses these probabilistic predictions as the prior

in a Bayesian Inference, combining them with the likelihood of the sensory inputs,

and resulting in a posterior from which the percept is drawn (Figure 1.1).

This framework has been strongly supported by scientific evidence (Kersten et al.,

2004; Shams and Beierholm, 2010) and has been used to explain many perceptual

phenomena, such as cue integration (Knill, 2007), visual hallucinations (De Rid-

der et al., 2014), and various sensory biases (Girshick et al., 2011). Furthermore, it

has proven to be a useful tool in our understanding of mental illnesses. For exam-

ple, it is possible that depression is caused by unreliable prediction errors (Barrett

et al., 2016), and that audioverbal hallucinations are caused from an overweight-

ing of perceptual priors (Powers et al., 2017), while there is evidence that autistic
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Figure 1.2: The direction of lighting influences perception. Image shown in the experiment
by Proulx (2014), and interpreted differently based on the location of the light source.

traits are related with enhanced sensory precision (Karvelis et al., 2018). Lastly,

Predictive Coding, a possible neural implementation of the Bayesian Brain, has

been linked to speech processing (Hickok, 2012), the motor system (Shipp et al.,

2013), and has even been proposed as a unified brain theory (Friston, 2010).

Given that perception is partially based on predictions, it is not surprising that

what the brain expects to perceive can significantly influence the whole process.

In visual perception, in particular, the effects of expectations are twofold. On

one hand they can enhance the performance of the individual. The observation

of expected stimuli is faster and more accurate, while their recognition is more

likely (Doherty et al., 2005). On the other hand, expectations can influence what

is perceived based on contextual knowledge (Eckstein et al., 2004).

A clear example of the change in perceptual content is the experiment by Proulx

(2014). In it, participants were seated in a room with an overhead light source and

shown a visual stimulus (Figure 1.2). This was initially interpreted as a central

protuberance, surrounded by recesses. But, when the light source in the room was

changed from above to below the image, so did the interpretations. The shapes

were inverted in the eyes of the observers, such that now a recess was in the centre

of the image, surrounded by protuberances. This displays the power of priors, as

the mere knowledge of the location of the light source altered significantly what

was perceived. Not all interpretations followed the new direction of the lighting,

something that can possibly be explained by a strong competing belief that light

comes usually from above (Thomas et al., 2010). However, the fact that a lot

of them changed within such a short timeframe, illustrates the malleability of

priors.
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1.2 Motivation and Overview

Models of the Bayesian Brain need to take into account the unconscious expecta-

tions of the individual. But how are these expectations acquired? How pliable are

they? What is the timeframe of the changes? Even with a theory that explains

the way predictions affect sensory inputs, in order to fully understand percep-

tion we need to know exactly how the brain uses information such as percepts

to build a model of the environment. These questions have not been researched

extensively, as most Bayesian Brain studies have focused on static priors for the

duration of their experiments.

In our project, we decided to investigate in depth the process of perceptual learn-

ing. Our main goal was to better understand how the brain learns the statistics of

the environment, through the use of computational modelling. The result would

be a more thorough understanding of perceptual processes and the role of sta-

tistical learning in Bayesian theories. In order to do that, we expanded on an

already established experimental design, to implement a reversal scenario; some-

thing which is commonly found in reinforcement learning studies. The task of

the participants was to estimate the stimulus directions, which were drawn from

a trimodal and later a bimodal distribution. We hypothesised that (1) subjects

would develop attractive perceptual biases towards the modes of each distribu-

tion, changing after their reversal, and that (2) these biases would be compatible

with a process of Bayesian Inference.

A second goal was to capture the differences in the dynamics of learning be-

tween participants, since a model that is able to represent those differences can

be used in Computational Psychiatry research. Besides the aforementioned per-

ceptual impairments, mental disorders have also been associated with various

learning ones, such as inability to change after negative feedback in patients

with schizophrenia (Waltz and Gold, 2007), or slow learning rates in patients

with major depressive disorder (Chase et al., 2010). Considering that our task

combines perceptual and learning elements, it could prove to be a useful tool in

our endeavour to understand mental illness. On this basis we administered the

AQ questionnaire and hypothesised that (3) stronger autistic traits will corre-

late with faster statistical learning, in accordance with previous research (Palmer

et al., 2017).

Of the three hypotheses only the second one proved to be correct, while for the

other two the opposite effects were found. Participants did develop a prior and
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the correponding biases according to the first distribution, but these were never

updated to the second after the reversal. Also, individuals with high AQ scores

were shown to be slower learners than the rest of the sample.

An outline of the dissertation is provided below.

• In Chapter 2, we introduce relevant work, discussing the findings and lim-

itations of previous studies on perceptual learning, and outlining the need

for a dynamic model of expectation development.

• In Chapter 3, we analyse our reasoning behind our design decisions. More-

over, we present a pilot experiment with six participants, its behavioural

results, and how the first signs of an unchanging prior influenced us into

altering the experimental design in order to aid learning.

• In Chapter 4, we describe the main experiment, analyse the behavioural

findings between the trimodal and the bimodal condition, and look into

possible relationships between our results and psychological traits.

• In Chapter 5, we present two main computational models, along with several

variations. We compare and analyse their results, which verify our initial

findings, while also providing additional insight into the mechanisms of

perceptual learning.

• In Chapter 6, we interpret the behavioural and modelling outcomes of our

project, and propose directions for future work.





Chapter 2

Background

2.1 Two Kinds of Priors

In the study by Proulx (2014) we saw visual expectations behave in two distinct

ways. The prior caused by the location of the light source affected perception

only when the light was on, while the “light from above” prior seemed to be the

default expectation and to even sometimes persist, despite the alternative light

source. Seriès and Seitz (2013) classify these priors into two categories: structural

and contextual.

Structural expectations, such as the “light from above”, are acquired implicitly

through lifelong statistical learning, or are innate. They influence the perception

of all relevant stimuli during a person’s life, and usually express some sort of

knowledge of the individual’s environment. For example, Weiss et al. (2002)

showed that the slow speed priors are optimal in a world where these speeds are

more common, and Girshick et al. (2011) found out that cardinal biases match

the overrepresentation of these orientations in natural scenes. Both of these apply

in a variety of situations, independently of context.

On the other hand, contextual expectations such as those created by the loca-

tion of the light source are rapidly learned, either explicitly or implicitly, via

instructions, context, or cues, but only apply to the setting in which they were

learned, sometimes replacing the more general structural expectations. For ex-

ample, bistable stimuli are shown to be strongly affected by what the participants

have been told or have seen before (Sterzer et al., 2008). However, contextual

priors have sometimes been shown to apply in different tasks than the one in

which they were learned (Turk-Browne and Scholl, 2009), or last for longer peri-

7



8 Chapter 2. Background

ods of time (Sotiropoulos et al., 2011). Therefore, it is not unfounded to assume

that contextual expectations can function as an early stage in the development

of structural expectations, and that common processes could be found in the

learning of both.

2.2 The Moving Dots task

2.2.1 Rapidly learned stimulus expectations alter
perception of motion

Inspired by studies on sensorimotor statistical learning, which can be surprisingly

fast (Faisal and Wolpert, 2009), Chalk et al. (2010) hypothesised that a contex-

tual prior can be developed via implicit statistical learning in an experimental

setting, in the course of one hour. In their design, the participants were shown

a field of dots moving mostly in nine equidistant directions between −64◦ and

64◦, with respect to a central reference angle. The reference angle was chosen

randomly for each participant, so as to cancel the aforementioned cardinal biases

(Girshick et al., 2011) when averaged. The directions were drawn from a bimodal

distribution, so that the ones at ±32◦ were significantly more frequent than the

others (Figure 2.2a). Some directions were drawn uniformly from all possible ori-

entations to give the impression of a continuous task. The stimuli were presented

in three contrasts; one high, one determined by the 4/1 staircase on detection

performance and one by the 2/1 staircase (Garcıa-Pérez, 1998). In addition, some

trials did not display a stimulus at all. The participants had the double task of

estimating the direction of motion and then reporting on the detection of the

stimuli (Figure 2.1).

Their findings not only confirmed, but exceeded their expectations, as the subjects

developed biases consistent with the underlying distribution in just a few minutes

(Figure 2.2b). Furthermore, the participants were significantly more likely to

detect stimuli on the modes of the distribution, their reaction times for those

stimuli were reduced, and they hallucinated stimuli close to the most frequent

directions on the no-stimulus trials.

To exclude the possibility of a response bias, Chalk et al. compared several vari-

ations of two general model structures, fitted on the trails in which stimuli were

present and detected by the participants. The first class of computational models,

the “response bias” one, followed different strategies in different trials; it made

accurate estimations on most of them, but in the face of uncertainty it could
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estimate based on its learned expectations. The models of the second class made

estimations in a bayesian way, by choosing the mean of the posterior distribution

as follows

θperc =
1

Z

∫
θ · pexp(θ) · pl(θobs | θ) · dθ (2.1)

where Z is a normalising constant. Both models incorporated motor noise and

the possibility of completely random estimations on a fraction of the trials. As

expected, the main Bayesian model performed at least as well as the response

models (Figure 2.2b) with far fewer parameters, and was the winner of the model

comparison, providing evidence once again for the Bayesian Brain hypothesis,

and showing that rapid statistical learning is possible.

2.2.2 Further Research

This experimental framework was utilised in two more studies by the same lab-

oratory, expanding on their findings. In the first one, the design was altered to

investigate the complexity of developed expectations (Gekas et al., 2013). The

stimuli were coloured red and green and, depending on their colour, they were

drawn from different distributions. The researchers performed two experiments,

which used different pairs of distributions. In the first experiment, the stimuli

followed a uniform and a bimodal distribution (Figure 2.3a), which, when com-

bined, resulted in the distribution used by Chalk et al. (2010). Their findings

indicated that participants adopted a bimodal prior for both colour conditions,

rather than distinguishing between them. The cause for this could be that the

brain cannot develop separate expectations in the same task, so instead it ignores

Figure 2.1: Moving Dots: The double task (Adapted from (Karvelis et al., 2018))
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(a) The distribution (b) Bias: data and model fits

Figure 2.2: Moving Dots
(Adapted from (Karvelis et al., 2018) and (Chalk et al., 2010) respectively)

colour information, or that the structured, bimodal prior could have influenced

the unstructured uniform one.

To decide between these interpretations, the researchers run a second experiment

which featured a modified bimodal distribution and its trimodal compliment, so

that their combination is a uniform distribution (Figure 2.3b). Their results

provided evidence for the ability of the brain to learn complex priors. The partic-

ipants ended up hallucinating different directions of motion, based on the colour

of the hallucinated stimuli. Also, while computational modelling showed that for

most participants the responses in the estimation task are better explained by a

single prior, this prior was not the uniform one, suggesting that the individuals

did not ignore the colour conditions, even though they did not learn from them

optimally. Finally, the behaviour of a fraction of the subjects seemed to follow

the two-prior model, which approximated the actual distributions.

A second study used the same design to investigate possible deviations in the

Bayesian Inference process of individuals with schizotypal or autistic traits (Karvelis

et al., 2018). While the researchers did not find any significant differences asso-

ciated with schizotypy, autistic traits were associated with lower estimation bias

and variability. The results suggested that subjects with high Autism-Spectrum

Quotients (Baron-Cohen et al., 2001) have increased sensory precision compared

to participants with lower AQ, as that would explain both findings. Computa-

tional modelling confirmed this, showing a significant correlation between stronger

autistic traits and increased sensory precision in the Bayesian model.
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Participants in all the aforementioned studies displayed biases in their estima-

tions after only 200 trials. As a result, there were not enough data during the

initial learning phase to study the process through which the priors are acquired.

Therefore, a common characteristic of all response and bayesian models used in

these studies is that they did not incorporate a mechanism for learning the stimu-

lus distributions. Instead they assumed that after a number of trials participants

had already developed expectations that were approximating the true priors. For

example, for the bimodal condition it was assumed that the expectation had the

form

pexp(θ) =
1

2
[V (−θexp, κexp) + V (θexp, κexp)] (2.2)

where V (µ, κ) is the von Mises distribution with mean µ and precision κ, and

θexp, κexp were free parameters, fitted with the rest of the model.

Although this was a practical decision, this approach has some significant draw-

backs. At a general level, since one of the main aims of the experiments was the

study of statistical learning, any model that does not account for that is clearly

incomplete. Secondly, and more specifically, an implementation of the acquisition

of the priors would offer significant help when trying to understand the differences

between the subjects that developed two distinct priors and those who did not

in (Gekas et al., 2013). Moreover, such a model would be able to incorporate the

individual variations in learning and provide deeper understanding in the case of

autism, a disorder which has already been associated with learning impairments

(Lawson et al., 2017; Palmer et al., 2017). Lastly, static-prior models cannot

account for various additional properties of statistical learning, such as recency

effects (Jones et al., 2013).

(a) First experiment (b) Second experiment

Figure 2.3: The colour distributions (Adapted from (Gekas et al., 2013))
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2.3 Models of Learning

Looking at the literature, we can see that a multitude of mathematical models

have been proposed in the field of cognitive science to explain various kinds of

learning, but possibly the most popular one is the simple reinforcement learning

model for decision making. According to it, subjects have internal values which

represent predicted rewards and based on which they make choices. These values

get updated in the following way

Vt+1 = Vt + η(rt − Vt) (2.3)

where Vt is the internal value at time t, rt is the actual reward at time t, and η is

the learning rate. As we can see from Equation 2.3, the value is updated based on

the error between prediction and reward. This update rule can be replaced with a

more sophisticated one, such as Q-learning or Temporal Difference learning, but

always based on the same principle. All these models are widely used in the field

of artificial intelligence (Kaelbling et al., 1996), as well as in modelling decision

making in the brain (Beevers et al., 2013; Bakic et al., 2017; Niv, 2009). But

since perception is also trying to minimise prediction error (Friston, 2010), the

algorithm can be adapted for perceptual learning, as well (Law and Gold, 2009).

In an experimental setting closer to ours, there is another model that has seen

some success (Gekas et al., 2015). The researchers noticed that recency effects

were strong in the expected stimuli locations, but almost absent in the non-

frequent ones. In order to explain that, they constructed a model in which the

prior resulted from the multiplication of the recent stimulus distribution with the

statistical expectation. The recent stimulus distribution consisted of a combina-

tion of a uniform distribution with the exponentially decaying sum of the sensory

likelihoods from last n trials, while the statistical expectation was determined

in the same way as the prior in (Chalk et al., 2010). While this model offers a

convincing explanation for the recency effects and some parameters that could be

associated with individual differences in learning, the absence of a rule for the de-

velopment of the statistical expectation presents the problems we have previously

explained.



Chapter 3

Designing and Testing the
Experiment

3.1 Conceptual Design

The Moving Dots task had already shown good results about rapid statistical

learning in four different experiments, but implementing a reversal scenario de-

manded some additional decisions to be made. The first question regarded the

choice of distributions. Usually, in reinforcement learning experiments, the prob-

ability of reward is reversed between choices. For example, two choices with

associated probabilities p1 = 0.8 and p2 = 0.2, would have their probabilities

switched to p1 = 0.2 and p2 = 0.8. A possible structure imitating that, would be

the change from a bimodal to a unimodal distribution with the same mean, since

the distributions would have reversed most-frequent and non-frequent stimuli di-

rections. Unfortunately, in previous tests with unimodal distributions, subjects

have been seen to consciously infer the nature of the distribution, resulting in

response biases. In order to avoid that, we chose the distributions of the second

experiment by Gekas et al. (2013). The complexity of the trimodal distribution

should hinder the development response strategies, similarly to the bimodal one

(Chalk et al., 2010).

A major concern was that subjects would develop a prior based on the first dis-

tribution, but would not be able to update to the second one. This concern

was reinforced by some early simulations in which participants did not update

their beliefs, or did so only after 400 or 500 trials. The learning rates used were

drawn from the dataset of Karvelis et al. (2018), using a simple computational

13
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model. These findings cannot be completely trusted, as they are based on data

from an experiment with no reversal, and therefore a remarkably short learning

period, but they serve as an indication of what the actual results could be.

In order to aid the updating of priors, we decided to have the simpler, bimodal

distribution appear second. Additionally, the distributions were altered, making

them more distinct. The number of the most-frequent stimuli was increased,

while the number of the non-frequent ones was lowered. In the same spirit, the

distances between adjacent directions was increased by 2◦. We were concerned

that making the stimuli more distant from one another than that, would highlight

the non-continuity of the task. The length of the experiment was increased as

well, to give enough time to the subjects to unlearn the first prior and develop

new expectations.

Other ways to encourage the participants to learn the second distribution would

be to inform them about the reversal, or somehow reference the volatility of the

environment. We decided against those, as they could affect the learning of the

participants in unpredictable ways, complicating the interpretation of results and

the modelling. Finally, we could increase the contrast of the staircase artificially

at the time of the reversal, but that might signal the change of distribution to

the participants, introducing the aforementioned problems.

Another decision regarded the implementation of staircases. In the experiment by

Chalk et al. (2010), the low contrast dots are presented in two different contrast

levels, determined by two staircases. But since the staircases end up converging,

with no significant difference between them, we decided to imitate the process

used by Gekas et al. (2013) and replace them with one staircase, simplifying the

design.

A final choice concerned the individual differences that could affect experimental

results in general, and the learning of the distributions specifically. Besides autis-

tic traits, schizotypal characteristics have also been associated with impairments

in perceptual processes of Bayesian inference. However, this deficit could be par-

ticularly tied with the presence of hallucinations, instead of the entire condition

(Powers et al., 2017). Therefore, the participants were given the Cardiff Anoma-

lous Perceptions Scale (CAPS) questionnaire (Bell et al., 2005), along with the

Autistic Spectrum Quotient (AQ) questionnaire (Baron-Cohen et al., 2001).
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3.2 Pilot Experiment

3.2.1 Materials and Methods

3.2.1.1 Observers

6 naive volunteers (3 males, 3 females, ages: 23-30) with normal or corrected-

to-normal vision and no motor disabilities were recruited from the School of

Informatics to test the experiment. All of them signed informed consent forms

and completed the AQ and CAPS questionnaires. Furthermore, before the exper-

iment, all the participants were given verbal and written instructions, as well as a

short demonstration of the task. The experiment was approved by the University

of Edinburgh, School of Informatics Ethics Panel.

3.2.1.2 Apparatus

The visual stimuli were created using the Psychophysics Toolbox (Brainard, 1997)

on MATLAB 2012a and were displayed on a Mitsubishi DiamondPro 750SB moni-

tor running at 1024×768 at 100Hz. The luminance of the display was calibrated

using Cambridge Research Systems Colorimeter (ColorCal MKII), with back-

ground luminance set to 5.1948 cd/m2. Subjects were seated in a dark room, and

viewed the screen from a distance of 50−60 cm. The motion stimuli consisted of

a field of dots with density 2 dots/deg2 moving coherently at a speed of 9◦/sec

within a circular annulus, with minimum diameter 2.2◦ and maximum diameter

7◦.

3.2.1.3 Procedure

The procedure of the experiment was identical to the one by Karvelis et al.

(2018). Each trial started by presenting a white disk (diameter 0.5◦, luminance

12.2 cd/m2) in the center of the display for 400 ms, as a fixation point. While

the disk was still on, a red bar (length 1.1◦, width 0.03◦, luminance 3.4 cd/m2)

appeared, originating from it at a random angle. On most trials, a moving field

of dots was presented, along with the bar. The participants were instructed to

use the red bar to estimate the direction of motion, irrespective of the actual

appearance of stimuli, and click when they’ve made their choice, while keeping
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their stare fixed at the disk. After they clicked or 3000 ms had elapsed, the

stimuli disappeared, along with the orientation bar and the fixation point. Then,

after 200 ms, a line was presented, splitting the display vertically in half, with

the cursor appearing in the middle and the words “NO DOTS” and “DOTS” in

the left and right of the line, respectively. The participants were instructed to

indicate whether they saw the stimuli or not, by clicking in the corresponding

half of the screen. They were given immediate feedback on the detection task, by

the cursor flashing green or red, depending on their choice. Also, every 20 trials

the subjects were given their average estimation error in the past 20 trials via a

text displayed on the screen. We decided on block feedback for the estimation

task, since we wanted to encourage the observers to try hard, without influencing

their behaviour in every trial. Moreover, every 180 trials the participants were

told that they could take a small break to rest their eyes.

3.2.1.4 Design

The experiment consisted of 900 trials, broken down in 5 blocks, and lasted for

approximately 65 minutes. The trials were randomly shuffled, within each block.

The stimuli were presented in three contrast levels: high, low, and 0. The high

contrast stimuli were presented at approximately 1.7cd/m2 above the background

luminance, while the low contrast were determined by the 3/1 staircase on detec-

tion performance (Garcıa-Pérez, 1998), beginning, at the start of the experiment,

at approximately 0.6 cd/m2 above the background luminance. The low contrast

stimuli were presented in nine equidistant directions, ±72◦,±54◦,±36◦,±18◦, 0◦,

with respect to a random reference angle.

The first 402 trials, or two blocks, constituted the trimodal condition. Each block

had 59 trials in 0-contrast, effectively displaying no stimuli, 118 in low contrast,

and 24 in high contrast. For the low contrast, 22 trials were presented in each of

the ±72◦ and 0◦ directions, 12 trials in each of the ±54◦ and ±18◦, and 2 in the

±36◦, while for the high contrast all trials were in uniformly random directions

across the circle. The second half of the experiment, the bimodal condition,

consisted of 498 trials. In each of the three blocks participants were presented

with 48 stimuli in 0-contrast, 98 in low, and 20 in high contrast. The low contrast

stimuli followed the reversed, bimodal distribution, with 22 trials in each of ±36◦,

12 in ±54◦ and ±18◦, and 2 in ±72◦ and 0◦. The high contrast trial directions

were determined similarly to the first half. An illustration of the distributions

used can be found in Figure 3.1.



3.2. Pilot Experiment 17

-80 -60 -40 -20 0 20 40 60 80

Angles (deg)

0

0.05

0.1

0.15

0.2

0.25

P
ro

ba
bi

lit
y

(a) Pilot Experiment Distributions

-80 -60 -40 -20 0 20 40 60 80

Angles (deg)

0

0.05

0.1

0.15

0.2

0.25

P
ro

ba
bi

lit
y

(b) Comparison with (Gekas et al., 2013)

Figure 3.1: The distributions used in the pilot. In (a) we see the trimodal distribution in
blue and the bimodal in orange. The black line is the average of the two distributions. In (b)
we see in green the distributions used in this experiment and in black those used in (Gekas
et al., 2013). We used a slightly sparser set of angles than Gekas et al., but in this graph their
distributions are presented in our set of angles, to make the comparison clearer.

Given that the numbers of trials in each angle are reversed between the blocks

of the two distributions, the combination of two blocks, one from each condition

results in a uniform distribution. But, since the bimodal condition has fewer

trials in each block, the probabilities for each angle are slightly higher. And

since this is expressed more in the high frequency directions, it results in an

average distribution which is skewed to a small degree towards the ±36◦ angles

(Figure 3.1a). We assumed that this would not affect our results, but in the case

that it did, it would just aid the learning of the second prior. Additionally, as we

have already mentioned in Section 3.1, our distributions are altered to be more

distinct. This is illustrated in Figure 3.1b.

If the participants learn the underlying distributions, we expect to see the de-

velopment of attractive estimation biases towards the angles ±72◦ and 0◦ in the

first half, and towards ±36◦ in the second half. Furthermore, in accordance with

(Chalk et al., 2010), we would expect lower reaction times and variability, and

higher detection rates at the expected directions.

There are a couple of alternative possibilities. The observers could develop the

first set of expectations but never update, meaning that their first-half biases

and other behavioural results would appear relatively unchanged throughout the

whole experiment. Or, although this seems very improbable, the complexity of

the experiment could prove to be too great for the participants to handle, even

in the first half, resulting in no clear effects of the expectations at any point.
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3.2.1.5 Data Analysis

In the analysis of the estimation task, we focused only on participants that de-

tected at least 80% of the high contrast stimuli, with a root mean square error

less than 30◦. These predetermined criteria were necessary to ensure that the

included subjects were both able and willing to solve the task. In the current

experiment all six of the participants satisfied the criteria. In order to analyse

our data, we first average the results across the different reference angles, to avoid

strong influences by the cardinal biases (Girshick et al., 2011).

Unfortunately, due to a coding error, 4 out of 6 participants had the same ref-

erence angle. Using the data from all of them could lead to biases irrelevant to

the constructed expectations. Choosing a participant at random from the 4 with

the same orientation and using their data along with the other 2 could solve this

problem, but at the same time it would make our results incredibly vulnerable to

noise. We decided to focus on the data of all 6 participants, while frequently com-

paring them with the results from the aforementioned subgroup to confirm that

the observed effects are a result of the displayed statistics (Supplementary Materi-

als Subsection A.1.2). Moreover, the small number of participants in combination

with the identical reference angle makes it difficult to draw any conclusions using

the AQ and CAPS scores.

Similarly to previous research, we focused only on the low contrast stimuli that

were both detected and estimated, for the calculation of the participants’ biases.

Contrary to (Chalk et al., 2010), though, we did not discard the initial trials.

That was necessary, since our goal is the study of learning dynamics, something

that happens predominantly in the first trials. For the rest of the analysis, we

followed previously established procedures. It has been observed that participants

sometimes make random estimations, either intentionally or not. In order to

account for them, we fitted each participant’s data for each of the nine angles to

the distribution

(1− α)V (µ, κ) + α (3.1)

in which V (µ, κ) is the circular normal or von Mises distribution with circular

mean µ and precision κ, and α the fraction of random estimations. The param-

eters were chosen by maximum likelihood estimation, and µ and the von Mises

circular standard deviation were used in place of average biases and their corre-

sponding SD.
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3.2.2 Results

Plotting the average bias of the participants provides a rough outline of their

learning process (Figure 3.2). The first thing we notice is that the bias of the

responses in the bimodal condition does not resemble the optimal biases in any

way, while the biases in the trimodal half do indeed follow the general structure

of the expected biases. In addition, the two sets of biases are very similar to each

other, which indicates that participants did not update using the new informa-

tion they were presented with. A perhaps even more surprising result is that the

biases, and therefore the expectations, do not seem to change significantly after

the first third of the trimodal condition, even though approximately only 80 trials

that follow the distribution are presented in that part. Focusing only on the cho-

sen subset of participants does not alter the results significantly (Supplementary

Materials Subsection A.1.2).
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Figure 3.2: Mean estimation biases for all participants. Since the distributions are symmetric
at 0◦, we averaged the respective biases from both sides (multiplying with −1 for the nega-
tive angles, to deal with the antisymmetry in the biases). The plots show the biases for each
condition split into three equal trial blocks to illustrate the progression of the expectations
throughout the experiment. The dashed lines represent the corresponding most-frequent di-
rections and the bars represent within-subject standard error. The subplots in the upper left
corner of each graph depict the optimal biases.
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Figure 3.3: In both graphs the blue colour depicts the data from the trimodal condition and
the dashed lines the corresponding most-frequent directions, while the orange colour and the
dotted line represent the bimodal one. The subplots display the expected results of learning
both distributions. (a) The accurate calculation of SD for all angles requires more datapoints,
therefore we used the last 300 trials from each condition. The error bars represent within-
subject standard error. (b) The histogram depicts the total number of hallucinations from all
participants. We focused on the last 250 trials to make the results slightly clearer.

A clear difference between the two graphs is the dramatic increase of the variance

in the bimodal half. This could possibly be attributed to the change of distri-

bution: the environment does not follow the learned structure and the ensuing

uncertainty is expressed in less precise estimations. Another result that needs to

be explained is the positive bias at 0◦. It is possible that this effect arises from

some cardinal bias or a similar influence, but given the small number of the par-

ticipants we cannot derive any conclusion from it. Moreover, plotting the results

of the subgroup displays the same effect (Supplementary Figure A.2) Lastly, the

negative bias at 72◦ in the first third of the bimodal condition could be due to

the development of the second prior, but interestingly it disappears in the next

trial groups.

Plotting the variability of estimations (Figure 3.3a) outlines a similar picture.

The expectations developed during the trimodal condition agree with the cor-

responding distribution, with less variability to the expected stimuli directions.

In the second half, we notice a change which could represent the first step in

the learning of the bimodal distribution, especially in the increased deviation of

0◦. However, the high variability at the most frequent directions, in combination

with the significantly lower variability in ±72◦ illustrate once again an inability

to adapt to the new environmental statistics.
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In line with the previous experiments (Chalk et al., 2010), participants reported

detecting stimuli at 0-contrast trials. Interestingly, the histogram of these hallu-

cinations (Figure 3.3b) presents an argument for the dynamical learning of the

priors. We can clearly see that in the first half the hallucinations revolved around

the modes of the trimodal distribution, while in the second half there is a sig-

nificant change in favour of the bimodal modes. This is in disagreement with

the estimation results in the low contrast trials. Without the appropriate com-

putational modelling we cannot be sure about the cause of this outcome, but

one possibility is that multiple priors are developed simultaneously in the brain,

influencing different components of perception in different ways.

Finally, both reaction times and detection rates do not show the expected pat-

terns, either for the trimodal or the bimodal condition (Supplementary Materials

Subsection A.1.1). Possible explanations for this could be the effects of cardinal

biases on our results, or the extremely small number of participants, if we exclude

those with similar reference angles.

3.2.3 Discussion and Improvements

Our experimental design failed to induce the reversal of the expectations in the

participants. Their priors seemed to be essentially unchanged, even after almost

500 trials. This is surprising, especially when considering the speed with which

the first expectation was developed. Furthermore, the complexity of the two

distributions is likely not the cause of this outcome, since Gekas et al. (2013)

found evidence for the ability to distinguish between these distributions when

they were intermingled; a design arguably more complex than ours.

One possible explanation for our results is that the brain is quick to find a struc-

ture in a new environment, but as soon as this structure is established as a prior,

it is not easy to change. Another, simpler explanation is that the brain develops

expectations based on relatively certain information. So, when presented with

noisy inputs, it is more likely to ignore them or not take them seriously into ac-

count. As we can see from Figure 3.4, at the time of the reversal, the luminance

has already been significantly lowered. It is, therefore, possible that the brain

used the initial 100 trials in which the contrast is higher to form the prior and

almost discarded the rest in terms of learning. A final detail that could have

influenced the outcome of the experiment is its length. Most participants gave

strong negative feedback on the duration of the experiment. It is not unreasonable
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to assume that due to fatigue or loss of interest, the last trials could have been

considerably less effective than the first.

Since we would like to test the updating of the priors, our current design does

not seem to be ideal. The imbalances between the two halves may exert influence

on our results, in various ways. To avoid possible confounders and make the

two conditions as similar as possible, we altered the experiment, both making it

shorter to avoid fatigue effects, and resetting the luminance for the low contrast

stimuli at the time of the reversal. Fearing that this modification would signal

the change in the environmental statistics to the participants, we included two

more contrast resets in the middle of each condition. We assumed that in this

case subjects would accept the resets as a feature of the experiment, unrelated to

the direction of the stimuli. Lastly, we modified the high contrast trials so that

the stimuli would partially follow each distribution, hoping to further encourage

the learning of the new prior.

Figure 3.4: Average luminance of the low contrast stimuli relative to the background lumi-
nance, plotted over time. Data collected only from the three chosen participants. The grey
area represents within subject standard errors, and the dotted line the reversal of distributions.



Chapter 4

Main Experiment

4.1 Materials and Methods

4.1.1 Observers & Apparatus

31 naive participants (11 female, 20 male) were recruited from the general pop-

ulation. We advertised mainly online, on the University of Edinburgh’s Career

Service and various UoE related Facebook groups, though a fraction of the par-

ticipants were recruited via word of mouth. We tried to target people with strong

autistic traits, both through the wording of the advertisment and the groups it

was posted in. All participants filled in both the AQ and CAPS questionnaires.

All subjects had normal or corrected-to-normal vision and signed a consent form,

in accordance with the University of Edinburgh, School of Informatics Ethics

Panel. 26 of them received monetary compensation, while 5 participated volun-

tarily. All subjects received verbal instructions and took part in a short tutorial

before the experiment. The apparatus used was the same as the one in the pilot

experiment (Subsection 3.2.1.2).

4.1.2 Procedure & Design

Both the procedure and the design of the experiment were kept mostly identical

to the pilot experiment (Subsections 3.2.1.3 and 3.2.1.4, Figure 4.1), with changes

mostly to the numbers and angles of stimuli in each condition and contrast level.

The duration of the experiment was decreased to 670 trials, 330 for the trimodal

condition and 340 for the bimodal one, lasting 45 minutes. A significant difference

is that the 3/1 staircase determining the low contrast was reset to its starting

value 3 times during the experiment. These resets happened in the middle of each

23
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Figure 4.1: The procedure. Participants had to fixate to the central white circle, which
appeared slightly before the moving dots. Then, they had to estimate the direction of motion
using the red bar, with a time limit of 3000 ms. In the end, they had to report on their detection
of the stimuli, by clicking the corresponding half of the display.

condition and at the time of the reversal, at trials 165, 330, and 500, to make the

two halfs of the experiments as similar as possible.

All trials were split into 4 roughly equal blocks, 2 for each condition. In the

trimodal half, 40 high contrast, 195 low contrast, and 95 no contrast stimuli were

presented in total. The low contrast condition followed the trimodal distribution,

with 35 trials in each of the high frequency directions (±72◦ and 0◦), 20 in each

of the medium frequency (±54◦ and ±18◦), and 5 in each of the low frequency

ones (±36◦). Contrary to the pilot experiment, half of the high contrast stimuli

followed the distribution, as well. 4 of them were presented in every high fre-

quency direction, and 2 of them in every medium one. The other half appeared

in uniformly random directions, similarly to the pilot. In the bimodal condition,

there were 44 high contrast, 198 low contrast, and 98 0-contrast trials. Once

again, the low contrast stimuli were in agreement with the underlying distribu-

tion, reversing the high and low frequency angles from the first half. 42 trials were

presented at each of the directions ±36◦, 12 at each of ±54◦ and ±18◦, while only

6 appeared at each of the remaining ±72◦ and 0◦ angles. 24 of the high contrast

trials followed the distribution, with 6 at each of the high frequency directions

and 3 at each of the low ones. The remaining were randomly determined.

As we can see in Figure 4.2, the distributions are not as different from each other

as in the pilot experiment (Figure 3.1). The reason for that is that due to the

smaller total number of trials and the resets in the low contrast, the number of

trials in the infrequent directions of each condition has been significantly lowered.
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(b) Comparison with (Gekas et al., 2013)

Figure 4.2: The distributions used in the low contrast trials of the main experiment. (a) The
blue dashed line represents the trimodal distribution, while the orange line the bimodal. The
black line in the middle depicts the average of the two distributions. (b) A comparison between
the distributions used in the main experiment (yellow) and a spread-out version of those used
by Gekas et al. (2013) (black).

This would possibly result in too few datapoints to accurately determine the bias,

variability, detection rate, and reaction time effects at these angles. Therefore

we increased the relative probability of stimuli moving in these directions, conse-

quently making the two distributions less extreme. We assumed that this change

would not have a great effect in the acquisition of priors, not only because our

previous setup did not seem to affect the outcome of the pilot experiment, but

also because in (Gekas et al., 2013) some participants developed two distinct

priors, using roughly the same distributions (Figure 4.2b).

4.1.3 Data Analysis

For the behavioural analysis of our data we applied the same procedures we had

used in the pilot experiment (Subsection 3.2.1.5). Through our predetermined

inclusion criteria we excluded 1 participant from our results.

4.2 Results

4.2.1 General Behaviour

Once again the bias plots illustrate clearly the development of the priors (Fig-

ure 4.3). We can see that all lines follow the expected biases for the first half,

signifying the acquisition of the trimodal prior, while they display no signs of a

change to the bimodal one. The only apparent evidence of learning the second
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Figure 4.3: Folded estimation biases for the low contrast of the main experiment. The trials
are split in four, based on the resets of the luminance (Supplementary Figure A.6). Continuous
data lines represent the first half of each condition and dashed data lines the second. The
vertical lines represent the most frequent motion directions, dashed for the trimodal and dotted
for the bimodal distribution. The subplot depicts the optimal biases.

distribution is the small change at angles ±72◦ in the last 170 trials. A compa-

rable effect is present in the biases of the pilot experiment, just after the reversal

(Figure 3.2b). Without computational modelling it is unclear if the fact that

this effect appears early in the pilot, but relatively late in the main expriment is

important. Another similarity between the results of the two experiments is the

increased bias at 0◦ after the reversal. Finally, we notice a slight difference in the

magnitude of the biases in the two experiments, with the main results displaying

milder biases.

The standard deviation plots do not present the expected learning effects of lower

variability in the most frequent directions, besides the small decrease at ±72◦ in

the trimodal condition (Figure 4.4a). On the contrary, the average standard de-

viation in the bimodal condition imitates the trimodal results, with an additional

significant decrease at 0◦, while this direction belongs to the least frequent ones.

Detection performance and reaction time measures do not display any significant

pattern either (Supplementary Materials Section A.2).

Overall, statistically significant effects of stimulus orientation appear only in the

case of estimation bias. Bias is higher at −18◦ and 54◦, and lower at −54◦ and

18◦, consistent with a trimodal prior. Moreover these effects get stronger in the

second half (One-way within-subjects ANOVA. Bias, first half: p = 0.0784; Bias,

second half: p = 0.0052; Bias, all: p = 0.0065; SD, all: p = 0.2098; Detection

performance, all: p = 0.4720; Reaction times, all: p = 0.5496).
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Figure 4.4: More behavioural results of the main experiment. Both graphs include the last
200 trials from each condition, in an attempt to make the effects clearer. In both of them
dashed lines and the colour blue correspond to the trimodal condition, while dotted lines and
orange to the bimodal. Insets represent the expected outcomes in the case of learning of both
distributions. In (a) the bars depict standard error between subjects. (b) Is the total number
of hallucinations by any participant in the respective 0-contrast trials.

The hallucinations, on the other hand, show strong signs of learning for both

distributions (Figure 4.4b). Participants detected stimuli on 9.2± 1.6% of the no

stimulus trials, with more of these hallucinated stimuli moving in the expected

directions of each half, than in the other ones. In order to quantify the effects of

the expectations in the no stimulus trials, we followed the process by Chalk et al.

(2010). We split the space of stimulus angles into 18◦-wide bins and defined the

probability ratio of participants estimating close to the most frequent directions

of motion for each condition as

pcrel = p(θest ∈ Ic) ·
360

|Ic|
(4.1)

where c represents the condition, Ic the angles around the high-frequency direc-

tions and |Ic| their total width on the circle. For example, in the trimodal condi-

tion, I tri = [−81◦,−63◦]∪[−9◦, 9◦]∪[63◦, 81◦] and |I tri| = 54. If the hallucinations

moved in random directions, we would have pcrel = 1,∀c. We found that both ptrirel
in the first half, and pbirel in the second half were significantly above 1 (signed

rank test; median(ptrirel) = 1.94, p = 0.0053; median(pbirel) = 2.11, p = 0.0122).

In the histogram of hallucinations we notice many stimuli move in the directions

around 0◦, even in the bimodal condition. Including these angles in Ibi makes the

outcome is even stronger (signed rank test; median(pbirel∗) = 2.55, p = 0.0003).
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(a) Histogram of AQ scores (b) Histogram of CAPS scores

Figure 4.5: In both histograms the dashed line represents the nonclinical population mean
and the dotted one the ASC and psychotic mean respectively. The red line in the AQ histogram
represents a commonly used cut-off score for clinical cases.

4.2.2 Autistic Traits and Perceptual Anomalies

We tried to recruit participants with stronger autistic traits. This, after the

application of the exclusion criteria, resulted in a sample with AQ score range

1-38, median 16, a mean of 17.8, which is very close to the nonclinical mean, but

a relatively high SD of 8.5 (Ruzich et al., 2015). The CAPS descriptive statistics

were all close to the nonclinical values (Bell et al., 2005), with range 0-17, median

6.5, mean 7.7, and SD 5.3.

In order to study the effects of these traits in perception and perceptual learning,

we divided the subjects along the median of each scale and plotted the biases of

each group, for both conditions (Figure 4.6). We expected to see less bias in the

high-AQ group due to previous results showing increased sensory precision for

such participants, while possibly more bias in the high-CAPS group arising from

stronger priors. Interestingly, the only clear difference between low-AQ and high-

AQ participants revealed by the graphs is the increased bias at 0◦ for those with

stronger autistic traits. Although this could be a product of chance, the clarity

with which it is presented here warrants further investigation. On the other hand,

it seems that the high-CAPS group had stronger, more quickly developed, and

more rigid biases, than the low-CAPS one.

To test the effect of these traits on task performance we calculated the correlation

between each of the scores and mean absolute bias of estimations, mean standard

deviation, and total number of hallucinations. No relationship proved to be

significant (AQ & Bias: r = 0.08, p = 0.66; AQ & SD: r = 0.12, p = 0.54;

AQ & Hallucinations: r = −0.09, p = 0.62; CAPS & Bias: r = 0.17, p = 0.37;
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CAPS & SD: r = 0.03, p = 0.86; CAPS & Hallucinations: r = −0.26, p = 0.17).

Furthermore, investigating the increased bias at 0◦ in the high-AQ group, either

via mean absolute bias or mean bias, produced non-significant results in terms of

correlation (r = −0.11, p = 0.96 and r = 0.06, p = 0.75, respectively). However,

two-way within-subjects ANOVA did show significantly increased bias at 0◦ in all

trials for the high-AQ group, compared to the low one (p = 0.0344). The same

process did not find a more general effect either for the AQ split (p = 0.7427), or

the CAPS split in all trials (p = 0.7362),and neither it did for the CAPS split in

the first half, with (p = 0.5947) or without (p = 0.9821) folded angles.
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Figure 4.6: Folded estimation biases for each half. The “low” and “high” groups are de-
termined by median split for both scales. Continuous data lines represent participants with
scores greater than the median, and dashed those with lesser scores. Blue colours and vertical
dashed lines correspond to the trimodal condition, while red-like colours and dotted lines to
the bimodal one.





Chapter 5

Computational Modelling

5.1 Preface

Since all of the previous studies (Chalk et al., 2010; Gekas et al., 2013; Karvelis

et al., 2018) found strong evidence in favour of the Bayesian models compared to

the response strategy ones, in the Moving Dots task, we decided to focus only on

that model class. Following the general framework laid out in the aforementioned

studies, our models deal only with estimation data from the detected stimuli,

ignoring the hallucination data. The core structure of all models is explained

below and illustrated in Figure 5.1.

A stimulus with direction θ is shown to the participant. The participant’s eyes

observe a direction θobs. Given that sensory organs are imperfect and the stim-

uli are often presented in low contrasts, these two directions might not coincide.

Therefore, the sensory input is represented as a probability distribution, p(θobs |θ),
expressing the brain’s uncertainty about the actual direction of motion. Then, in

order to more accurately infer the nature of the stimulus, this input is combined

with previous knowledge of the environmental statistics in a Bayesian way (Equa-

tion 1.1). The observation is modelled as the likelihood, while the individual’s

unconscious expectations, pexp(θ), function as the prior. The result is a posterior

distribution, whose mean, θperc is what is perceived by the subject. It is plausible,

though, that although a stimulus was presented, the participant observed some-

thing else, possibly through the same mechanism that hallucinations originate

from, resulting in a seemingly random estimation. The models account for that

by assigning a probability with which the percept is drawn directly from pexp(θ).

In the end, the motor noise is added, resulting in the estimated angle, θest.

31
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Figure 5.1: A diagram of the general structure of the Bayesian perceptual model. An ob-
servation is made based on the actual stimulus direction. Then, this is combined with prior
knowledge to produce the posterior distribution. The mean of the posterior is what the individ-
ual perceives, which then is combined with motor noise, resulting in the estimation response.

Our models differ on the structure of the expectations of participants and the way

they are developed. First we fitted models with static priors, similar to those used

by Gekas et al. (2013). Then, we fitted models that dynamically develop their

priors through the course of the experiments, in an attempt to understand the

perceptual learning mechanism used by the observers. A list of all models used

can be found in Table 5.1.

All models were fitted by maximising the likelihood of the data given the param-

eters (L), where

ŷ = argmax
y

[L] = argmax
y

[ n∑
i=1

log(p(θiest | θi))
]

(5.1)

n is the number of trials used to fit the model, and yi are its parameters. For the

fitting we used the MATLAB functions fminsearchbnd (simplex algorithm) and

fminunc (quasi-Newton algorithm). Then, to compare between the models we

utilised the Bayesian Information Criterion (BIC) (Schwarz et al., 1978), which

defines the BIC value of each model M as

BICM = −2ln(L̂) + k · ln(n) (5.2)

with k being the number of parameters. Another way to choose the best model

could be the Akaike Information Criterion (AIC) (Akaike, 1974), in which

AICM = −2ln(L̂) + 2k (5.3)

with lower BIC and AIC values usually signifying a better model.

While both criteria try to balance the goodness of fit in their first term, with

the complexity of each model in the second, they do so with slightly different

goals. BIC attempts to find the true model amongst the available candidates,
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while AIC assumes that no identifiable true model exists, and instead tries to

pick the one which would better predict future data (Kuha, 2004). Although

their motivations differ, both approaches often identify the best model for the

data by any definition, but without being foolproof. Therefore it is more prudent

to use both AIC and BIC, when deciding between models. In practical terms,

BIC assigns heavier penalties to complex models compared to AIC. That means

that AIC carries the possibility of overfitting the data, while BIC might underfit

them.

5.2 Static Models

In a previous study, Gekas et al. (2013) used different static priors to see if

participants learned different priors for each colour condition. In order to see if

a subset of participants changed their priors after the reversal and if that change

was in accordance with the second distribution, we followed their work, fitting

models with a trimodal prior for the first half and different priors for the second.

The model Static_Tri, which assumed that participants have the same trimodal

prior for the whole duration of the experiment, was used as a baseline. All models

were fitted on the low contrast estimations, discarding the first 80 trials after every

reset, to allow for the stabilisation of the contrast.

The baseline model assumes that θobs is drawn from V (θ, κl), where V is the

von Mises distribution, θ the actual direction of the stimulus and κl = 1/σ2
l the

inverse of the variance, or precision. Then, the noisy observation is modelled as

pl(θobs | θ) = V (θobs, κl) (5.4)

The model also assumed that participants do not learn the true distribution, but

an approximation of it. This approximation was forced to be symmetric, as is the

stimulus distribution, by having the mean of the central mode fixed at 0◦, and

mirroring the other two.

pexp(θ) =
1

3

[
V (−θexp, κexp) + V (0, κexp) + V (θexp, κexp)

]
(5.5)

In Bayesian inference the posterior distribution is calculated in the following way

p(θ | θobs) ∝ pprior(θ) · pl(θobs | θ) (5.6)

Here, pexp functions as the prior, and the percept is chosen as the mean of the

resulting posterior. Therefore
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θperc =

∫
p(θ | θobs) dθ (5.7)

θperc =
1

Z

∫
θ · pexp(θ) · pl(θobs | θ) dθ (5.8)

where Z is a normalising constant. In order to get from θperc to the estimation we

add noise in the form of another von Mises distribution and combine that linearly

with the prior with added motor noise, to account for random estimations. Then,

θest is drawn from

p(θest | θ) = α(pexp(θ) ∗ V (0, κm)) + (1− α)V (θperc, κm) (5.9)

where ∗ represents a convolution between the two distributions.

While the parameters θexp, σexp, σl, α were obtained by fitting the perceptual

model to the low contrast trials, the motor noise σm was determined using the

high contrast ones. We assumed that in high contrast participants will not make

random estimates and perceptual noise approaches 0, or in other words precision

approaches infinity, and therefore, we would have

p(θest | θ) = V (θ, κm) (5.10)

We fitted the equation to the participants’ responses by maximum likelihood.

The other models used an identical structure, but with two priors, one for the

first and one for the second half. The Static_TriBi assumes that participants

ended up updating based on the bimodal stimuli, and therefore it is the “correct”

model, in the sense that it is the one that follows the change in the statistics of

the environment. It kept as its first expectation the Equation 5.5 and used as its

second the approximation of the bimodal distribution

prexp(θ) =
1

2

[
V (−θrexp, κrexp) + V (θrexp, κ

r
exp)
]

(5.11)

with r symbolising the trials after the reversal of the distributions. This model

used 6 parameters: θexp, σexp, θ
r
exp, σ

r
exp, σl, α. The first two were fitted on trials

from the first half, the next two on trials from the second, and the last two on

all of them. Similarly, the Static_TriTri worked with two distinct priors, with

the only difference being that the second one approximated a trimodal distribu-

tion in the same way as the first. This model was inspired by the hallucination

results which could be interpreted as evidence for an updated, but still trimodal

expectation (Figure 4.4b).
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We also thought that, due to the complexity of the distributions, it is possible that

participants would have inferred the average direction of motion, but not been

able to distinguish clearly between the different modes. Therefore we introduced

two additional models, one with a unimodal prior for the whole experiment and

one with a trimodal prior for the first half and a unimodal for the second. They

were called Static_Uni and Static_TriUni, respectively. Both unimodals had

a fixed center at 0◦.

Another possibility for our models could be that the random estimations do not

follow the expectation, but are uniformly random instead. We implemented that

in some models, but their results were always worse than their counterparts’,

and therefore they are not reported here. Lastly, there is a detail that needs

to be mentioned regarding the output of our models. In order to fit a model,

we need its generative counterpart to provide the likelihood for our data given

the parameter values. All of our models assume that the brain represents and

manipulates probability distributions in some way. But, both the input and the

perceptual output of the models in each trial consist of only one direction, θobs and

θperc respectively. To solve this problem in the static models and get a probability

distribution, which would provide the likelihood of the each estimation given the

prior, we drew 1000 samples from the distribution V (θ, κl), resulting in 1000 θperc

which we used to approximate the desired probabilities.

What we are testing with the implementation of these models is if the participants

acquired priors in agreement with the stimulus distributions (Static_TriBi),

if they learned the first distribution but never updated (Static_Tri), if they

adjusted the prior learned from the first distribution without altering its basic

structure (Static_TriTri), or if they found the distributions too complex at

some point and they resorted to just learning the average direction (Static_Uni

and Static_TriUni).

5.3 Dynamic Models

Given that the static models do not change based on each observation, they

cannot offer a clear understanding of perceptual learning. In order to gain deeper

insight into the mechanisms through which priors are developed, we also fitted

models that did not assume any structure for the expectation a priori. Rather,

they used the data from each trial to develop the prior over time. In order to

do that they did not discard any trials, since the trials where the contrast is

relatively high are probably the ones which contribute more to the acquisition of

expectations.
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Unfortunately, our data were not ideal for that procedure. We had hypothesised

that participants would develop a clear bimodal prior after some trials, but that

did not seem to be the case from the behavioural results. Nonetheless, the absence

of any significant updating based on new information is something our models

need to imitate in order to be accurate. Therefore it would be helpful to fit our

models to this dataset and discard the ones that cannot produce this kind of

response.

An added difficulty of the dynamic models was that the aforementioned solution

of drawing 1000 samples to approximate the likelihood of the data given the

parameters would no longer be applicable. Since the structure of the prior is

determined based on what is observed in each trial, every sample would affect

the expectation in a different way, resulting in a multitude of different priors for

the following trials. To address this problem we used V (θ, κl) as an approximation

of the average sensory likelihood and used the full posterior distribution as an

approximation of the probability distribution of θperc given the inputs.

Finally, since the model deals with trials of different luminance, we cannot use the

same sensory precision for all of them. Two possible solutions are to either have

the standard deviation of the likelihood be inversely proportional to the contrast,

or to determine it using the Naka-Rushton equation (Naka and Rushton, 1966).

We found that the first approach gives significantly better results, and therefore

all the dynamic models presented here have σl(c) = σ0
l /c.

The simplest model, Dynamic_Rl, which was inspired from the basic reinforcement

learning rule (Equation 2.3), was used as a baseline for the dynamic models. It

assumed that the prior started as a uniform distribution, and was slightly altered

after each trial, based on the sensory inputs.

pt+1
exp (θ) = η · ptl(θobs | θ) + (1− η) · ptexp(θ) (5.12)

where η is a constant learning rate. This model used 3 parameters besides the

motor noise: η, σl, α. Another implementation of the same idea could use the

perceptual posterior in place of the likelihood, or even the behavioural one, but

initial testing showed no significant difference between them.

A problem with this model is that due to the recurring normalisation at each time

step, the recent trials have a much more important role in determining the prior.

But, if that was the case in reality, we would probably see the behavioural results

follow the reversal of distributions. Since the biases remained approximately the
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same throughout the experiment, it makes more sense to have a model that shapes

the expectation based on the first trials. Such a model could be very similar to

Dynamic_Rl, but with a decaying learning rate, ηt = e−λt, introducing one extra

parameter, λ, the decay rate. We called it Dynamic_RlDec.

Another side effect of the repeated normalisation is that the directions outside of

the [−72◦, 72◦] range end up with prior probabilities extremely close to 0, when

the learning rate is high. This could be a problem, as the prior would start to

have an unrealistically strong influence on high contrast data. In order to avoid

this effect, we built a model that combines linearly the adaptive prior with a

uniform distribution to ensure that no angles would reach a probability less than

the threshold γ, which was fitted along with the other parameters. Depending

on the constant or decaying learning rate, this model had two instantiations,

Dynamic_RlU and Dynamic_RlDecU.

Additionally, we could try to account for possible recency effects that would be

absent in the Dec models, by imitating Gekas et al. (2015). We created a model

that combines the adaptive prior with a recency distribution, consisting of the

weighted sum of the last n+ 1 trials and a uniform distribution in the following

way

pt+1
rec =

1

Z

(
U + w

n∑
i=0

e−λreci · pl(θt−iobs | θ
t−i)

)
(5.13)

where Z is a normalising constant and U the uniform. Then, to get pt+1
exp , we

multiply pt+1
rec with the adaptive prior of Dynamic_RlDec or Dynamic_RlDecU.

These models were named Dynamic_RlCom and Dynamic_RlComU, respectively.

We fixed n = 10, as we did not observe a significant effect from including more

trials, and therefore, two extra parameters were introduced, w and λrec.

It is worth noting here that, the Com models use two decay functions in the

two components of the prior, with rates λ and λrec, but they decay in opposite

ways. The learning rate decreases as the trials progress, while the recency weights

decrease as we go further in the past.

In this section we try to understand the process through which priors are acquired.

A hypothesis could be that the decaying models will perform better, providing

some evidence and a possible explanation for the lack of updating in behavioural

results, but since this general structure has not been used before, this work is

more exploratory.
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Model Description Parameters

Static_Tri A trimodal prior for the whole experiment θexp, σexp, σl, α

The “correct” model:
A trimodal prior for the first half,
changing to a bimodal after the reversal

θexp, σexp, θ
r
exp,

σrexp, σl, α
Static_TriBi

A trimodal prior for the first half, chang-
ing to another trimodal after the reversal

θexp, σexp, θ
r
exp,

σrexp, σl, α
Static_TriTri

Static_Uni A unimodal prior for the whole experiment σexp, σl, α

A trimodal prior for the first half,
changing to a unimodal in the second

θexp, σexp, σ
r
exp,

σl, α
Static_TriUni

Dynamic_Rl Adaptive prior with constant learning rate η, σl, α

Dynamic_RlDec Adaptive prior with decaying learning rate η, λ, σl, α

Adaptive prior with constant learning rate
linearly combined with uniform dist.

Dynamic_RlU η, γ, σl, α

Adaptive prior with decaying learning rate
linearly combined with uniform dist.

Dynamic_RlDecU η, λ, γ, σl, α

Adaptive prior with decaying learning rate
multiplied with recency distribution

η, γ, w, λrec,
σl, α

Dynamic_RlCom

Adaptive prior with decaying learning rate
linearly combined with uniform dist.,
multiplied with recency distribution

η, γ, w, λrec,
σl, α

Dynamic_RlComU

Table 5.1: Brief descriptions and parameters for all static and dynamic models used.

5.4 Results

The Dynamic models were fitted on a much larger subset of trials, than the Static

ones, making their comparison impossible, as increasing the number of trials, low-

ers the respective model likelihood given the data. We tried to circumvent that

by measuring the combined likelihood of Dynamic models only in the trials on

which Static models were fitted. Still, the resulting model likelihood was much

smaller than that of Static models. However, this is not necessarily an indication



5.4. Results 39

of performance, as the subset likelihood was not the one to be maximised in the

Dynamic models, rendering the current model selection processes between them

unfair.

Given the above, we compared models only within their respective class. We

calculated the difference of BIC and AIC values for each model, compared to the

respective baseline (Static_Tri and Dynamic_Rl), for every participant. Then,

we tested if the within-subject median is different than 0, using the Wilcoxon

signed rank test. As we can see in Figure 5.3, the Static_Tri model, which

assumed that participants learn the trimodal but never update, exhibits better

performance than all others in both measures, although these results are not

significant for the Static_TriBi and Static_TriTri AIC scores.

Plotting the mean of the priors extracted from the data by the Static_Tri model,

we notice a significantly increased probability at 0◦, compared to the other modes

(Figure 5.2a). One of the reasons for this is that the center of the mode was fixed

at 0◦, not letting the probability spread among neighbouring orientations. This

is clearly illustrated in the plot, as the central mode is much narrower than the

others. Looking at the derived parameters, we discover another reason. Two

of the participants had θexp values really close to 0◦, resulting in an essentially

unimodal prior.

More evidence for the lack of updating from a trimodal prior to a bimodal one

we observe at Figure 5.2b, where the two priors of the Static_TriBi model are

plotted for the participants whose BICTriBi score was lower than their BICTri

score. We notice that the average bimodal prior reaches maximum probability

very close to ±72◦, while the probability at ±36◦ is almost zero. Therefore, even

the individuals who were better fitted by the “correct” model, do not have a

bimodal prior corresponding to the respective stimulus distribution, rather they

seem to just focus on the ±72◦ modes of the trimodal.

Looking at the model selection scores for the Dynamic models we notice that,

while the baseline reinforcement learning model displays significantly lower BIC

scores than every other candidate in its class, when compared via the AIC it is the

second worse model after Dynamic_RlComU (Figure 5.4). Indeed, that difference

is significant in the case of Dynamic_RlDecU and Dynamic_RlCom.

In Figure A.8 we see that the expectations developed by the Dynamic_Rl model

are not smooth, instead they exhibit sharp peaks at the nine presented directions
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of motion. The reason for that is that these priors are built based on the sensory

likelihoods, that are relatively narrow, especially in the case of high contrast

trials. To make the priors smoother, we tested a variant of the baseline model

with an extra variable, artificially increasing the width of the likelihoods when

they are added to the prior. The results showed a clearly worse model in terms of

BIC (signed rank test: median(∆BIC) = 5.7282, p ≈ 0.0000;median(∆AIC) =

1.7433, p = 0.5170).

We tried to investigate the relationship between learning or other individual char-

acteristics, such as sensory noise, and AQ or CAPS scores, expecting that high-

AQ individuals would learn faster and have more precise sensory inputs, while

high CAPS individuals would have stronger priors, possibly lower prior width.

To do that, we calculated the Pearson coefficients for possible correlations and

the corresponding p-values. Moreover, we used two-way within-subject ANOVA

to find possible differences between the high and low groups resulting from a

median split in each scale. For the static models, we looked at the BICTriBi and

BICTriBi − BICTri scores, and the recovered σexp, σl parameters from the win-

ning Static_Tri model, while for the dynamic ones we looked at learning rates,

sensory precision, and decay parameters for the Dynamic_Rl, Dynamic_RlDecU,

and Dynamic_RlCom models. Here we mention some of the results we deemed

more important.

Since, correlation usually needs more datapoints than our sample size of 30 to be

significant, given the amount of noise in our data, we report only the ANOVA

calculated p-values between the two groups. Most outcomes were clearly non-

significant (examples: AQ-total & BICTriBi: p = 0.7008; AQ-total & ∆BIC:

p = 0.4547; CAPS-total & BICTriBi: p = 0.3484; CAPS-total & ∆BIC: p =

0.6876; AQ-total & σTriexp : p = 0.5016; AQ-total & σTril : p = 0.6552).

However, some of them were on the verge of significance (increased ηRl in the high

CAPS-total group: p = 0.0740; decreased in the high AQ-total group: p = 0.0813;

decreased σTril in the high AQ-“attention switching” group: p = 0.0585; decreased

σTriexp in the high CAPS-Intrusiveness group: p = 0.0469; and in the high CAPS-

Frequency group: p = 0.0469). Furthermore, the relationship between the AQ-

“attention switching” scores and sensory noise was the only one to provide a

significant correlation (r = −0.3671, p = 0.0460). We should mention here that,

given the amount of comparisons and correlations we tested, none of these results

would remain even remotely significant, after a Bonferroni correction (Dunn,

1961).
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In conclusion, the Static model comparison provided strong evidence in favour

of early developed expectations that did not update based on new information.

The Dynamic model comparison, on the other hand, was inconclusive, with only

one model being clearly worse among them. More analysis is needed to under-

stand the mechanisms of perceptual learning. Finally, the AQ results seemed to

contradict our hypothesis about faster learning, while helping isolate the char-

acteristic responsible for increased sensory precision. CAPS results possibly in-

dicated stronger priors, both in the increased learning rate, and the narrower

priors. More work is needed to test the replicability of these outcomes and to

understand the extend of their effects.
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(a) Average prior of the Static_Tri model for all participants.
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(b) Average priors of the Static_TriBi model for participants
with BICTriBi < BICTri.

Figure 5.2: Priors recreated from the extracted parameters for two static models. Vertical
dashed lines represent the most frequent directions of motion in the trimodal condition, while
dotted ones correspond to the most frequent directions in the bimodal. The shaded region
represents within-subject standard error.
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Figure 5.3: BIC and AIC results for the Static models. Depicted are the differences
between the baseline and other models for each participant. Lower values are better.
The red horizontal lines represent the median, while the blue ones the 25th and 75th
percentiles. p-values between scores were calculated with the signed rank test.
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Figure 5.4: BIC and AIC results for the Dynamic models. Depicted are the differences
between the baseline and other models for each participant. Lower values are better.
The red horizontal lines represent the median, while the blue ones the 25th and 75th
percentiles. p-values between scores were calculated with the signed rank test.
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Discussion

6.1 Updating our Beliefs

The bias results from both experiments (Figures 4.3, 3.2) showed that, while

participants acquired the first trimodal expectation in less than 10 minutes, they

never updated to a bimodal prior reflecting the second distribution, even after

25 minutes of exposure, or 35 in the case of the pilot. Computational mod-

elling confirmed that, since the model which assumed one trimodal prior for the

whole experiment outperformed models that switched to other distributions (Fig-

ure 5.3).

We initially assumed that this effect could arise from the lack of non-noisy inputs

which would clearly reveal the environmental statistics, but that was disproven

with the implementation of resetting contrast in the main experiment. Further-

more, while it is possible that the complexity of the distributions negatively

affected their learning, in the study of Gekas et al. (2013) 6 out of 18 participants

managed to develop two distinct priors based on almost identical distributions

with ours. It could be that the discrepancy between our results is a product of

chance, but at a first glance this seems highly unlikely. So, what kind mechanism

could give rise to such outcomes?

It is a known fact in psychology that first impressions play a huge role in the cre-

ation of lasting beliefs. From forming an opinion based on performance reviews

(Lim et al., 2000), to visually judging faces (Willis and Todorov, 2006) or web-

sites (Lindgaard et al., 2006), our brain rapidly decides on what it believes, with

subsequent, even sometimes contradicting information being misinterpreted, usu-

ally resulting in increased confidence about the same belief (Rabin and Schrag,

45
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1999). Given the apparent universality of this effect, maybe it is not surprising

to find another manifestation of it in perceptual learning. This effect seems able

to explain the absence of any clear change in the estimation biases after the first

150 trials, but also the different results of Gekas et al., since in their experiment

both distributions were present from the start.

However, even if that is true, many questions remain unanswered. A first inter-

pretation of that effect could agree with our decaying learning rate models, in

giving more power to information received initially. But it is hard to see how

the increase in confidence after the exposure to contradicting evidence could be

implemented, or if that effect is even present in our task. Moreover, while these

models did not perform badly, they were not clearly better than the non-decaying

ones (Figure 5.4).

Another interpretation could focus on the structure of the prior, by having the

brain remain attached to the first structured expectation. To disentangle between

those alternatives, we could use a design similar to ours, but with a uniform

distribution for the first half. Do we expect participants to stick to the uniform

prior, or discard it since it is “unstructured”? The results of the first experiment

by Gekas et al., in which subjects developed a bimodal prior when presented with

a bimodal and a uniform distribution, could constitute an indication in favour

of the second interpretation, but without explicitly testing that we cannot draw

any definite conclusions.

6.2 Multiple Priors

In Section 2.1, we talked about the difference between contextual and structural

expectations, and how the first can replace the second ones in the appropriate

environments. Contextual priors were thought to be easily changeable, in con-

trast with structural ones which were developed through a lifetime of statistical

learning. The results from our experiments showed that while statistical priors

in a specific context can be developed rapidly, after they have formed, they are

remarkably resistant to change. It is unclear if this behaviour would be displayed

by all contextual expectations, or only those that have been developed through

statistical learning.

It is possible for an individual to have two priors conflicting on the same task

(Thomas et al., 2010). However, these usually differ in the domain of percepts

they influence (e.g. “light from above” vs. convexity priors), the timeline of their
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acquisition, or their specificity (e.g. contextual vs. structural priors). On the

other hand, in our study, we observe two different priors acquired at the same

time and in the same environment, for the same kind of stimuli. While the bias

results serve as strong evidence for the existence of one unchanged trimodal prior,

hallucination histograms provide clear evidence of updating (Figures 3.3b, 4.4b).

In both experiments, hallucinated stimuli move towards ±72◦ and 0◦ in the first

half, while showing significantly increased probability around ±36◦ in the second.

It is really surprising that the brain would use different priors for detecting and

estimating the same stimuli, since so far we have interpreted priors as implicit

knowledge about environmental statistics, and therefore task independent. Why

the brain would follow such a strategy, or how it could be encoded neurally

remains unclear.

One more puzzling result illustrated in these histograms is the number of hallu-

cinations moving in the 0◦ direction, in the second half of the main experiment.

We verified that this effect was not a product of a response strategy, such as auto-

matically pointing the bar towards the average direction of motion (Figure A.4),

leaving only perceptual explanations possible.

We initially hypothesised that the brain could have adapted the trimodal prior to

the new data, without changing its basic structure, but the computational model

which followed that process did not perform well, relative to the baseline. It

could be that a small subset of subjects updated to a unimodal prior, or learned

one from the start due to the complexity of the distributions, therefore keeping

the number of 0◦ hallucinations somewhat high, but that still does not explain

why it is not significantly lower compared to the first half. In addition, this

effect was not present in the corresponding histogram of the pilot experiment.

Theoretically we could attribute this difference to noise, given the small number

of pilot participants, but the clarity through which these effects are presented

makes that unlikely.

6.3 Effects of Autistic and Schizotypal Traits

In previous work, Karvelis et al. (2018) found increased sensory precision in in-

dividuals with higher AQ-total scores. In this study we saw a similar effect, but

only in relationship with one of the subscores of AQ, namely “attention switch-

ing”. Since Karvelis et al. did not test for correlation in the five AQ subscores,

it is possible that “attention switching” is the source of their findings as well. If

that is the case, it could mean that the decreased sensory noise is not a direct
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result of autistic traits, rather just an effect of paying more attention to the task

at hand and not getting distracted.

Karvelis et al. also found no measurable effect of schizotypal traits on participant

estimations. In contrast with their study, we focused on the presence of halluci-

nations, which, as the perceptual component of schizotypy, could be the source

of perceptual effects associated with this condition (Powers et al., 2017). Indeed,

we found a tendency for narrower priors in participants with higher CAPS scores,

consistent with Powers et al.’s results of increased prior weighting.

We also found a relationship between AQ scores and the learning rate of the

Dynamic_Rl model, with stronger autistic traits predicting slower learning. In an-

other Bayesian study on perceptual learning, Lawson et al. (2017) found no change

in average learning rates between autistic and neurotypical subjects. However,

they found that individuals with ASD increased their learning rates less when

the environment got more volatile. In an experimental setting with complex en-

vironmental statistics such as ours, participants could have a hard time realising

the existance of a stable underlying structure, thereby interpreting the statis-

tics as highly volatile. According to Lawson et al. that could lead to increased

learning rates in neurotypical individuals, but not so in the autistic population.

The comparison between their study and our project is not clear, as their model

has a hierarchical structure, in contrast with ours. Moreover, while some of our

subjects had high AQ scores, our focus was on the general population, and not

on clinical cases.

Additionally, since our model develops each prior based on the sensory inputs, a

narrower sensory likelihood would probably result in more precise priors. There-

fore, since high-AQ individuals exhibited increased sensory precision, it could be

that slower learning arose to prevent a narrowing of the priors, and does not re-

flect actual learning dynamics. However, in that case we would expect a positive

correlation between σl and η, which does not seem to be the case (Supplementary

Materials Section A.3).

Finally, high CAPS-frequency and CAPS-intrusiveness scores exhibited higher

learning rates, but that could be unrelated to the actual participant learning

dynamics. The Dynamic_Rl model initialises the prior as a uniform distribution

and gradually adapts it to the statistics of the environment, based on sensory

inputs. We can think of the uniform distribution, as a trimodal with extremely

high variance. To change towards the stimulus distribution would therefore be

equivalent to gradually lowering the variance of the prior, and faster learning
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would correspond to more precise priors on average. But since we found a positive

relationship between high CAPS scores and lower prior variability, this could be

the cause of the higher learning rates of these subjects, instead of an underlying

difference in learning dynamics.

6.4 Limitations of our Study and Directions for

Future Work

Our main perceptual results have also been reported in previous research, but

some results established by Chalk et al. (2010) and Karvelis et al. (2018), were

absent in our study. Namely, the effects of priors on detection rates, reaction

times, and estimation variability. One reason behind that could be the increased

complexity of our distributions. While both of the aforementioned experiments

used only two high-frequency directions and seven low-frequency ones, we added

an in-between frequency level so that the two distributions would be complimen-

tary, while also increasing the number of high frequency directions to three in the

first half. Gekas et al. (2013) who first introduced the medium frequency level

and used two distributions, as well, found no clear effect on subject detection

performance and reaction times, as well.

Another similarity between our study and Gekas et al. that could explain the

absence of such effects is the significantly lower number of stimuli displayed in

low contrast for each distribution. Detection performance and reaction times

seem to be remarkably noisy variables, as is apparent from the error bars in

Figure A.5, and a decrease in the number of datapoints could make it very hard

to find a statistically significant pattern in their results.

Future work could look to eliminate the in-between frequency level, especially

given that its contribution to prior acquisition is unclear, thereby making the

two distributions potentially clearer and increasing the number of low-frequency

stimuli. Furthermore, since the reduction of the number of trials between the pilot

and main experiment did not seem to aid in the development of expectations,

using a number greater than 670 could be helpful. The increase of datapoints is

particularly important in a design such as ours, which uses a resetting contrast,

further reducing the amount of useful data.

Of course, future studies should try to verify the existence of a first impression

bias and its details, for example via the experiment we suggested in Section 6.1,

and attempt to connect our findings with previous research, especially relevant
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computational models (Dave and Wolfe, 2003; Palminteri et al., 2017). However,

another possibility for the lack of updating could be hiding in the order of the

stimulus distributions.

In our experiments we decided on presenting the trimodal distribution first, as it

was the more complex of the two and we thought that the increased complexity

would be an additional difficulty for participants to overcome. But maybe it

would be harder for the brain to notice the reduction of the number of most-

frequent directions from three to two, than noticing their increase. While that

explanation should theoretically bias the results of Gekas et al. in favour of the

trimodal distribution, something that did not happen, it is still possible that it

would be expressed differently in that scenario. This possibility could be easily

disproven in the future, by running an experiment similar to ours, with the order

of the distributions reversed.

While our research provided evidence in favour of priors being remarkably biased

towards the first inputs, rather than dynamically updated representations of the

current environmental statistics, it would be interesting to investigate the extent

of this effect. Would participants hold on to an expectation built in just 10 min-

utes after 50 minutes of exposure to contradicting information? Previous studies

have shown the possibility of contextual priors to persist over days (Sotiropoulos

et al., 2011). Would the same first impression bias be seen in the span of some

days? In an experimental design testing the limits of this phenomenon in a differ-

ent way we could warn participants of the volatility in the environment, or even

tell them about the distribution change, and investigating whether some kind of

meta-cognitive process would influence their behaviour.

Unfortunately, our work on the modelling of dynamics of prior acquisition was

inconclusive. Although we explored a large number of dynamical models, there

was no model that was clearly better than the others. On the contrary, five

of them were remarkably close when looking at both AIC and BIC scores (Fig-

ure 5.4). Future work needs to investigate other possibilities, for example other

mechanisms resulting in smoother expectations, implementations of volatility, or

changes in the learning rate depending on the structure of the prior. More com-

plex models such as these could also provide clearer results in the case of autistic

traits, in line with previous research (Lawson et al., 2017).

Finally, the investigation of possible correlations between the different compo-

nents of perceptual learning and autistic or schizotypal traits requires partici-

pants closer to the extremes of each spectrum and a larger sample size in order to
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be conclusive. Our results could function as an indication of which relationships

should be the focus of future studies.

6.5 Conclusions

In this study we investigated the dynamics of perceptual prior development, by

implementing a reversal scenario in a visual learning task. We had hypothesised

that participant expectations would follow the environmental statistics (1), that

they would affect their estimations via a process similar to Bayesian Inference (2),

and that individuals with stronger autistic traits would be quicker to track the

changes in the stimulus distributions (3). While hypothesis 2 proved to be correct,

hypotheses 1 and 3 were directly refuted by both the behavioural and the compu-

tational results. Our most important finding is a perceptual phenomenon akin to

a first impression bias, by which participants held on to initially formed expecta-

tions for the whole experiment, despite their prolonged exposure to contradicting

information. This outcome significantly challenged our view of contextual priors

as malleable representations of environmental statistics. To our knowledge this

is the first study displaying such an effect in low-level perception. It is left to

following studies to determine the details and the extent of this phenomenon.
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A.1 Pilot Experiment

A.1.1 Additional Results from All Participants
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Figure A.1: The data are drawn from the last 300 trials of each condition. Blue lines represent
trials 103-402, while orange ones trials 601-900. The dashed black lines mark the most frequent
directions for the trimodal condition and the dotted ones for the bimodal. The bars depict
within-subject standard errors of the mean.

Normally, following the learning of the distributions, we would observe increased

detection percentages and decreased reaction times around the modes of each

distribution for the corresponding trials. In Figure A.1 we can clearly see that

that’s not the case. The two lines in each graph resemble each other in general
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form, with only small changes at angles away from 0◦. The lowered percentages at

angles ±54◦ and ±72◦ and reaction times at ±36◦ could be expressing some form

of learning, but overall we cannot observe a clear effect. From the magnitude

of the error bars we can hypothesise that the reason behind these results is the

small number of participants.

A.1.2 Subgroup Results

To avoid attributing the influences of cardinal biases and similar effects to the

participants’ learning, we randomly chose a participant from the 4 with the same

central reference angle and included their results with the other 2, resulting in a

subgroup of 3. We then plotted their outcomes and compared with the results

from all participants.
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Figure A.2: Folded mean estimation biases for the subgroup. The dashed lines represent the
corresponding most-frequent directions and the bars represent within-subject standard error.

Comparing both Figure A.2 and Figure A.3 with the results presented in main

text Subsection 3.2.2 and supplementary materials Subsection A.1.1, we notice

that they do not display any significant differences. Therefore, we can relatively

safely conclude that cardinal biases do not significantly influence our results.
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Figure A.3: Rest of behavioural results for the subgroup. In all four graphs the blue colour
depicts the data from the trimodal condition and the dashed lines the corresponding most-
frequent directions, while the orange colour and the dotted line represent the bimodal one.
Graph (b) depicts the last 200 trials from each condition, while all others the last 300.



56 Appendix A. Supplementary Materials

A.2 Main Experiment Additional Results

As we can see in Figure A.5 the rest of the behavioural results for the main

experiment follow the example of the pilot. The increased number of participants

did not combat the size of the standard errors, possibly due to the decreased

number of trials. The problem of few datapoints is clearly displayed in Subfigures

A.5a, A.5b, in which each line corresponds to approximately only 170 trials, but

also in Subfigure A.5c.

The only subfigure from which we could draw a conclusion is A.5d, with sig-

nificantly smaller standard error magnitudes. We can see that reaction times

in the trimodal condition are increased at ±36◦. This is in agreement with the

corresponding results by Chalk et al. (2010). Moreover, we observe that this ef-

fect disappears in the next condition, which shows remarkably reduced reaction

times, possibly due to the increased familiarity with the task. It would be wise

to warn the reader against overinterpreting these results. Not only the reaction

times at 0◦ and ±72◦ are not significantly lower than those at ±18◦ and ±54◦ as

we would expect, but also similar effects are not present in any other subfigure.

It is therefore likely that the observed effects are a result of noise and chance and

do not express some property of learning.

Plotting a histogram of estimations in the trials where participants did not detect

a stimulus (Figure A.4), we can clearly see that they are uniformly random. This

is a strong indication of no response strategy affecting our results.

Figure A.4: Histogram of estimations in the no-stimulus trials that participants did not
hallucinate. Blue colours represent the trimodal condition and red the bimodal one.
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Figure A.5: In all four graphs the blue colour depicts the data from the trimodal condition
and the dashed lines the corresponding most-frequent directions, while the orange colour and
the dotted line represent the bimodal one. Subfigures (a) and (b) show the mean detection
performance and reaction times in the low contrast trials, excluding the first 80 trials after
every reset to allow for the stabilisation of the contrast (Figure A.6). Subfigures (c) and (d)
display the same results including all low contrast trials.
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Figure A.6: Average luminance difference between stimulus and background for the low
contrast trials. The grey area represents within-subject standard errors, and the dashed line
the reversal of the distributions. The luminance is reset at trials 165, 330, and 500.

A.3 Modelling Additional Results

A model with highly correlated parameters could cause problems when fitted.

For example, two highly negatively correlated parameters could produce the same

data with different values, if one of them compensated for the change in the other.

To test that, we calculated the correlation of parameters in our models for each

participant. Illustrating the results revealed the possibility of correlated η and σl

parameters in the Dynamic_Rl model (Figure A.7), therefore we used one sample

t-test to confirm that the average correlation (r̄ = 0.0781) was not significantly

different than 0 (p = 0.1170).

Also, the expectations developed by the Dynamic_Rl model do not approximate

well the underlying distributions, with sharp peaks at the nine angles, instead of

three clear modes (Figure A.8). This could possibly have different effects than

intended, as observations very close to any one of the nine directions would be

strongly attracted to it, instead of one of the modes.
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Figure A.7: Correlation plots of the learning rate, sensory noise, and chance of random
estimations, for 6 participants randomly drawn from our sample. The yellow colour represents
a maximum positive correlation, while the dark blue a maximum negative one.

Figure A.8: Average priors developed by the Dynamic_Rl model at trials 330 in blue and
670 in red. Shaded regions represent standard errors. The dashed black lines mark the most
frequent directions for the trimodal condition and the dotted ones for the bimodal.
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